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Learning objectives
After today’s course, you should be able to:

– Describe several mechanisms known to regulate gene expression;

– Describe how gene expression can bemeasured;

– Formulate biological problems as clustering tasks;

– Motivate the clustering of gene expression data;

– Outline the implementation of some classical clustering algorithms (hierarchical clustering, K-means)
and methods to evaluate them (tightness, separation, stability, gene set enrichment analysis).

1 Gene expression

1.1 What is gene expression?

Central dogma of molecular biology

DNA

pre-mRNA mRNA

protein

transcription translation

processing

DNA is transcribed into pre-messenger RNA, which is processed (splicing) into messenger RNA,
then translated into proteins.

How much of each gene product is made?

Gene expression quantifies how much mRNA is present in a biological sample.

1.2 The regulation of gene expression

Although different cells of a multicellular organism contain the same DNA, the expression of a same
gene can differ dramatically between cells. This is particularly true between different tissues (think
for example of a neuron vs. a skin cell vs. a lymphocyte), but can also happen for instance inside a
same tumor. One then talks of tumor heterogeneity.
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Variations in gene expression

With the same genetic material, gene expression differs

– between cells

– along the phases of the cell cycle

– depending on external signals. Most specialized cells are capable of altering their gene expres-
sion patterns in response to extracellular cues. For example, the liver reacts to glucocorticoids,
which are realeased in periods of starvation or intense exercice, by adjusting the level of sev-
eral specific proteins (such as tyrosine aminotransferase, which plays a role in the conversion
of tyrosine into glucose) to induce the production of glucose.

The amount of protein produced by a cell is controlled by:

– transcriptional control

– RNA processing control (controlling the splicing and processing of pre-mRNA);

– RNA transport and localization control (selecting which completed mRNAs are exported from
the nucleus to the cytosol and determining where in the cytosol they are located);

– translational control (controlling whichmRNAs in the cytoplasm are translated by ribosomes);

– mRNA degradation control (selectively destabilizing mRNAs to accelerate their degradation);

– protein activity control (activating, inactivating or degrading specific proteins after they have
been produced);

Formost genes, transcriptional control is themost importantmechanism that regulates the final
amount of protein expressed.

Transcriptional regulatory mechanisms

– Regulated genes default: OFF

– Recruitment of RNA polymerase (= the enzyme complex responsible for RNA synthesis from
DNA.)

– Promoters: Region of DNA located upstream of a gene where RNA polymerase can bind, thus
initiating the transcription of that gene.

– TFs: Assuming the DNA is accessible, specific proteins, called transcription factors or TFs, can
bind to it. These can be activators or (less often) repressors. Each TF contains the following
elements:

– a specific DNA-binding domain which binds to amotif of 6 to 10 base-pairs in the promoter
region of the gene

– an expressor. For an activating TF, the effector domain recruits RNA polymerase II, the eu-
karyotic mRNA-producing polymerase, to begin transcription of the corresponding gene.
Some activating TFs even turn on multiple genes at once.

– enhancers

– made of control elements
– control elements bind to activators
– activators bind to transcription factors
– distal control through DNA bending
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– repressors inhibit gene expression by blocking the binding of activators, or by binding directly
to other control elements.

Source: https://www.boundless.com/biology/textbooks/boundless-biology-textbook/

RNA polymerase binds to the promoter region of the gene, thanks to transcription factors, and
translates DNA into RNA.

– Chromatin remodelling
Chromatin is the complex formed by DNA and the histone proteins found within the cell nu-
cleus. When a gene is tightly bond to histone, that gene cannot be reached by the transcriptional
machinery and is therefore not expressed. Chromatin remodelling is required to unwind the area
around a prospective transcription zone:

– Histone modifications

– Acetylated histones grip less tightly and hence acetylation (the addition of an acetyl group,
COCH3) and deacetylation play a role in gene regulation.

– Methylated histones make more compact chromatine
– Methylation can be compensated for by phosphorylation

– DNA methylation reduces gene expression. Methylation of cytosines has no effect on the
hydrogen bonds of the DNA, but the methyl groups are acccessible from the outside of the
double helix and therefore intereferewith the binding of the proteins responsible for proteins.
Methyl groups (CH3) are donated by S-adenosylmethionine, a metabolite synthetized by the
liver.
DNA methylation accounts for genomic imprinting, which is the silencing of one of the two
alleles of a gene for the entire life span of the cell. Methylated genes often remain methylated
through a large number of cell divisions and can be transmitted to offsprings (epigenetic in-
heritence).

– chromatin-modifying enzymes. For example, histonemethylation is controlled by the action
of enzymes called histone methyltransferases (HMTs). Those comprise both lysine methyl-
transferases (KMTs) and arginine methyltransferases (RMTs).

– X inactivation. In female mammals, as the cells of the early embryo divide, they randomly
inactivate one of the two copies of the X chromosome. (In marsupials, it’s systematically the
father’s X which is inactivated.) About half the cells end up with the X chromosome from
the father, whereas the other has the X chromosome of the mother. This phenomenon is also
refered to as lyonization. The inactive copy is heavily methylated and hence compacted into
a structure called a Barr body.
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– RNA interference (RNAi) [Fire & Mello, Nobel 2006]

– siRNAs (small/short interfering RNAs) consist of two complementary RNA strands, of 19 to 25
base pairs in length (+ a few non-matched bases on each side). Although they are too small to
create information, they induce short-term silencing of protein coding genes. Their mecha-
nism is believed to serve the purpose of inhibiting translation (by degradation) to compensate
the potentially abnormal overexpression of mRNA in the cell. Nowadays, siRNAs are used in
the lab to silence genes (instead of knock-out experiments).

→ Dicer, an RNase III-like enzyme, cuts dsRNA (double stranded RNA), which can be endoge-
nous (pre-microRNAs expressed by the cell, especially when too much mRNA is transcribed)
or exogenous (retroviruses, laboratory manipulations) into short sequences (siRNAs);

→ The antisense strand of the siRNAs are loaded into a protein complex known as RISC (RNAi
Silencing Complex), which then guides the siRNA to a unique target mRNA sequence.

⇒ siRNA bind to its target mRNA sequence

⇒ inhibits translation by preventing the target mRNA from being used as a translation tem-
plate.

→ Additional mechanisms: remodeling of chromatin structure.

– miRNAs (microRNAs) differ from siRNAs in that they are expressed in a primary transcript froma
long RNA-coding gene. The primary transcript is then processed into a 70-nucleotide pre-miRNA,
which is finally bound and cleaved by Dicer. In animals, miRNAs do not pair perfectly with their
target gene (only a few base pairsmatch), meaning that several miRNAs can target the same gene
and that each gene can be targeted by multiple miRNAs.

1.3 Measuring gene expression

Historically, gene expression has first been measured using quantitative PCR and Northern blot-
ting. These two techniques rely on the concepts of electrophoresis and PCR.

Electrophoresis consists in applying a constant electric field to a solution. The presence of a
charged interface between the surface of the macromolecules in that solution and the surrounding
fluid causes the macromolecules to migrate. Ultimately, this allows to separate molecules by size,
charge, or binding affinity.

Unfortunately, the amounts of DNA to detect in a typical sample are often very small. Poly-
merase Chain Reaction, or PCR, consists in the amplification of a specific DNA sequence (the tem-
plate sequence) by the addition ofprimers, which are short oligeonucleotides specific for the outer
limits of the template sequence, resulting in the copy of this sequence. After 20 or 30 such cycles,
the amplified target sequence, which may have been present in as few as a single copy in the orig-
inal mixture, can readily be detected by e.g. electrophoresis and ethidium bromide staining in an
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argarose gel.

While PCR only makes it possible to detect the presence or absence of the template sequence,
quantitative PCRmakes it possible to quantify the amount of template DNA present in the original
sample. This is typically achieved by adding a known amount of a different template sequence that
can be amplified by the same primers but can be distinguished (usually by its size) from the template
of interest at the end of the reaction.

Northern blots are used to detect the amount of RNA in a biological sample. RNA is first sep-
arated by electrophoresis (typically on an agarose gel). Because the gel is fragile, the RNA is then
transfered to a sheet of blotting paper (usually nitrocellulose) by a technique that allows the RNA
molecules to retain the same pattern they had on the gel. The resulting blot is then incubatedwith a
labeled probe, made of single-stranded DNA that is either radioactive or bound to an enzyme such
as alkaline phosphatase or horseradish peroxidase, so as to make it visible in the end. The probe
will hybridize its complementary RNA sequence. Finally, the location of the probe is revealed either
by exposing X-ray film (for radioactive probes) or by incubating the blot with a substrate that the
enzyme will convert to a colored product.

Unfortunately, these techniques only allow for the measure of the expression of a single gene at
a time, and are therefore inappropriate for large-scale experiments on thousands of genes / entire
genomes.

Today, the study of gene expression most commonly relies on the analysis of data generated
using DNA microarrays. The first DNA microarray was realized for yeast (Saccharomyces cerevisiae)
in 1997. This type of experiment allows to determine relative levels of mRNA abundance in a set of
tissues or cell populations for thousands of genes simultaneously.

DNA microarrays

– Also called DNA chips, gene chips, DNA arrays

– Goal: measure mRNA abundance

DNA

pre-mRNA mRNA

protein

cDNA

transcription translation

processing reverse	
transcription

– Anchor pieces of DNA to slides (glass/nylon/silicon): Single strands of DNA for the genes of in-
terest are immobilized on spots arranged in a grid (hence the name of “array”) on a support,
typically a glass slide, a quartz wafer, or a nylonmembrane. Each spot on the grid corresponds to
one unique sequence. The precise location and sequence of each spot are recorded in a database.

– Spotted arrays: the probes match entire genes.
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– Oligonucleotide arrays: the probes are oligonucleotides, i.e. sequences of DNA of fixed length,
typically 25 to 60 base pairs.

– Isolate and purify mRNA from sample of interest (e.g. tumor biopsy).

– Label the mRNA

– Reverse transcription: mRNA→ cDNA
Reverse transcriptase is an enzyme found in particular in retroviruses (e.g. HIV). It produces a
strand of DNA that is complementary to the mRNA it processes, called cDNA.

– Labeling: make the transcript visible

– single sample labeling: radioactive (in particular in conjunction with a nylon membrane
support) or fluorescent.

– two-color microarrays or two-channel micro-array: Two samples are labeled with a →
greenfluorescent dye (Cy3, a cyaninwhichhas afluorescence emissionwavelengthof 570nm,
or Alexa 555) → red fluorescent dye (Cy5, a cyanin which has a fluorescence emission wave-
length of 670nm, or Alexa 647). The mixture of the two mRNAs preparation is then hy-
bridized simultaneously to the same array.

– Complementary hybridization Microarray technology exploits the ability of complementary
strands of DNA to bind, or hybridize. Labeled mRNA is hybridized to the array. mRNA is exposed
to reverse transcriptase, which transforms it into complementary DNA (cDNA). The amount of
label on each spot yields an intensity value that is correlated to the abundance of the corre-
sponding RNA transcript in the sample. Note that the measured abundances are not obtained on
an absolute scale. Indeed, they depend on the efficiencies of the chemical reactions involved in
the sample preparation, as well as on the amount of immobilized DNA available for hybridization.

https://www.youtube.com/watch?v=0ATUjAxNf6U

The detected intensity distributions from a cDNA microarray for a region comprising around 80 probes. The
total number of probes on an array may range from a few dozens to tens of thousands. Left panel: grey-scale
representation of the detected label fluorescence at 635 nm (red), corresponding to mRNA sample A. Right
panel: label fluorescence at 532 nm (green), corresponding to mRNA sample B. Spots that light up in only one
of the two images correspond to genes that are only transcribed in one of the two samples. Middle panel:
false-color overlay image from the two intensity distributions. The spots are red, green, or yellow, depending
on whether the gene is transcribed only in sample A, sample B, or both. From “Analysis of microarray gene
expression data”, W. Huber, A. von Heydebreck and M. Vigron, 2003, http://www-huber.embl.de/pub/
pdf/hvhv.pdf

– Left: red fluorescence (sample A)

– Right: green fluorescence (sample B)

– Middle:

– red: gene transcribed only in A
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– green: gene transcribed only in B

– yellow: gene transcribed in both

– black: gene transcribed in neither

Image processing
The images are transformed into data matrices thanks to classical image processing techniques,

according to the following steps:

– Grid alignment registers a set of unevenly spaced, parallel, and orthogonal lines with the image,
so as to reliably identify all spots.

– Foreground and background detection: separate the pixels that belong to the foreground (sig-
nal) from those belonging to the backound (noise). Background noise can be introduced during
microarray slide preparation or during image acquisition (e.g. because of dust or imperfections
in the imaging components).

– Spotquality assessment/assurance to automatically identify the spotswith unreliable informa-
tion. The goal of this step is to eliminate spots with e.g. small signal-to-noise ratio; odd shapes;
inconsistent intensity; signal outside of the spot area.

– Quantization: summarize intensities into discrete levels, for example 0 for not expressed and 1
for expressed, or -1 for underexpressed, 0 for invariant and 1 for overexpressed.

Microarray data

– The data frommmicroarrays of n genes can be
summarized into a matrixX of size n×m.

– n genes

– m experiments:

– conditions (e.g. After infection by a virus; af-
ter exposure to a drug; at different tempera-
tures; etc.)

– time points

– tissues

– patients

– cell lines
Image obtained from one microarray (each

dot corresponds to one gene).

Pre-processing microarray data

Pre-filtering

– Eliminate poorly expressed genes

– Eliminate genes whose expression remains constant

Missing values

– Ignore
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– Replace with random numbers

– Impute based on:

– Continuity of time series
– Values for similar genes

Log scaling

log2(R/G) → induction and repression have opposite signs

Normalization

Goal: remove systematic biases, or effects that arise from variations in the technology rather
than the biology.

– log2(R/G)→ log2(R/G)− cte→ 0-mean

– Expression of housekeeping genes ∼ constant. Housekeeping genes perform basic mainte-
nance function in the cell (breaking downglucose; chaperone proteins that assist in the folding,
unfolding, assembling and disassembling of macromolecules; cell structure and integrity) and
many of them are expected to have a constant expression across cell types in healthy individuals.

– Spatial bias (dye swap experiments). There is usually a spatial bias in the data: different areas of
themicroarray don’t behave the same. Dye swap experiments, inwhich only the dye is present,
are one way to get a baseline for this behaviour.

– Assume the expression of most genes is the same under both conditions. Plotting the red vs.
green intensities, we should observe points along a diagonal line.

Source: Fujita et al., BMC Bioinformatics 2006

One can also rotate the plot by 45 degrees to create an AM plot:
Intensity ratioM = log2(

R
G

) Average intensityA = 1
2

log2(R.G)
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We expect the red-to-green ratio to be constant and close to 1 for all intensities.
Source: Yang et al., NAR 2002

– LOWESS: LOcally WEighted polynomial regreSSion. In LOWESS a low-degree polynomial is
fitted at each point of the data, with more importance given to nearby points than to those
further away (the “weighted” part).

– Quantile normalizationmethods:
Replace all smallest values by their average; repeat until all values replaced. The quantile
adjustment method makes the distribution of the intensities under each condition identical
in their statistical properties.

LIMMA toolbox in R
http://www.bioconductor.org/packages/release/bioc/html/limma.html

RNA sequencing

Limitations of microarrays:

– The reference genome must be known to create the microarray

– High background noise

– Signal saturation: On the one hand, microarray data tend to have high background levels, due
to cross-hybridization (complementary base-pairing between molecules that are not exactly
identical in sequence–usually happens between paralogs or orthologs). On the other hand,
signal saturates quickly, meaning that the range for detection (between background and satu-
ration) is rather limited.

– Normalization across experiments can be complex.

RNA sequencing (or RNA-Seq): a more recent technology.
RNAs are first converted into a library of cDNA fragments. Sequencing adaptors are subsequently
added to each cDNA fragment. High-throughput sequencing technologies are then used to obtain
a short sequence (read) from each cDNA fragment. The resulting sequence reads are alignedwith
the reference genome or transcriptome.

– High throughput

– High reproducibility

– Deep sequencing: “deep” here refers to the depth of coverage, i.e. the number of times each
nucleotide is read during the sequencing process. Deeper coverage makes it possible to detect
rare mutations.
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– Distinguishes different isoforms. Because deep sequencing does not require probes, it allows
to detect several variants of the same gene. In addition, it allows for the discovery of novel
microRNAs and is well suited to the study of species for which limited sequence information is
currently available.

– Discovering novel small RNAs, micro-RNAs or long non-coding RNAs.

Single-cell RNA sequencing
[Saliba et al., 2014]

– Isolate individual cells and sequence their RNA

– Challenges:

– Noise due to lower amout of start material

– Dropout: are zeros technical or real? These techniques yield many zeros. Many of them are
technical artifacts, in particular for lowly expressed genes. Modeling must take this into ac-
count.

– Applications:

– Understand the roles of different cells in a biological process

– Find novel subtypes of skin cells

– Understand tumor clonality.

1.4 What can we learn from gene expression data?

Gene expression data analysis

– Differential expression analysis Between two groups, which genes are

– up-regulated?

– down-regulated?

– Classification E.g. tumor classification

– Clustering gene expression data

Clustering gene expression data

– Group samples

– Group together tissues that are similarly affected by a disease

– Group together patients that are similarly affected by a disease

– Group genes

– Group together functionally related genes

– Group together genes that are similarly affected by a disease

– Group together genes that respond similarly to an experimental condition

Goals
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– Build regulatory networks (co-regulated genes tend to have same expression pattern)

– Discover subtypes of a disease (by identifying patients with similar expression profiles)

– Infer unknown gene function

– Reduce dimensionality (from many features to a few clusters)

– Visualization

Popularity

– Pubmed hits (mid-2018): 23 046 for “"gene expression" AND clustering”

– Toolboxes: MatArray, Cluster3, GeneCluster, Bioconductor, GEO tools, . . .

Summary

– The amount of mRNA transcribed from a gene is highly variable.

– It is controlled bymultiple, complex mechanisms.

– It can be measured

– Using DNA microarrays;

– Using whole-genome techniques, such as RNA-seq.

– The analysis of gene expression data helps us understanding the underlying biology.

2 Clustering

2.1 What is clustering?

Goals and motivation

– Given a set of objects, group them into clusters: classes that are unknown beforehand (unsu-
pervised learning)

– Understand general characteristics of the data

– Visualize the data

– Infer some property of a data point based on how it relates to other data points

Applications

– Cluster images to find categories
Liu, T., Rosenberg, S. and Rowley, H. A. (2007). Clustering billion of imageswith large scale nearest
neighbor search. IEEE Workshop on Applications of Computer Vision, 2007. WACV’07.

– Cluster financial time series or transactions to find structure and patterns
Cai, F., Le-Khac, N. A. and Kechadi, M. T. (2012). Clustering approaches for financial data analysis:
a survey. Proceedings of the 8th International Conference on Data Mining, 105–111.

– Cluster people in social networks to detect communities
Handcock, M. S., Raftery, A. E. and Tantrum, J. M. (2007). ModelâĂŘbased clustering for social
networks. Journal of the Royal Statistical Society: Series A, 170(2), 301–354.
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– Cluster proteins in interaction networks
Brohee, S. and Van Helden, J. (2006). Evaluation of clustering algorithms for protein-protein in-
teraction networks. BMC bioinformatics, 7(1), 488.

– Cluster patient clinical data to find disease subtypes
Dollfus, S., Everitt, B., Ribeyre, J. M., Assouly-Besse, F., Sharp, C. and Petit, M. (1996). Identifying
subtypes of schizophrenia by cluster analyses. Schizophrenia Bulletin, 22(3), 545–555.

– Cluster protein sequences

– Corpet, F. (1988). Multiple sequence alignment with hierarchical clustering. Nucleic acids re-
search, 16(22), 10881–10890.

– Bolten, E., Schliep, A., Schneckener, S., Schomburg, D. and Schrader, R. (2001). Clustering pro-
tein sequences-structure prediction by transitive homology. Bioinformatics, 17(10), 935–941.

– Frickey, T. and Lupas, A. (2004). CLANS: a Java application for visualizing protein families based
on pairwise similarity. Bioinformatics, 20(18), 3702–3704.

2.2 Clustering distances/similarities

Distances and similarities

– Goal: assess how close/far

– data points are from each other

– a data point is from a cluster

– two clusters are from each other

– Distance metric

– d : X → R+

– d(x, x) = 0 ∀x ∈ X
– d(x, y) = d(y, x) ∀x, y ∈ X
– d(x, y) ≤ d(x,w) + d(w, y) ∀x, y, w ∈ X (triangle inequality)

– Convert a distance into a similarity:

sim(x, y) =
1

1 + dist(x, y)

Pearson’s correlation
Correlation between gene x and y, given n samples (or correlation between samples x and y,

given n genes)

ρ(x, y) =

∑n
i=1(xi − x̄)(yi − ȳ)√∑n

i=1(xi − x̄)2
∑n

i=1(yi − ȳ)2

Curves of similar shapes will be close to each other, even if they differ in magnitude.
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Euclidean distance
Distance between genes x and y, given n samples (or distance between samples x and y, given n

genes)

d(x, y) =

√√√√ n∑
i=1

(xi − yi)2

Magnitude is taken into account.

Euclide vs. Pearson

“Pearson”: 1− ρ

– On the left, two genes whose expression varies together in 30 samples, but with a different mag-
nitude. They are very close according to Pearson’s ρ, but have a Euclidean distance of 1.43.

– On the right, two genes whose expression profile over 30 samples have a similar shape and mag-
nitude, but shifted by 4 samples. If the samples correspond to measures at different time points
for the same cell, this indicates two genes who behave similarly over time, but the behavior of
the first one (blue) is delayed with respect to that of the second one (orange). This could indicate
that the orange gene controls the expression of the blue gene. These genes are distant according
to Pearson’s ρ, but are rather similar according to the Euclidean distance.

– If we want genes that are co-expressed to be similar: use Pearson

– If samples = timepoints andwewant genes that have a similar dynamic to be similar: use Euclide.

2.3 Evaluating clusters

Clusters shape

– Notations:

|Ci| is the size of cluster i, that is to say, the number of points assigned to Ci.
µi = 1

|Ci|
∑

x∈Ci
x is the centroid of cluster i.

– Cluster tightness (homogeneity)

k∑
i=1

1

|Ci|
∑
x∈Ci

d(x, µi)︸ ︷︷ ︸
Ti
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– Cluster separation
k∑
i=1

k∑
j=i+1

d(µi, µj)︸ ︷︷ ︸
Si,j

– Davies-Bouldin index

Di := max
j:j 6=i

Ti + Tj
Si,j

DB :=
1

k

k∑
i=1

Di

Clusters shape

– Silhouette coefficient

s(x) =
b(x)− a(x)

max(a(x), b(x))

a(x): average dissimilarity of x with the other points in the same cluster

b(x): lowest average dissimilarity of x with any other cluster

The silhouette coefficient is a measure of how “good” each cluster assignment is. One can then
compute the average silhouette coefficient of each cluster, or of the entire data set.

s(x) is close to 1 if x is very close to other points in the same cluster and very far from points
in other clusters.

If s(x) is close to −1, then x would be more appropriately assigned to its neighboring cluster
(the one that it has lowest average dissimilarity to).

Clusters stability

image from [von Luxburg, 2009]

Does the solution change if we perturb the data?

– Bootstrap i.e. from a data set D of n points, you can create a smaller data set by randomly
sampling n points fromD with replacement (meaning that some points will be sampledmultiple
times, hence the bootstraped data set will have less than n points). Repeat multiple times.
Evaluate whether points get assigned to the same clusters or not.

– Add noise and evaluate whether the perturbed data points get assigned to the same cluster or
not.
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Gene Ontology enrichment analysis
Do clusters correspond to natural/relevant categories?
“The GO project has developed three structured controlled vocabularies (ontologies) that describe gene products in

terms of their associated biological processes, cellular components andmolecular functions in a species-independentman-
ner.”

– The Gene Ontology (GO)
http://geneontology.org/

– Cellular Component: where in the cell a gene acts

– Molecular Function: function(s) carried out by a gene product

– Biological Process: biological phenomena the gene is involved in (e.g. cell cycle, DNA replication, limb
formation)

– Hierarchical organization (“is a”, “is part of”).

– TANGO [Tanay, 2003]

– Are there more genes from a given GO class in a given cluster than expected by chance?

– Assume genes sampled from the hypergeometric distribution

Pr(|C ∩G| ≥ t) = 1−
t∑
i=1

(|G|
i

)(n−|G|
|C|−i

)(
n
|C|
)

∑t
i=1

(|G|i )(
n−|G|
|C|−i)

( n
|C|)

is the probability to draw i genes from classG out of |C| draws from a pool of n genes,

|G| of which belong to classG.
– Correct formultiple hypothesis testing. Imagine that 1, 000 statistical tests are being conducted and
that 10 of them should be passed. Setting the significance threshold atα = 0.05, as is typically the case,
means that the probability of rejecting the alternate hypothesis when the null hypothesis is true, a.k.a.
the false positive rate, is of 0.05. Hence 50 tests are passed when they shouldn’t, which corresponds to
an overall error rate of 50/(50 + 10) = 83%. Hence the false positive rate threshold for one test is not
applicable to multiple tests. There are many ways of compensenting for this, among which:

– Bonferonni correction, which assumes all tests are independent fromone another, and hence consists
in dividing the desired significance threshold by the number of tests, is too stringent (dependencies
between GO groups mean the tests are not independent from one another.)

– Empirical computation of the null distribution. Permuting the gene IDs to eliminate dependencies
allows us to compute the null distribution empirically.

– Gene Set enrichment analysis (GSEA) [Subramanian et al., 2005]

– Use correlation to a phenotype (observed trait of interest) y

– Rank genes according to the correlation ρi of their expression to y → L = {g1, g2, . . . , gn} We then
walk down the list L, and increment a counter of hits (Phit) when we encounter a gene in G, and a
counter of misses (Pmiss) otherwise. The increment of Phit is proportional to the correlation ρi of gene
i to the phenotype y.

– Phit(G, i) =
∑

j:j≤i,gj∈G
|ρj |∑

gj∈G
|ρj |

– Pmiss(G, i) =
∑

j:j≤i,gj /∈G
1

n−|G|

– Enrichment score: ES(G) = maxi |Phit(G, i) − Pmiss(G, i)|. The enrichment score reflects how
overrepresented gene setG is at the extremes of the ranked list L.
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2.4 Hierarchical clustering

Principle

Should this data be clustered in 2 or 4 groups?

Hierarchical clustering groups data over a variety of possible scales, in a multi-level hierarchy.

Construction

– Agglomerative approach (bottom-up) Start with every element in its own cluster, then itera-
tively join nearby clusters.

– Divisive approach (top-down) Start with a single cluster containing all elements, then recur-
sively divide it into smaller clusters.

Linkage

– single linkage: d(A,B) = minx∈A,y∈B d(x, y) The distance between two clusters is defined as
the distance between the two closest instances.

– complete linkage: d(A,B) = maxx∈A,y∈B d(x, y) The distance between two clusters is defined
as the distance between the two furthest instances.

– average (arithmetic) linkage:

d(A,B) =
∑

x∈A,y∈B

d(x, y)

|A||B|

also called UPGMA (Unweighted Pair Group Method with Arithmetic Mean) The distance be-
tween two clusters is defined as the average distance between instances of the clusters.

– average (centroid) linkage:

d(A,B) = d(
∑
x∈A

x

|A|
,
∑
y∈B

y

|B|
)

also called UPGMC (Unweighted Pair-Group Method using Centroids) The distance between two
clusters is defined as distance between the cluster centroids.

– Ward linkage:

d(A,B) =
∑

x∈A∪B

||x− cA∪B||2 −

(∑
x∈A

||x− cA||2 +
∑
x∈B

||x− cA||2
)

=
|A||B|
|A|+ |B|

||cA − cB||2

– cA =
∑

x∈A
x
|A| centroid of cluster A
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– Only makes sense with Euclidean distance

– Join the two clusters that lead to the mininal intra-cluster variance.

single linkage = 0.22
complete linkage = 1.97
UPGMC = 1.01
UPGMA = 1.10

Hierarchical clustering advantages and drawbacks

Advantages

– Does not require to set the number of clusters

– Good interpretability.

Drawbacks

– Computationally intensive: O(n2log n)
Compute n2 distances, then find their max.

– Hard to decide at which level of the hierarchy to stop

– Lack of robustness

– Risk of locking accidental features (local decisions).

Dendograms

abcdef

bcdef

def

de

d e f

bc

b ca

Applications in the life sciences

– Phylogenic trees

– Sequences analysis:
infer the evolutionary history of sequences being com-
pared

– Gene expression clustering.

2.5 Case study: The Eisen 1998 PNAS paper

A seminal paper [Eisen et al., 1998]
Eisen, M. B., Spellman, P. T., Brown, P. O. and Botstein, D. (1998). Cluster analysis and display

of genome-wide expression patterns. Proceedings of the National Academy of Sciences, 95(25), 14863–
14868.
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More examples of hierarchical clustering

– MammaPrint: Predict the risk for an early-stage breast tumor to metastasize.
[Van’t Veer et al., 2002]

Expression datamatrix of 70 prognosticmarker genes from tumours of 78 breast cancer patients (left
panel). Each row represents a tumour and each column a gene. Genes are ordered according to their
correlation coefÂőcient with the two prognostic groups. Tumours are ordered by the correlation to
the average proÂőle of the good prognosis group (middle panel). Solid line, prognostic classifier
with optimal accuracy; dashed line, with optimized sensitivity. Above the dashed line patients have
a good prognosis signature, below the dashed line the prognosis signature is poor. The metastasis
status for each patient is shown in the right panel: white indicates patients who developed distant
metastases within 5 years after the primary diagnosis; black indicates patients who continued to be
disease-free for at least 5 years.MammaPrint is used as a companion test worldwide.

– Microbiota analysis separates elderly subjects based upon where they live.
[Claesson et al., 2012]
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a, Unweighted and b, weighted UniFrac PCoA of faecal microbiota from 191 subjects. Subject
colour coding: green, community; yellow, day hospital; orange, rehabilitation; red, long-stay; and
purple, young healthy control subjects. c, Hierarchical Ward-linkage clustering based on the Spear-
man correlation coefficients of the proportion of OTUs, filtered forOTU subject prevalence of at least
20%. Subjects colour coding as in a. Labelled clusters in top of panel c (basis for the eight groups
in Fig. 4) are highlighted by black squares. OTUs are clustered by the vertical tree, colour-coded by
family assignments. Bacteroidetes phylum, blue gradient; Firmicutes, red; Proteobacteria, green;
and Actinobacteria, yellow. Only 774 OTUs confidently classified to family level are visualized. The
bottom panel shows relative abundance of family-classified microbiota.

– Identification of 17 genes predictive of clinical outcome of ER-targeted therapies in breast cancer
[Bergamaschi et al., 2011].

(a) 29 genes associated with high levels of 14-3-3ζ were identified and clustered based on their
expression profile. Hierarchical clustering identified a subgroup of patients (red) characterized by
elevated levels of mitosis and cytokinesis related genes. (b) Kaplan-Meier curves for the red and
blue clusters of the hierarchical diagram in panel (a) distinguished between good (blue, signature
low expression) and poor prognosis (red, signature high expression) patients (P = 0.015).

2.6 K-means

K-means is still a state-of-the-art clustering algorithm, applied in many contexts.

Principle
Partition the data in K clusters so as to minimize the intra-cluster variance (within cluster

sum of squares).

V =
∑

k=1...K

∑
xj∈Sk

||xj − µk||2

– S1, S2, . . . , SK are the clusters

– µk is themean of cluster Sk
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NP-hard problem in general.

source: scikit-learn.org

Lloyd’s algorithm

– Partition the data intoK clusters at random

– Compute the mean (centroid) of each cluster

– Assign each point to the cluster whose mean it is closest to

– Repeat until cluster membership converges

In scikit-learn: http://scikit-learn.org/stable/modules/clustering.html

– Hierarchical clustering: http://scikit-learn.org/stable/modules/clustering.html#
hierarchical-clustering

– K-means clustering: http://scikit-learn.org/stable/modules/clustering.html#k-means

Training examples are shown as dots, and cluster centroids are shown as crosses. (a) Original
dataset. (b) Random initial cluster centroids. (c-f) Running two iterations of k-means. In each itera-
tion, we assign each training example to the closest cluster centroid (shown by coloring the training
examples the same color as the cluster centroid to which it is assigned); then we move each cluster
centroid to the mean of the points assigned to it.

Source: Michael I. Jordan, Andrew Ng and Chris Piech.
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K-medoids
Identical to K-means, but one usesmedoids instead of centroids.

– medoid: point of the cluster that is closest to its mean (centroid)

mk = argminxj∈Sk
||xj − µk||2

– Only uses points that are in the dataset.

– Computational speedup: The distances between all points can be pre-computed and stored in a
lookup table.

K-means/K-medoids Pros and Cons

Advantages

– Relatively efficientO(nptK)
n objects, p features,K clusters, t iterations

– Easily implementable

Drawbacks

– Need to specifyK ahead of time

– Sensitive to noise and outliers

– Stochastic: Results depend on the initial, random partition
→ k-means++ is a so-called seeding algorithm to define the initial cluster centers so that they
are “spread out” through the data points.

– Clusters are forced to have convex shapes
→ kernel k-means

More clustering algorithms

– soft clustering The clustering algorithms we have described so far are refered to as “hard”,
meaning there is no uncertainty about which cluster a data point is assigned to. Soft clustering
approaches make it possible to associate with each data point a probability of belonging to each
cluster.

– disjunctive clustering The clustering algorithmswe have described so far are refered to as “con-
junctive”, meaning that each data point belongs to one cluster and one cluster only. By contrast,
disjunctive clustering approaches can assign a data point to several clusters.

– density-based approaches look for dense regions of the data space. E.g. DBSCAN

Current challenges

– Tumorheterogeneity: Clustering algorithms can be applied to identify subcloneswithin the same
tumor.

– Biclustering (or co-clustering): Simultaneous clustering of rows and columns. Biclustering aims
at finding subgroups of genes and conditions such that the genes exhibit highly correlated activ-
ities for all the conditions.
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– Analysing RNA-Seq data presents new challenges, in particular regarding data normalization. In
RNA-Seq, the expression level of a transcript is limited by the sequencing depth and depends on
the expression levels of other transcripts, whereas in array-based methods, probe intensities are
independent of each other.

Summary

– Clustering is a form of unsupervised learning

– Its goal is to uncover classes in the data

– It depends on the choice of distance metric

– Its quality can be evaluated on a variety of criteria:

– inter- or intra-cluster distance

– stability

– matching “natural” categories

– Clustering algorithms include

– Hierarchical clustering

– k-means clustering
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