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From genotype to phenotype

Which genomic features explain the phenotype?

p = 105 – 107 genomic features n = 103 – 105 samples

– 80 000 proteins

– 200 000 mRNA

– 10 million SNPs

– 28 million CpG sites

High-dimensional (large p), low sample size (small n) data.
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Genome-Wide Association Studies (GWAS)

Image courtesy V. Bellón.

Which SNPs explain the phenotype?

p = 105 – 107 SNPs n = 103 – 105 samples

Single Nucleotide Polymorphisms Y = {−1, 1} orR
Data: (X, ~y) ∈ {0, 1, 2}n×p × Yn
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Encoding SNPs
AA, Aa and aa must be represented as numbers.

— Allelic dosage / Codominance model:
AA = 0 Aa = 1 aa = 2

— Dominance model:
AA = 0 Aa = 1 aa = 1

— Recessive model:
AA = 0 Aa = 0 aa = 1

— Dummy encoding:
AA = 0, 0 Aa = 0, 1 aa = 1, 1
Covers all above models, but with twice as many variables.
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State-of-the-art: Statistical tests
Perform a statistical test of association between
each feature and the phenotype.

Limitations:

/ Lack of statistical power;

/ Consider features independently from each other.
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1. Context: Feature selection in high-dimensional data
1.1. Genome-wide association studies
1.2. GWAS challenges
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High-dimensional data with low sample size

Big data

p features
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Missing heritability
GWAS fail to explain most of the inheritable variability of complex traits.

Many possible reasons:

– non-genetic / non-SNP factors

– heterogeneity of the phenotype

– rare SNPs

– weak effect sizes

– few samples in high dimension (p� n)

– joint effets of multiple SNPs.
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Molecular signatures stability

— Stability (robustness): find similar answers on different data sets linked to the same biological
question.

— Example: predicting apparition of distant metastasis at 5 years in breast cancer.

– 2001: a signature of 456 genes Sørlie et al. 2001
– 2002: a signature of 70 genes Van’t Veer et al. 2002
– Overlap: 17 genes Ein-Dor et al. 2005
– Most random signatures of 70 genes predict outcome well Venet, Dumont, and Detours 2011
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Measuring stability

— Apply the feature selection procedure onK subsamples of the data

— Compare solutions using Pearson’s correlation

p features

selected features = {1, 2, 4, 7}sk =

selected features = {1, 4, 7, 9, 10}sl =

Stability = 2
K(K−1)

∑K
k=1

∑
l>k Pearson(sk, sl)

Nogueira and Brown 2016
12



2. Idea: use biological networks



2. Idea: use biological networks
2.1. Network biology



Integrating prior knowledge

Use prior knowledge as a constraint on the selected features

– Consistant with previously established knowledge
– Increases interpretability and statistical power.

Prior knowledge can be represented as structure:

– Groups: e.g. pathways
– Networks: molecular, 3D structure.
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Network view of complex diseases

— Biology emerges from the interplay of multiple entities.

DNA, RNA, proteins, metabolites + environment

— Biological networks:

— Nodes: genes, proteins, etc.
— Edges: biological relationships between two nodes.
— For example
— protein-protein interaction networks
— gene regulatory networks
— gene co-expression networks
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Network view of complex diseases

— Biological networks help understanding disease

— Understand mutations in their genomic context.
— Multiple ways of producing the same symptoms.
— Local hypothesis: genes involved in disease interact
with each other.

Vidal, Cusick, and Barabási 2011; Barrenäs et al. 2012; Furlong 2013; Cowen et al. 2017; Huang et al. 2018
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Network-guided GWAS

— Goal: Find a set of explanatory features compatible with a given network structure.

Azencott 2016
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2. Idea: use biological networks
2.1. Network biology
2.2. Gene-based approach



Network-guided GWAS
— Gene-based approach:
1. Map SNPs to genes
2. Combine SNP p-values into gene p-values.
3. Find networks enriched in genes with low p-values.

Guilt by association Lee and Lee 2018
20



Mapping SNPs to genes

— Functional interpretation of an association between a SNP and a phenotype: to which gene(s)
does a SNP point?

— Disrupt the protein
— Disrupt splicing
— Regulation of expression

— Positional mapping: SNP within 10kb/20kb/50kb of the gene

Note: cis-eQTL within 1-2Mb of the gene

— eQTL mapping: SNP known to influence the expression of the gene

— Chromatin mapping: SNP known to be physically close to the gene (in 3D)

Watanabe et al. 2017
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Combining SNP p-values into gene p-values
— Null hypothesis: the set ofm SNPs is not associated with the phenotype

— VEGAS2 Liu et al. 2010; Mishra and Macgregor 2015
Obtain the distribution under the null by sampling a multivariate Gaussian (m dimensions)
using 1 000 Genomes to obtain the covariance matrix

— MAGMA Leeuw et al. 2015
— With raw genotype data: multiple regression model Y = α0 + 〈~α, ~SNPs〉+ 〈~β, ~Covar〉+ ε
— Otherwise, mean χ2 (analytical expression for the distribution under the null)

— Adaptive Truncated Product Method Sheng and Yang 2013; Duroux et al. 2021

— Harmonic mean p-value Wilson 2019

— kernelPSI Slim, Chatelain, and Azencott 2022
kernel-based scores to capture interactions between SNPs
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Finding high-scoring modules in PPI networks

— dmGWAS: greedy “seed and extend” heuristic Jia and Zhao 2014

— heinz: Prize-Collecting Steiner Tree Problem Dittrich et al. 2008

— HotNet2: based on a heat diffusion process Leiserson et al. 2015

— LEAN: focus on star subnetworks Gwinner et al. 2017

23



2. Idea: use biological networks
2.1. Network biology
2.2. Gene-based approach
2.3. dmGWAS



dmGWAS

— Z-score of a subnetwork/module:

Z(S) =

∑
j∈S zj√
|S|

— Greedy search strategy:

– each gene = seed
– add neighbor i (within distance d) if Z(S ∪ i) ≥ Z(S)× (1 + r)
– keep modules with more than 5 nodes
– Z(S)→ ZN(S) = Z(S)−µ

σ
(compare to random modules of size |S|)

– only keep top 1% of modules (according to ZN )
– only keep modules that are significantly associated with the phenotype (permutation test).
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dmGWAS
Simulation: n=100, p=1000, 10 causal SNPs, Y = 〈~α, SNPs〉+ ε

SNPs belong to 200 genes, connected on a Barabási-Albert small-world network.

– which genes are selected depends a lot on the parameters
– high FDR, rather low power.
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2. Idea: use biological networks
2.1. Network biology
2.2. Gene-based approach
2.3. dmGWAS
2.4. SNP-based approach



Building networks between SNPs
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Gene-gene interaction network

— Challenges:

— Dependence on choice of SNP-to-gene
mapping and gene-gene interaction network

— Much larger networks
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3. Regularization



3. Regularization
3.1. Regularization: general idea



Empirical risk minimization

— The idea behind (most) supervised machine learning algorithms:

Find a model f in the hypothesis spaceF that minimizes the empirical risk.

minf∈F
1

n

n∑
i=1

L(yi, f(~xi))︸ ︷︷ ︸
loss

— Examples of losses:
— For a regression problem, the quadratic loss

L(y, f(~x)) = (y − f(~x))2

— For a binary classification problem, the logistic loss
L(y, f(~x)) = −y log(f(~x))− (1− y) log(1− f(~x))
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Regularized empirical risk minimization

— Idea: impose a priori constraints on the solution of the empirical risk minimization problem

— Parametric models: F = {f~w; ~w ∈ Rd}

min
~w∈Rd

1

n

n∑
i=1

L(yi, f~w(~xi))︸ ︷︷ ︸
loss

+ λ Ω(~w)︸ ︷︷ ︸
regularizer
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Example: Lasso

— Linear model: f~w(~x) = 〈~w, ~x〉 = w0 +
∑p

j=1wjxj

— Regularized empirical risk minimization

min
~w∈Rp

1

n

n∑
i=1

L(yi, 〈~w, ~xi〉)︸ ︷︷ ︸
loss

+ λ Ω(~w)︸ ︷︷ ︸
regularizer

— Prior knowledge / a priori constraints: few features are relevant.

— Lasso: Ω(~w) = ||~w||1 =
∑p

j=0 |wj| Tibshirani 1994

— Sparsity: many features are assigned a weight of 0. They can be removed from the model.
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Regularization coefficient λ

min
~w∈Rp

1

n

n∑
i=1

L(yi, 〈~w, ~xi〉)︸ ︷︷ ︸
loss

+ λ Ω(~w)︸ ︷︷ ︸
regularizer

— λ controls the amount of regularization

— Typically set by grid search + cross-validation: {number
of folds}× {number of values on the grid} experiments

— For the lasso, efficient ways to get the entire
regularization path {~wλ for λ ∈ {λmin, . . . , λmax}}

10−5 10−4 10−3 10−2

λ

−0.2

−0.1

0.0

0.1

0.2
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ef
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Stability
— Lasso tends to be unstable:
— Randomly picks one of several correlated variables.
— Different results on similar data sets.

— Elastic net combines `2 shrinkage with lasso Zou and Hastie 2005

min
~w∈Rp

n∑
i=1

L(yi, 〈~w, ~xi〉) + λ
(
(1− α)

p∑
j=1

|wj|+ α

p∑
j=1

w2
j

)

— Bolasso and stability selection Bach 2008; Meinshausen and Bühlmann 2010; Shah and
Samworth 2013
— Repeat on multiple bootstrap samples of the data.
— Only keep the features that are selected often.
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What about p-values?

— Do you really want a p-value?

— What a p-value is: the probability to observe a value as extreme as the one you obtain,
under the null.

— What a p-value is not: all-powerful magic, nor biological evidence.
“The p-value was never intended to be a substitute for scientific reasoning.” Wasserstein,
Lazar, et al. 2016

Nuzzo 2014; Head et al. 2015; Holmes 2018

— For the lasso, possible although computationally intensive (see post-selection inference)
Lockhart et al. 2014; Lee et al. 2016
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3. Regularization
3.1. Regularization: general idea
3.2. Graph-based regularization: graph formalism



Graph formalism

v1

v2

v3

v4

v5 v6

v7

v8

v9

— Variants:

— Oriented edges: (vi, vl) 6= (vl, vi)

— Weighted edges: Ail ∈ R+

— Graph G = (V , E)

— vertices/nodes: V = {v1, v2, . . . , v9}
— edge/links: E = {(v1, v3), (v2, v3), . . . , (v6, v8)}

— Adjacency matrixA ∈ {0, 1}9×9

Ajk 6= 0 iff. (vj, vk) ∈ E
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Laplacian of a graph
G = (V , E) a graph ofm nodes, of adjacency matrixA (sizem×m)

— The Laplacian of G isL = D−A, whereD diagonal,Djj =
∑m

k=1Ajk = degree(vj)

— Ljk = degree(vj) if j = k;−Ajk if (vj, vk) ∈ E ; 0 otherwise.

Given ~z ∈ Rm, ~z>L~z =
m∑
j=1

∑
k:(vj ,vk)∈E

Ajk(zj − zk)2

— Given f : V → R, represented by ~f = [f(v1), f(v2), . . . , f(vm)],∑
k:(vj ,vk)∈E(f(vj)− f(vk))

2 quantifies the variation of f in the neighborhood of vj and

~f>L~f quantifies the overall variation of f over G.
— L is positive semidefinite.
— The number of eigenvalues of L equal to 0 is the number of connected components of G .
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3. Regularization
3.1. Regularization: general idea
3.2. Graph-based regularization: graph formalism
3.3. Graph-based regularization



Graph-based regularization

min
~w∈Rp

1

n

n∑
i=1

L(yi, 〈~w, ~xi〉)︸ ︷︷ ︸
loss

+ λs ||~w||1︸ ︷︷ ︸
sparsity

+ λg Ωgraph(~w)︸ ︷︷ ︸
connectivity

— Given a graph G = (V , E) of p nodes over the features, defineΩgraph to encourage the sparsity
pattern to respect the structure of G .
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connectivity

— Given a graph G = (V , E) of p nodes over the features, defineΩgraph to encourage the sparsity
pattern to respect the structure of G .

— Graph-fused Lasso Tansey and Scott 2015
Ωgraph(~w) =

∑
(vj ,vk)∈E

|wj − wk|

— Network-constrained Lasso Li and Li 2008

Ωgraph(~w) = ~w>L~w =
∑

(vj ,vk)∈E

Ajk(wj − wk)2
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Graph-based regularization

min
~w∈Rp

1

n

n∑
i=1

L(yi, 〈~w, ~xi〉)︸ ︷︷ ︸
loss

+ λs ||~w||1︸ ︷︷ ︸
sparsity

+ λg Ωgraph(~w)︸ ︷︷ ︸
connectivity

— Given a graph G = (V , E) of p nodes over the features, defineΩgraph to encourage the sparsity
pattern to respect the structure of G .

— Graph Lasso: overlapping group lasso with edges as groups Jacob, Obozinski, and Vert 2009

Ωgraph(~w) = inf
(~β1,...,~βE):~w=

∑|E|
k=1 βk

|E|∑
k=1

||βk||22 ~βk ∈ Rp s.t. ~βkj 6= 0 iff node j in edge k

41



Network-constrained Lasso

min
~w∈Rp

1

n

n∑
i=1

L(yi, 〈~w, ~xi〉)︸ ︷︷ ︸
loss

+ λs ||~w||1︸ ︷︷ ︸
sparsity

+ λg ~w>L~w︸ ︷︷ ︸
connectivity

Can be solved as a Lasso on transformed data

X∗ = 1√
1+λg

(
X√
λgS

>

)
∈ R(n+m)×p ~y∗ =

(
~y
0

)
∈ Yn+m

where S ∈ Rm×p such that L = SS>

with regularization parameter λs√
1+λg

and then ~w =
√

1 + λg ~w
∗

— Defining S:
— Option 1 (m = p) and S = UΛ1/2 with L = UΛU>→ runtime issues /
— Option 2 (m = |E|) and S is the incidence matrix of G → memory issues /

42



Network-constrained Lasso

min
~w∈Rp

1

n

n∑
i=1

L(yi, 〈~w, ~xi〉)︸ ︷︷ ︸
loss

+ λs ||~w||1︸ ︷︷ ︸
sparsity

+ λg ~w>L~w︸ ︷︷ ︸
connectivity

Can be solved as a Lasso on transformed data

X∗ = 1√
1+λg

(
X√
λgS

>

)
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√
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3. Regularization
3.1. Regularization: general idea
3.2. Graph-based regularization: graph formalism
3.3. Graph-based regularization
3.4. Regularized relevance



Relevance of a feature

— How important is this feature for the outcome/phenotype?

— Pearson’s correlation

— Statistical test→ test statistic, Z score

— Non-linear measure of correlation

— Hilbert-Schmidt Independence Criterion (HSIC) Gretton et al. 2005
— Mutual Information

— Permutation importance, global LINE, global SHAP Lundberg and Lee 2017
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Regularized relevance
— Compute the relevance rj of each feature (e.g. association test score, correlation, HSIC)

— Select few features with high relevance and connected on the graph

max
S⊆V

∑
j∈S

rj︸ ︷︷ ︸
overall relevance

− λs |S|︸︷︷︸
selection size

− λg Ωgraph(S)

— SConES Azencott et al. 2013; Climente-González and Azencott 2021

Ωgraph(S) =
∑
j∈S

∑
k/∈S

Ajk (penalizes disconnected solutions)

— SigMod Liu et al. 2017
Ωgraph(S) = −

∑
j∈S

∑
k∈S

Ajk (encourages connected solutions)
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Minimum cut reformulation
max
S⊆V

∑∑∑
j∈S

rj − λs|S|− λg
∑∑∑
j∈S

∑∑∑
k/∈S

Ajk

— Can be reformulated as a min-cut problem for a graph with two new additional nodes
— a source node s connected to all nodes vj for which rj > λs by an edge of weight (rj − λs)
— a sink node t receiving an edge of weight (λs − rj) for all nodes vj for which rj < λs
— all pairs of nodes (vj , vk) are connected by edges of weight λgAjk

λgAjkrj − λs > 0

λs − rj > 0 ts

vj

vk vl
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Minimum cut reformulation
max
S⊆V

∑∑∑
j∈S

rj − λs|S|− λg
∑∑∑
j∈S

∑∑∑
k/∈S

Ajk

— Can be reformulated as a min-cut problem for a graph with two new additional nodes
— a source node s connected to all nodes vj for which rj > λs by an edge of weight (rj − λs)
— a sink node t receiving an edge of weight (λs − rj) for all nodes vj for which rj < λs
— all pairs of nodes (vj , vk) are connected by edges of weight λgAjk

— Can be solved efficiently

→ SConES: Selecting Connected Explanatory SNPs.

C.-A. Azencott et al. Efficient network-guided multi-locus association mapping with graph cuts. ISMB 2013
H. Climente-Gonzàlez and C.-A. Azencott martini: an R package for genome-wide association studies using SNP
networks BioRxiv 2021
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4. Comparison of graph-based approaches to GWAS



GENESIS
— The Gene Sisters (GENESIS) study:
— 1 280 cases: women with breast cancer, who have a sister with breast cancer, non-BRCA
— 1 271 controls: friends/colleagues of similar age

— Genotyped on the iCOGS array
— Fine-mapped for hormone-related cancers
— 197 093 SNPs after quality control (MAF < 0.1%, HWE p-value < 1e-4)
— No obvious population structure (λ = 1.05)
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Network-based methods
— Map SNPs to genes: within 50kb on the sequence

— Aggregate p-values: VEGAS2 Mishra and Macgregor 2015

— Biological network: HINT
Protein-protein interaction network; 127 604 interactions between 12 880 mapped genes

— Network-based approaches:
— dmGWAS: greedy “seed and extend” heuristic Jia and Zhao 2014
— heinz: Prize-Collecting Steiner Tree Problem Dittrich et al. 2008
— HotNet2: based on a heat diffusion process Leiserson et al. 2015
— LEAN: focus on star subnetworks Gwinner et al. 2017
— SigMod: regularized relevance, on gene networks Liu et al. 2017
— SConES: regularized relevance, works on SNP networks Azencott et al. 2013
H. Climente-González et al. Boosting GWAS using biological networks: A study on susceptibility to familial breast
cancer. PLoS Comp Bio, 2021
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— The runtime of gene-based methods is
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Different methods yield different networks
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Different methods yield different networks
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Stability
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Stable consensus network
— Keep the genes selected at least 7 times out of 30 experiments (6 methods× 5 repeats)
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— Known breast cancer susceptibility genes are
overrepresented

— Selected genes are more central than average

— Many (19/68) isolated nodes
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5. Multitask approaches



Multitask learning
Learn jointly on multiple related data sets: same features, different samples and labels
— Related diseases / disease subtypes
— Response to different treatments
— Different populations for the same phenotype
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Multi-SConES

— Goal: obtain similar sets of features on related tasks.

max
S1,...,ST⊆V

T∑
t=1

(∑∑∑
j∈St

rtj − λs|St|− λg
∑∑∑
j∈S

∑∑∑
k/∈S

At
jk

)
− λt

T∑
t=1

T∑
u=t+1

|St ∆ Su|.︸ ︷︷ ︸
task sharing

S ∆ S ′ = (S ∪ S ′) \ (S ∩ S ′) (symmetric difference)
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Multi-SConES

max
S1,...,ST⊆V

T∑
t=1

(∑∑∑
j∈St

rtj − λs|St|− λg
∑∑∑
j∈S

∑∑∑
k/∈S

At
jk

)
− λt

T∑
t=1

T∑
u=t+1

|St ∆ Su|.︸ ︷︷ ︸
task sharing

— Can be reduced to single-task by building a meta-network.

M. Sugiyama et al. Multi-task feature selection on multiple networks via maximum flows, SIAM ICDM, 2014 58
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Leveraging similarity between tasks

Task similarity: Σ ∈ RT×T .

max
S1,...,ST⊆V

T∑
t=1

(∑∑∑
j∈St

rtj− λs|St|− λg
∑∑∑
j∈S

∑∑∑
k/∈S

At
jk

)
−λt

T∑
t=1

T∑
u=t+1

|St ∆ Su|Σtu.︸ ︷︷ ︸
task sharing

Can also be reformulated as a maxflow/mincut problem.
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6. Network approaches and epistasis



Using biological networks to guide epistasis detection

— Epistasis: interactions between SNPs

— Statistical tests between p(p−1)
2

pairs of SNPs
— Many tools trying to improve statistical power and speed
Wan et al. 2010; Kam-Thong et al. 2012; Niel et al. 2015; Slim et al. 2020

— Functional interpretation is difficult

— Idea 1: Only look for interactions along known biological interactions

— Idea 2: Look for all pairwise interactions between a small number of genes along a known
pathway
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Interpretable network-guided epistasis detection

— GWAS data from the International IBD Genetic Consortium:

32 622 cases, 33 658 controls, 130 071 SNPs

— Use Biofilter to select pairs of genes with evidence of co-function across 2 databases

— Select SNP pairs based on positional mapping, or eQTL mapping, or chromatin mapping

Mapping Standard Pos eQTL Chr eQTL + Chr Pos + eQTL Pos + Chr Pos + eQTL + Chr
Number of pairs 7.108 3.105 6.106 106 9.106 2.106 7.106 107

— Look for pairs in epistasis Y = α0 + α1SNP1 + α2SNP2 +α12SNP1SNP2

— Adaptive Truncated Product Method to obtain p-values from gene pairs

D. Duroux et al. Interpretable network-guided epistasis detection. Biorxiv 2021
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Interpretable network-guided epistasis detection

D. Duroux et al. Interpretable network-guided epistasis detection. Biorxiv 2021
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Systematic analysis of interactions along a pathway

— GWAS data from theWellcome Trust Case-Control Consortium on multiple sclerosis

— 2 048 cases, 5 733 controls

— 19 disease maps (10-40 genes each) specific to multiple sclerosis from MetaCore

— Select SNPs based on positional mapping or eQTL mapping

— Rank each SNP pair using EpiGWAS and combine ranks into gene ranks

L. Slim et al. A systematic analysis of gene-gene interaction in multiple sclerosis. Biorxiv 2020
64
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Summary
— Feature selection is hard with few samples in high dimension

— Using biological networks to guide the feature selection procedure makes sense

— Many different modeling approaches
— Heuristic approaches (dmGWAS)
— Regularized linear/logistic regression (variants of the Lasso)
— Regularized relevance (SConES, SigMod)

→ Many different solutions
— Evaluation on real data is difficult
— Consensus networks: body of evidence

— Additional topics
— Multitask approaches
— Epistasis networks
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Get in touch if you are interested in a postdoc/research engineer position on these topics!
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