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École Nationale Supérieure des Télécommunications de Bretagne
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ABSTRACT OF THE DISSERTATION
Statistical Machine Learning and Data Mining for Chemoinformatics and Drug
Discovery
By
Chloé-Agathe Azencott
Doctor of Philosophy in Computer Science
University of California, Irvine, 2010
Professor Pierre Baldi, Chair

Modern therapeutic research is a very time-consuming, complex and costly process
which can considerably benefit from the use of statistical machine learning techniques. In particular, using predictive models to quantify the toxicity or activity of
a molecule allows to considerably alleviate the cost of the discovery and development of a new drug. We develop and study structure-based feature representations
of small molecules and successfully leverage them to create predictors for several of
their chemical, physical and biological properties.
We address the prediction of biological activity more in depth by studying virtual
high-throughput screening (vHTS), which aims at exploiting a first exploratory biological screen to learn how to rank untested compounds according to their activity
against a particular target. More specifically, we present a new algorithm, the Influence Relevance Voter (IRV), particularly tailored to that problem, and show that
it is preferable to state-of-the-art methods. One of the most desirable qualities of
a vHTS algorithm is its ability to present the most active compounds in the very
top ranked molecules. This capacity for what is called “early recognition” allows
experimentalists to focus only on a small fraction of the compounds. To properly

xiv

analyze and compare virtual high-throughput screening algorithms, we develop the
concentrated receiving-operator characteristic (CROC) framework, an extension of
the ROC framework for the quantitative evaluation, visualization, and optimization
of early recognition.
Finally we develop machine learning methods for the challenging problem of reaction
prediction. Inspired by human chemists, we study elementary reaction steps; in
this approach reaction prediction becomes a matter of learning to rank elementary
mechanisms by favorability. We do not address this task directly, but rather undertake
two necessary preliminary problems. We first develop a large database of elementary
mechanisms, annotated with favorability information. We then propose a feature
representation of the atoms of a molecule, which we leverage to predict whether or
not they belong to a site of reactivity; eventually such a classifier can be used to filter
out disfavored elementary reactions.

xv

Chapter 1
Context

1

In this preliminary chapter, we establish the general context of this dissertation and
motivate the development of in silico representation of chemical compounds and of
machine learning techniques to use them best. We start by a brief overview of the
drug discovery process in Section 1.1, in which we identify the benefits that computational approaches can bring to the field in terms of rationalization, costs, and time
necessary to bring a new drug to the market. A discussion of open issues related
to the application of computational sciences in the domain of chemistry follows in
Section 1.2. Eventually, Section 1.3 introduces the contributions of this thesis to the
field of chemoinformatics.

1.1
1.1.1

Modern Drug Discovery
History of Therapeutic Research

Until recently, drugs were natural products, mostly botanical (among which quinine,
digitalis, cocaine or aspirin), the benefits of which were discovered by chance. Their
mode of action was not known, and we were not able to synthesize them industrially.
Although bacteria were first identified in 1670 by van Leeuwenhoek, following his
invention of the microscope, and linked to disease by the work of Pasteur, Davaine
and Lister in the second half of the nineteenth century, it was not before the very
beginning of the twentieth century that Ehrlich formulated the idea, known as the
Principle of Chemotherapy, that some chemicals can, at concentrations tolerable by
the host, directly interfere with the growth of the microorganisms causing a disease.
Eventually, the era of antibiotics truly began in the 1930’s, when Fleming brought
to light penicillin’s ability to inhibit bacterial proliferation, and that it was concur-
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rently discovered that the red dye protonsil was effective in vitro against streptococci
infections. This resulted in efforts in synthesizing or isolating compounds similar to
penicillin or sulfamides (for which protonsil was later found to be a prodrug), which
quickly revealed a wide array of antibiotic families (such as aminoglycoside antibiotics,
which include streptomycin, and macrolide antibiotics, which include erythromycin).
Later, in the 1950s, the development of genetics that began with the discovery of
the double helix structure of DNA also contributed to making the drug discovery
process more systematic and less serendipitous. Rapid DNA sequencing and the
characterization of expressed human genes have created new opportunities for drug
discovery and enabled therapeutic research as we now know it. Empowered by the
progress of cell- and molecular biology- based understanding of diseases, biologists
developed the ability to formulate rational hypotheses of disease-relevant mechanisms
and began to present chemists with putative cellular targets that became the starting
point for drug discovery.
By the end of the 1980s, single gene diseases (such as cystic fibrosis, Huntington’s
chorea, or sickle cell anemia) were being identified at a steady pace.
The 1980s were also marked by the apparition of the AIDS epidemic. The search
for a cure led to considerable scientific developments, in the domain of immunology
as well as in the use of computers for drug discovery, in particular with the rise of
combinatorial chemistry, which aims at developing large sets of organic compounds
that can be assayed for activity against a particular disease. The use of robotics for
the automation of drug discovery experiments also contributed to the development of
effective drug design.
Following theses advances in the use of computational technologies in the life sciences,
the complete rationalization of the drug discovery process was eventually completed
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during the final decade of the 20th century.

1.1.2

Modern Therapeutic Research

The main promise of molecular biology for drug discovery lies in the potential to
understand disease processes at the molecular (genetic) level and to determine the
optimal molecular targets for drug intervention. Most commonly, these targets are
derived from understanding, at the molecular and physiological level, how biochemical
pathways affect certain phenotypes. The problem of target identification is beyond the
scope of that thesis but is a very active area of research. The techniques used include,
but are not limited to, probabilistic models derived from known drugs or drug-target
interactions; biological phenotype prediction (via, for instance, the increasingly popular genome-wide association studies); 3D structure alignment or similarity studies
of known targets.
In most cases, targets are proteins involved in a biological pathway necessary to
the development of the disease. For example, aspirin inhibits the activity of the
targets cyclooxygenases COX-1 and COX-2, which are responsible for the formation
of prostaglandins, themselves involved in the inflammatory response.
The goal of the drug discovery process is to identify a small molecular compound
that inhibits (or activates, depending on the particular case under investigation) the
target protein in such a way as to alter this biological pathway. In addition, the drug
must also be non-toxic to the patient and have the possibility to reach the protein
target. How easily will the compound reach the bloodstream? How effectively will it
be carried to the target site? Will it be broken down by the metabolism before it can
act? Will it then be eliminated from the body or is there a risk that it accumulates,
inducing adverse effects?
4

Once a target has been identified, the process of discovering a matching drug is
therefore complex, long and costly.

Identification First of all, pharmacologists must identify in the chemical space
compounds that are most likely to be active (that is to say, bind to the protein and
modify its level of expression in the organism).
This involves the high-throughput screening of large assays of chemicals, that must
each be tested against the protein. In spite of recent technological advances, this is
still extremely costly, as the protein must be produced in sufficient quantities, and
the compounds to be tested must be purchased or synthesized first.
In practice, even the better equipped pharmaceutical companies rarely test more
than two millions of compounds. By comparison, there are nowadays of the order of
6.106 commercially available drug-like compounds. Blum and Reymond [2009] built
a virtual library containing of the order of 109 potential drugs – all those made of
hydrogen and no more than 13 atoms of carbon, oxygen, nitrogen, sulfur, and chlorine.
This is rather limitative, considering that, for example, morphine contains 17 carbons
and erythromycin is made of 37 carbon atoms, 13 oxygen atoms and 1 nitrogen atom.
Moreover, Bohacek et al. [1996] estimate that there are potentially of the order of
1060 drug-sized organic compounds. Although the combinatorial libraries of chemicals
used in high-throughput screening are designed to cover as much of the chemical space
as possible, they still leave large areas of it unexplored, which motivates the need for
new, fast and accurate techniques.
Docking, which consists in modeling the van der Waals and electrostatic interactions
between the target protein and a small molecule, is one possible approach to the in
silico screening of chemicals. However, despite the development of effective approxi-
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mations of intensive quantum mechanical calculations, docking is still very time and
resource consuming. Moreover, it requires to accurately know the three-dimensional
structure of both the protein and the compounds to be tested, which is a major
drawback to its systematic application.

Characterization Once lead compounds with good target binding abilities are
identified, they need to be characterized: can they be used as drugs? Inhibiting the
target is not a sufficient condition for being a promising drug candidate. Indeed, in
order to be both safely administered and efficient, a drug must satisfy low toxicity as
well as good pharmacokinetics requirements.
Pharmacokinetics requirements, compiled under the acronym of ADME (Absorption,
Distribution, Metabolism, Elimination), characterize the ability of the molecule to
reach the target protein in the tissue where it is localized before being degraded.
Ideally, the drug is given orally, and must then enter the bloodstream via the digestive track. This process can be inhibited by factors such as intestinal transit time,
compound solubility, or chemical reactivity in the stomach. If absorption is too low,
the drug must be administered in a less desirable and more invasive way (such as
inhalation or intravenous injection).
Natural biological barriers (in particular the blood-brain barrier) can also negatively
impact the journey of the drug to its target. Even if the drug is satisfyingly absorbed,
it can be partially blocked by membranes or binding to proteins other than the one
intended.
Moreover, chemicals usually break down as soon as they enter the body; in particular,
redox enzymes of the liver will metabolize the drug, converting it into new metabolites, that can either be inactive or, on the contrary, more potent (or causing more
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undesirable secondary effects) than the original drug.
While we wish for as much as possible of the administered dose to reach the target
tissue, elimination must also be taken into consideration, as the accumulation of
foreign substances in the organism can adversely affect healthy metabolism.

Synthesis Once a drug candidate has been identified, a reliable process to produce
it must be established. Although molecular compounds can sometimes be extracted
from a natural source, this technique usually proves to be laborious and the alternative of synthesizing molecules from commercially available starting materials is
preferable. In addition, combinatorial synthesis, a technique by which large numbers of compounds can be synthesized simultaneously to create chemical libraries
for biological screening, also relies on a thorough understanding of organic synthesis. Planning the total synthesis of compounds with interesting biological or physical
properties is therefore one of the core concerns of organic chemistry. Devising the optimal multi-step route to a novel and potentially artificial compound is a challenging
problem, and organic chemists face the daily challenge of choosing the most appropriate combination of reactants and reagents, as well as the necessary conditions and
best sequence of their assembly.
The importance and difficulty of the task is probably best illustrated by the number of
Nobel Prizes in Chemistry awarded to scientists for their contribution to the development of organic synthesis: Fischer in 1902 for his work on sugar and purine syntheses,
Haber in 1918 for the synthesis of ammonia from its elements, Fischer in 1930 for the
synthesis of hemin, Diels and Alder in 1950 for the development of diene synthesis, du
Vigneau in 1957 for the first synthesis of a polypeptide hormone, Woodward in 1965
for his outstanding achievements in the art of organic synthesis, Brown and Wittig in
1979 for the development of the use of boron- and phosphorus-containing compounds
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as important reagents, Corey in 1990 for laying out the principles of retrosynthesis,
and Chauvin, Grubbs and Schrock in 1995 for the development of the metathesis
method in organic synthesis.
Organic synthesis was born in 1828, when Wöhler discovered how to prepare urea, a
naturally occurring organic compound, from ammonium cyanate. This first synthesis
was followed by many milestone syntheses, from acetic acid to glucose and quinine.
Until the late 1950s, most syntheses were planned by identifying compounds structurally similar to the desired molecule and selecting commercially available starting
materials accordingly [Corey, 1991]. The understanding of the electronic nature of
chemical bonding and of the importance of molecular conformation, together with
the work of Woodward, opened the door to more complex syntheses. In 1957, Corey
started developing the principles of retrosynthesis, in which an organic compound
is split into simpler precursor structures without any assumption with regards to
the starting materials. Simultaneous advances in chromatographic and spectroscopic
techniques, by facilitating the analysis of reaction mixtures and the purification and
characterization of organic compounds, furthered the blooming of the field, which is
now vigorous and influential. Nowadays, strong theoretical bases, such as conformational analysis, Woodward and Hoffmann rules, and retrosynthetic analysis, combined
with a thorough knowledge of chemical reagents, reactions and conditions probably
give synthetic chemists the potential to make any structure, given the manpower and
time. However, the process remains intricate, time consuming, and uncertain; facilitating fast, efficient, economical organic syntheses with low environmental impact is
still very much a core concern for organic chemists.

Assay and Clinical Validation After promising drug candidates have been identified, they are assayed in vitro to verify that they do indeed bind to the target
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protein. This is followed by a phase of lead optimization, during which the chemical
structure of the drug candidates is refined in order to meet the ADME and toxicity
requirements. This phase often involves in vivo experiments on animals. When a
lead molecule with good drug-likeliness is discovered, the pre-clinical data collected
during lead optimization, aiming at demonstrating safety in animals, is used to file a
new drug application and obtain permission to enter clinical trial.
The first in vivo trials are usually conducting on animals in order to obtain the preclinical data necessary to file a new drug application with the FDA (Food and Drugs
Administration) in the USA or the European Agency for the Evaluation of Medical
Products (EMEA) in Europe and obtain permission to enter Phase I clinical trial.
During Phase I, the drug is tested, usually in healthy volunteers (this is not always the
case with AIDS or cancer drugs), to determine acute toxicity. Once Phase I is passed,
the drug can enter Phase II, in which various doses are tested on patients to determine
the most appropriate dosage. Eventually, Phase III is a series of double-blind, placebo
controlled trials involving hundreds of patients. In addition, the regulation agencies
can potentially require additional trials. In 2003, DiMasi et al. [2003] evaluated the
average time from the start of clinical testing to marketing approval to be about 90
months.
In addition, the authors estimated that preclinical development alone, from lead
identification to initial human testing, lasts an average of 52 months. Three years
later, Adams and Brantner [2006] assessed the cost of the development of a new drug
as ranging from five hundred million to two billion US dollars, averaging at $868
million. Finally, only about 26 new drugs make it to the market every year, in spite
of numerous technological breakthrough and careful and progressive reconsideration
of the process itself coming from the large efforts of academic research as well as the
pharmaceutical industry.

9

In conclusion, we cannot stress enough how complex, costly, and time-consuming the
process of therapeutic research is.

1.2

Chemoinformatics: How Can Computer Science Help?

By the 1970s, the amount of data and information produced by chemical research
had grown large enough that it became obvious that it could only be processed and
analyzed by computer methods, pushing the development of databases of chemical
compounds and reactions. Furthermore, many of the problems faced by chemists,
from the prediction of physical, chemical and biological properties of compounds
and materials to structure elucidation or organic synthesis are so complex that they
require informatics-based approaches.
Although many of its techniques had been well established from decades of research,
the term of chemoinformatics was only coined in 1998 by Brown [Brown, 1998], who
defined it as ”the mixing of information resources to transform data into information,
and information into knowledge, for the intended purpose of making better decisions
faster in the arena of drug lead identification and optimization”.
More simply put by Gasteiger and Engel [2003], chemoinformatics is the application
of informatics methods to solve chemical problems.
This definition encompasses many aspects and these problems include:

• representing, storing and retrieving chemical compounds and reactions;
• predicting physical, chemical, and biological properties of compounds and ma10

terials;
• drug design;
• structure elucidation;
• predicting the course of chemical reactions;
• designing organic syntheses.
In the present dissertation, we will focus on three major chemoinformatics problems,
directly pertaining to drug discovery, and establish statistical analysis and machine
learning approaches to address them.

1.3
1.3.1

Contribution
Representing Small Organic Molecules for the Prediction of Their Chemical, Physical, and Biological Properties

One of the core concerns of chemoinformatics is the representation of small organic
compounds in silico. In the first chapter of this dissertation, we will show how to
leverage various levels of abstraction, from one-dimensional strings such as SMILES
to two-dimensional molecular graphs and three-dimensional atomic coordinates, to
create structure-based vectorial representations of molecules. We will demonstrate
the power of these representations on a wide array of property prediction problems
and show how to create predictors for aqueous solubility, melting point, octanol-water
partition coefficient, boiling point, mutagenicity, and biological activity; this directly
relates to the facilitation of the molecule characterization step of the drug discovery
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process. Moreover, the representations developed in this chapter can be used to
address a variety of other chemoinformatics problems.

1.3.2

Performing Fast and Accurate Virtual High-Throughput
Screening

In the second chapter, we will focus on the in silico counterpart of high-throughput
screening: can we leverage knowledge extracted from a previous exploratory screen
to predict, among a library of untested compounds, which ones are most likely to be
active and should therefore be tested first? We will present the Influence Relevance
Voter (IRV), a new algorithm tailored to this problem, and demonstrate its suitability
on two large data sets.
In addition we will discuss the concept of “early enrichment”, that is to say the
capacity of an algorithm to retrieve active molecules early, at the top of the ranked
list of compounds they produce. We will present an extension of the receiver-operating
characteristic (ROC) framework, the concentrated ROC (CROC), that allows for the
visualization, quantitative evaluation, and optimization of this property.

1.3.3

Toward the Prediction of Organic Reactions: Predicting Sites of Reactivity

Eventually, we will interest ourselves to the problem of predicting the course of a
reaction. In our approach, we focus on modeling and predicting elementary reactions,
seen as an electron movement from an occupied molecular orbital to an unoccupied
one. Predicting reactions can then be addressed by listing all possible elementary
reactions and ordering them by favorability so as to be able to pick the one most
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likely to occur; this is essentially a ranking problem.
As there is, to the best of our knowledge, no available database of mechanistically
detailed reactions we could use to train a favorability predictor, we will present how
to create a data set of elementary reactions labeled with favorability information.
Moreover, listing all possible elementary reactions leads to a combinatorial explosion
of possibilities, even on the smallest systems; we therefore suggest a pre-filtering step
which allows to drastically reduce the number of elementary reactions to compare
by discarding those that involve nonreactive molecular orbitals. We will present how
to define and predict sites of reactivity so as to easily discount a large proportion of
molecular orbitals as non reactive.
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Chapter 2
Representing Small Organic
Molecules for the Prediction of
Their Chemical, Physical, and
Biological Properties
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2.1

Introduction

Many chemoinformatics applications, including high-throughput virtual screening,
benefit from being able to rapidly predict the physical, chemical, and biological
properties of small molecules to screen large repositories and identify suitable candidates [Agrafiotis et al., 2002, Lipinski and Hopkins, 2004, Dobson, 2004].
Ab initio methods, such as quantum mechanical methods, can in most cases still not
be applied systematically due to complexity and computational cost issues [Leach,
2001].
When annotated training data are available, machine learning methods that try to extract relevant information more or less automatically from the data provide a suitable
alternative.
Supervised machine learning algorithms for predicting the chemical, biological, or
physical properties of small molecules must effectively solve two separate sub-problems:
first, defining an effective representation of molecules that encapsulates characteristics relevant to the prediction of the property of interest, in such a way that molecules
with similar representations exhibit similar behaviors; and second, finding a function
that maps these representations either to a real number (in the case of predictive
regression) or a boolean class decision (for classification).
The first in silico representations of molecules to have been developed were based on
list of descriptors, each corresponding to a characteristic thought relevant by experts.
Such descriptors range from the presence of particular functional groups to the number
of rotatable bonds or the partial charges on each of the atoms of the molecule.
One of the most popular set of such descriptors used in chemical informatics is given by
DRAGON [Todeschini and Consonni, 2000], which provides 3224 molecular features,
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divided in 22 blocks, and ranging from simple atom type and functional group and
fragment counts to several advanced topological and geometrical descriptors. With
the help of expert chemists, more and more features have been added along the years
since the first release of DRAGON in 1997. Unfortunately, some of these descriptors
are prohibitively complex to compute for large data sets.
Another example of such descriptors is the PowerMV [Liu et al., 2005] set of descriptors, which provides atom-based, fragment-based, and real-valued descriptors. The
latest include characteristics such as Gasteiger partial charges [Gasteiger and Marsili,
1980], electronegativities, or logP (estimated using XlogP [Wang et al., 1997]).
Nowadays, molecules are more and more often represented by so-called molecular
fingerprints. A fingerprint is a bit string in which each bit corresponds to a particular molecular feature, designed to be chemically relevant, and is turned to 1 if the
molecule exhibits that feature and 0 otherwise.
The most widely known sets of fingerprints include the MACCS keys [Durant et al.,
2002] and the CACTVS substructure keys [PubChem, 2009]. The MACCS keys are
the binary answers to a set of true/false questions about a chemical structure, for
example, ”are there fewer than 3 oxygen atoms?” or ”is there at least one halogen
atom present?”.
PubChem Substructure Fingerprints (also known as CACTVS Subgraph Keys) list
the presence or absence of molecular substructures such as individual atoms of a
given type, rings of a given size containing given atoms, and more general patterns
involving several bonds and atom types. An even more general approach, Daylight
fingerprints [James et al., 2004], list all substructures of the molecule containing N
atoms bonded by N − 1 bonds, for 3 ≤ N ≤ 7.
Such fingerprints are often used in similarity searches as a way to filter out obvious
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mismatches before doing a computationally expensive sub-graph isomorphism test.
They are usually long and sparse binary vectors: there are a lot of potential substructures, but any given molecule only possesses a small fraction of them. They
therefore lead themselves to various compression schemes [James et al., 2004, Flower,
1998, Swamidass and Baldi, 2007a], which can even be lossless [Baldi et al., 2007],
and ensure computational speed.
Whereas most sets of fingerprints or descriptors (from DRAGON descriptors to
MACCS keys) are rather heterogeneous collections of all sorts of computable molecular properties that heavily rely on expert knowledge, substructure-based representations are derived in a more principled and automated way. In what follows we will
focus on such representations and on extracting structural information from chemicals.
Classical statistical learning algorithms, such as kernel methods [Burbridge et al.,
2001, Kashima et al., 2003, Horvàth et al., 2004, Mahé et al., 2005, Swamidass et al.,
2005, Menchetti et al., 2005, Ceroni et al., 2007] and neural networks [Devillers, 1996,
Jalali-Heravi and Parastar, 2000, Micheli et al., 2001], have been successfully applied
to the prediction of structure-activity relationship in the past.
The goal of this chapter is to develop, study and compare structure-based representations of molecules for the prediction of their biological or physicochemical
properties. For that purpose, we focus on kernel methods and expand on previous
work [Swamidass et al., 2005] in this area both in terms of methods and applications. We present kernels directly derived from several rich molecular representations, including 1D SMILES strings, 2D graphs of bonds, surface representations
using Delaunay triangulation and other techniques from computational geometry,
pharmacophores, and 3D coordinates as well as kernels capable of taking into account multiple molecular configurations, such as conformers. We compare the kernels
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using cross validation on classification and regression problems using several available
data sets to predict, for instance, boiling points, melting points, aqueous solubility,
octanol/water partition coefficients, and biological activity.

2.2

Structure-Based Feature Representations of
Small Organic Compounds

2.2.1

1D Representations Based on SMILES Strings

Molecules can be represented in a unique way as SMILES strings [Weininger et al.,
1989, James et al., 2004]. Although SMILES strings require selecting a somewhat
arbitrary order of the atoms of a molecule, they are widely used and are particularly
useful in database organization and searches, since each molecule can be associated
with a unique SMILES string.
We can build a sub-structure representation of a string by counting or indexing the
number of all possible substrings of length k, or length up to k, occurring in the
string. Extensions can allow for word mismatches and insertions [Leslie et al., 2004].

2.2.2

2D Representations Based on Molecular Graphs

Small molecules are most commonly represented as labeled graphs of bonds.
The vertices represent the atoms, and the edges represent the bonds. Edges are
labeled by the bond type (e.g. single, double) they correspond to. Labels on the
vertices correspond to the element (e.g. C, N, O) of the atom they correspond to, and
can be expanded to include more information about the local chemical environment
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of the atom. In particular, we use the following five labeling approaches.
First, we simply use the element symbol (labeling scheme denoted by E), see Figure
2.1(a)).
Second, we use our own Python implementation of the typing system used by XSCORE [Wang et al., 2003], a program which predicts binding affinities between proteins and small molecules. With this approach (denoted as XSCORE), atoms are
labeled as polar, hydrophobic, hydrogen-bond donating, hydrogen-bond accepting,
both hydrogen-bond donating and accepting, or other.
Third, we label atoms using the corresponding element symbol and hybridization
state (labeling scheme denoted as EH). For example, an sp3 carbon atom is labeled
C.3, a sp2 nitrogen is labeled N.2, and so forth.
Fourth, we use the OpenBabel implementation of Tripos’ Sybyl[Tripos, 2005] labeling
scheme (denoted as SYBYL). This scheme allows for 53 different characterizations,
such as C.3 for an sp3 carbon, N.pl3 for a trigonal planar nitrogen, Hal for halogens,
or S.O for a sulfoxide sulfur.
Finally, we use the element symbol together with the connectivity of the atom (EC),
that is to say, the number of non-hydrogen atoms it is connected to. For example,
a carbon atom connected to two hydrogens and two other atoms of carbon will be
labeled C2.
For small molecules, these molecular graphs are fairly small, both in terms of the
number of vertices and the number of edges. Valence rules constrain the average
degree to be typically less than three.
Several kinds of substructures can be considered, such as labeled paths or labeled
trees. Here we use all labeled paths of length d, or up to d, starting from each vertex
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(a) Molecular graph

(b) Paths substructures

(c) Circular substructures

Figure 2.1: (a) A molecule represented as a labeled graph. The labels on the vertices
correspond to atom symbols and those on the edges describe the type of covalent
bond between atoms (e.g. ‘s’ for single bond, ‘d’ for double bond). (b) Examples of
labeled paths of length 0, 1 and 2 resulting from a depth-first search exploration of
the graph, starting from the C atom circled in bold. (c) The extended-connectivity
label of depth d up to 2 of the C atom circled in bold is given by the labels of depth
up to 1 of its three neighboring atoms: (1) an O atom to which it is connected by a
double bond, (2) a C tom to which it is connected by a single bond, and (3) another
O atom, to which it is connected by a single bond.
of the graph (Figure 2.2.2(b)). Paths are allowed to self-intersect and traverse the
same vertex twice, to capture ring structures, but are not allowed to traverse the
same edge twice.
We also use circular (or extended-connectivity) substructures [Rogers and Brown,
2005, Hassan et al., 2006, Rogers and Hahn, 2010], which are labeled trees rooted at
each vertex of the molecular graph. A depth parameter d controls the depth of the
trees. For a given tree, the algorithm recursively labels each tree vertex form the leaf
nodes to the root, appending to each parent’s label the labels of its children. Each
resulting vertex label is then considered as a feature. For the labeling process to be
unique, the vertices of the graph need to be ordered in a unique canonical way. This
ordering is achieved using Morgan’s algorithm [Morgan, 1965]. Figure 2.2.2(c) gives
an example of circular substructure.
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2.2.3

2.5D and 3D Representations Based on Delaunay Tetrahedrizations

In many biological and other applications, it is the shape of a molecule that matters
the most (with, to a lesser extent, its charges), rather than its interior, since it is the
surface that mediates the interactions of the molecule with other molecules.
By “2.5D” we denote a new class of kernels derived from an explicit representation
of the surface of the molecule.
Starting from the 3D structure of the molecule, we use techniques from computational
geometry to derive essentially a triangulated graph that approximates the surface of
the molecule. We then use the same spectral approach as in the 2D case to count
labeled paths of length d, or up to d, in this new graph. A smaller d value is typically
used for the surface graph than for the bond graph, because the surface graph has
higher connectivity, with an average degree of 6, corresponding to the hexagonal tiling
of a plane.
For some applications, labels on the surface graph can include additional information,
for instance about electric charges.

To build the surface graph, we compute the Delaunay tetrahedrization of the convex
hull of the molecule and then use the alpha-shape algorithm, as visually described in
two dimensions in Figure 2.2 to prune the tetrahedrization.
Specifically, we first compute the Delaunay tetrahedrization of the molecule’s atoms,
where each atom is represented as a point in space, using the Computational Geometry Algorithms Library [CGAL, 2010] with exact arithmetic. In a Delaunay
tetrahedrization the circumscribing sphere of each tetrahedron does not contain any
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other vertex of the tetrahedrization in its interior.
The alpha-shape [Edelsbrunner and Mücke, 1994] algorithm relies on this property
to appropriately prune pieces of the tetrahedrization and generate the final shape.
An alpha-shape is a subset of a tetrahedrization which excludes edges, faces, and
tetrahedra based on a parameter α. The alpha-shape algorithm is used to remove
low-density regions. Intuitively, an alpha-shape is obtained by carving out regions
√
devoid of points, from the tetrahedrization, with a sphere-shaped scoop of radius α.
If the circumscribing sphere of an edge, face, or tetrahedron is larger than a sphere
√
of size α, then it is removed from the tetrahedrization.
All points are left untouched.
The family of shapes obtained for different values of α corresponds to a family
of solvent-accessible surfaces generated by using spherical probes of different size
parametrized by α.
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Figure 2.2: Alpha-shapes formalize our intuitive notion of shape for a set of points
(A). We compute the alpha-shape by first computing the Delaunay triangulation (in
2D) or tetrahedrization (in 3D) of the points (B).
Next we remove all the geometric elements of the triangulation (or tetrahedrization)
for which the radius of the corresponding circumsphere is bigger than a parameter α.
This procedure carves out regions with low density of points from the convex hull,
leaving us with the alpha complex (C). The surface graph, is defined by the edges at
the boundary of the alpha-shape.
Formally, this surface graph is composed of the ’regular’ and ’singular’ edges (D).
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If α = ∞, the alpha-shape is the convex hull itself, if α = 0, it is exactly restricted
to the initial set of points. In practice, we use a value of α equal to the radius of a
water molecule plus the radius of a carbon atom.
For a given α, the alpha-shape algorithm leaves three classes of edges: interior, regular,
and singular. The regular edges define the surface of the molecule. As the name
implies, interior edges are buried below the surface of the alpha-shape. Singular
edges extend into space from the surface of the alpha-shape’s surface, but are not
adjacent to any retained tetrahedron.
We define a surface graph as a graph whose nodes are atoms and whose edges are the
singular and the regular edges of the alpha-shape computed at a particular α-value
and conformation.
This construction is easily extended into a 3D representation by including interior
edges as well.

2.2.4

3D Representations Based on Atomic Coordinates and
Pharmacophores

A simple 3D representation can be derived as a set of pairwise distances between
labeled atoms of the molecule, or more compactly, as a set of histograms of distances
between atoms of certain types (e.g. C-C, C-N).
We develop variations of this representation by considering triplets, or more generally
k-tuples of points. For instance, in the case of k = 3, we can use a pharmacophore
representation, whereby a molecule is represented by the list of all of its triplets of
atoms (or even groups of atoms), with the pairwise distances between the pairs of
atoms in each triplet, and the corresponding labels, which, beyond atom type, can
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include information about size, polarity, electronegativity, etc.
This approach is the same as described in Mahé et al. [2006], Perret and Mahé [2006],
where the authors use a labeling based on the Morgan indices [Morgan, 1965] that increase the specificity of the labels by including topological information about adjacent
atoms.
If desirable, a more compact representation is derived by building histograms for
each class of triplets (e.g C-C-C, C-C-O) based on the size of the smallest sphere that
contains all three points (or the largest pairwise distance in the triplet).
Another family of 3D representations can be derived from the sets of 2D features
described in 2.2.2 by adding the three-dimensional coordinates of the atom to its
label.
In all cases, we use the program CORINA [Sadowski et al., 1994, Gasteiger et al.,
1996] to derive the 3D coordinates needed for all kernels of dimension 2.5 and higher.

2.3
2.3.1

Support Vector Machines
Kernel Methods

In this section we briefly review the basis of kernel methods and support vector
machines.
The interested reader is invited to refer to Schölkopf and Smola [2002] for further
details.

24

Kernel methods have gained considerable interest with the work of Boser et al. [1992]
and Cortes and Vapnik [1995] on support vector machines (SVM).
In essence, they allow one to map a non-linear complex problem to a new space where
linear methods can be used to handle it.
Intuitively, a kernel defines a similarity measure between two data points.

Let us consider a regression problem with training set

S = {(x1 , y1 ) , . . . , (xl , yl )} , (xi , yi ) ∈ X × R, i = 1, . . . , l
where X is an inner-product space (e.g. Rn ), with inner product denoted by h., .i.
Learning is then the task of building a function f : X → R associating a real value y
to a data point x such that the generalization error of f is as low as possible.
A simple functional form for f is the hyperplane f (x) = hw, xi + b.
Under reasonable assumptions (see the references for details), the representer theorem [Kimeldorf and Wahba, 1971, Schölkopf et al., 2000] states that solving for the
optimal hyperplane leads to a convex quadratic optimization problem such that the
P
solution vector w is a linear combination of the training vectors: w = ni=1 αi xi , for

some αi ∈ R, i = 1, . . . , n.

f can thus be rewritten as

f (x) =

n
X
i=1

αi hxi , xi + b

(2.1)

However, for complex problems, the set of all possible linear functions (defined by
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input space X

no separating hyperplane

φ

feature space H

one possible separating hyperplane

input space X

separating surface

Figure 2.3: The kernel approach. Black dots have a negative label and white dots a
positive label. Left: No linear function can be used as a prediction function. Middle:
A good prediction can be achieved in feature space H via the mapping φ. Right:
Linear prediction function in feature space defines a complex prediction function in
input space.
w ∈ X and b ∈ R) might not be rich enough to provide appropriate predictions
(Figure 2.3).
The kernel trick [Aizerman et al., 1964, Boser et al., 1992] allows one to overcome this
limitation by applying this approach to the data mapped to a space where linearity
will apply rather than to the raw data.
Formally, we use an embedding function φ from the input space X to a feature space
H equipped with a dot product. The prediction function (2.1) now has the form:
f (x) =

n
X
i=1

αi hφ(xi ), φ(x)i + b

(2.2)

The key here is to replace the dot product in H by a kernel function k such that
k(x, x′ ) = hφ(x), φ(x′ )i, using the definition of positive definite kernels, Gram matrices
and Mercer’s theorem.

Definition [Positive definite kernel, Gram matrix] Let X be a nonempty space. Let
k ∈ RX ×X be a continuous and symmetric function. k is a positive definite kernel iff


for all n ∈ N, for all x1 , . . . , xn ∈ R, the n × n square matrix K = (k(xi , xj ))1≤i,j≤n

is positive semi-definite, i.e. all its eigenvalues are non negative.
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For a given set S = x1 , . . . , xn , K is called the Gram matrix of k with respect to S.
Positive definite kernels are also referred to as Mercer kernels.

Theorem [Mercer’s theorem] For any positive definite kernel function k ∈ RX ×X ,
there exists a mapping φ ∈ HX into the feature space H equipped with the inner
product h., .iH such that:
∀x, x′ ∈ X k(x, x′ ) = hφ(x), φ(x′ )iH

(2.3)

. Replacing the dot product in Eq. (2.2) by a Mercer kernel k leads to the corresponding prediction function f for any input point x:

f (x) =

n
X

αi k(xi , x) + b

(2.4)

i=1

Computing the optimal manifold in the feature space H can be done with off-the-shelf
modules, thus the main effort ought to go in the design of suitable kernel functions
to define similarity between input data.

2.3.2

Spectrum Kernels

Spectrum kernels [Leslie et al., 2002] are derived by: (1) building feature vectors
recording the presence/absence, or the number of occurrences, of particular substructures (subsequences, subgraphs, etc.) in the given structure; and (2) applying a
similarity measure to these feature vectors.
Formally, if a molecule x is represented by the feature vector φ(x) = (φs (x))s∈S
where S is the set of all the possible substructures under consideration and φs (x) is
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the number of times the substructure s appears in x, then a kernel between molecules
can be defined as:
Kspectrum (x, x′ ) = k(φ(x), φ(x′ ))

where k ∈ RR

|(S)| ×R|(S)|

(2.5)

is a kernel on real-valued vectors.

All the substructures defined previously (substrings of 1D SMILES strings, subgraphs
of molecular graphs, subsets of the atomic 3D coordinates...) can be used to define
feature vectors in this fashion. These feature vectors, which, unlike the original structures, have a fixed size are an extension of traditional chemical fingerprints [Flower,
1998, Raymond and Willett, 2001]. For that reason, we often refer to them as fingerprints in what follows.
These fingerprints can be further processed to reduce their dimensionality.
This is typically the case for the 2D binary vector representation based on the presence/absence of subgraphs in the graph of bonds, which we routinely compressed
to a shorter binary fingerprint, typically of length 512 or 1,024, using the lossless
compression algorithm described in [Baldi et al., 2007].
A standard approach that yields well known Mercer kernels consists in using dot
products or Euclidean distances, possibly composed with another suitable function,
such as a Gaussian exponential [Schölkopf and Smola, 2002], for the kernel k on realvalued vectors. In the case of binary fingerprints, we also use the Tanimoto similarity
measure between two binary fingerprints defined by the ratio of the number of common
bits set to one to the total number of bits set to one in the two fingerprints K(~x, ~x′ ) =
(~x ∩ ~x′ )/(~x ∪ ~x′ ). For non-binary fingerprints based on actual counts, we use the
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MinMax measure [Ralaivola et al., 2005, Swamidass et al., 2005] given by
P
min(xi , x′i )
Kminmax (~x, ~x ) = P i
′
i max(xi , xi )
′

(2.6)

where ~x = (xi ). This reduces to the Tanimoto measure in the case of binary fingerprints.
Both the Tanimoto and MinMax measures are known [Swamidass et al., 2005] to lead
to kernels that satisfy the Mercer’s condition.
For the 3D kernels, similarity between histograms of pairs of atoms or pharmacophores
represented by a single radius can again be measured using the Euclidean distance v
(i.e., the sum of squared differences between histogram bins), a Gaussian kernel of the
form exp[−v 2 /λ2 ], or the minmax kernel. In the case of pharmacophores represented
by the dimensions and labels of a triangle of three atoms, kernel similarity between
pharmacophores can be derived by considering both the labels and the length of the
sides of the triangle. For instance, we can assume that the distance is infinite if the
atoms involved are not identical (e.g. CCO versus CCN). If the atoms are identical,
then we can compute the Euclidean distances between the lengths of the various
edges. When the triangle has some symmetry because two or three of the atom labels
are identical (e.g. CCO), we can average over all possible ways of matching the two
triangles, or just use the best match.

2.3.3

Decomposition Kernels

Another approach to building kernels on structured data consists in using decomposition or convolution kernels [Haussler, 1999]. The idea here is to (1) decompose the
structured objects in meaningful subparts and (2) apply and then compose different
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kernels to the different subparts.

Definition Let X be a nonempty space of structured objects and for x ∈ X , suppose
(x1 , . . . , xD ) is a tuple of parts of x, with xd ∈ X⌈ for each part d = 1, . . . , D. Let, for
each part d, kd ∈ RXd ×Xd be a Mercer kernel. The decomposition kernel between x
and x′ ∈ X is defined as:
K(x, x′ ) =

X

x1 x2 ...xD =x

X

k1 (x1 , x′1 )k2 (x2 , x′2 ) . . . kD (xD , x′D )

(2.7)

x′1 x′2 x′D =x′

In practice, most decomposition kernels rely on the matching on a single part type
(i.e., D = 1). In particular, this is the case of the spectrum kernels described above.
Other kernels for molecules based on this principle have been described in the literature.

Pharmacophore Kernels

Mahé et al. [2006] decompose a molecule x in a set of pharmacophores P(x). The authors define a pharmacophore p ∈ P(x) as a triplet of atoms p = [(x1 , l1 ), (x2 , l2 ), (x3 , l3 )]
where xi represents the three dimensional coordinates of the i-th atom and li labels
this atom.
They therefore define a pharmacophore kernel as follows:
K(x, x′ ) =

X

p∈P(x)

X

KP (p, p′ )

(2.8)

p′ ∈P(x′ )

The kernel between two pharmacophores KP is defined by decomposing each pharmacophore into six parts: the lengths d1 , d2 , d3 of the three edges of the triangle formed
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by the pharmacophore’s atoms, and the three labels l1 , l2 , l3 of these atoms. A distance kernel Kdist , which compares pairs of distances, is then applied to the pairs of
lengths of the triangles’ edges, and a feature kernel Kf eat , which compares atomic
labels, is applied to the pairs of atomic labels. The six resulting kernels are then
composed:

KP (p, p′ ) = Kdist (d1 , d′1 )Kdist (d2 , d′2 )Kdist (d3 , d′3 )Kf eat (l1 , l1′ )Kf eat (l2 , l2′ )Kf eat (l3 , l3′ )
(2.9)

In practice, the authors use the RBF Gaussian kernel of parameter σ for Kdist :
′

Kdist (d, d ) = exp



kd − d′ k2
2σ 2



(2.10)

and the Dirac kernel for Kf eat (meaning that only identically labeled atoms are actually compared):

Kf eat (l, l′ ) =




1 if l = l′

(2.11)



0 otherwise
Weighted Decomposition Kernels

Menchetti et al. [2005] use convolution kernels to weigh the match between identical
substructures of the molecule according to contextual information. More specifically,
the authors focus on matching atoms, and weigh them according to a kernel between subgraphs that include these atoms. The resulting kernel, called the Weighted
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Decomposition Kernel, is defined as:
KW DK (x, x′ ) =

X

(a,σ∈Dr (x))

X

(a′ ,σ ′ ∈D

r

δ(a, a′ )Kc (σ, σ ′ )

(2.12)

(x′ ))

where r > 0 is an integer, Dr (x) is the set of decompositions of the molecular graph
of x in an atom a and a subpath σ of x including a and of depth at most r and Kc
is a contextual kernel. For this last kernel, the authors use a histogram intersection
kernel, which is defined as
Kc (σ, σ ′ ) =

X X

′

min(flσ (j), flσ (j))

(2.13)

l∈L j∈V(l)

where L is the set of possible labels for edges and vertices of the molecular graph,
V(l) is the set of possible values taken by label l, and flσ (j) is the frequency of label
l taking value j in the subgraph σ.

3D Decomposition Kernels

In order to take into account not only the chemical bond connectivity of the atoms,
but also their spatial distances, Ceroni et al. [2007] use a similar idea to define 3D
Decomposition Kernels by decomposing molecules into a set of overlapping 3D structures of varied geometry. For a given integer r > 0 and a molecule x, they define the
shape-set of radius r of x, denoted Sr (x) as the set of subgraphs of x composed of r
distinct vertices. For example, S2 (x) is the set of edges of the molecular graph of x
and S3 (x) is the set of triangles composed of edges of the molecular graph.
The 3D Decomposition Kernel is then defined as follows:
K3DDK (x, x′ ) =

X

X

Ks (σ, σ ′ )

σ∈Sr (x) σ ′ ∈Sr (x′ )
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(2.14)

Ceroni et al. [2007] use the following kernel between shapes of identical order r:
r(r−1)/2
′

Ks (σ, σ ) =

Y

′ 2
δ(ei , e′i )e(−γ(di −di ) )

(2.15)

i=1

where γ ∈ R is a hyperparameter of the kernel, (e1 , e2 , . . . er(r−1)/2 ) is the lexicographically ordered sequence of all labeled edges in σ, and (d1 , d2 , . . . , dr(r−1)/2 ) is the
sequence of their lengths.
For a given integer r > 0 and a molecule x, let Circr (x) be the set of 2D circular
fingerprints of depth up to r of x. We propose, as an additional three-dimensional
kernel, the following 3D Circular Decomposition Kernel defined as:
KCirc3DDK (x, x′ ) =

X

σ∈Circr (x)

2.3.4

X

σ ′ ∈Circ

r

Ks (σ, σ ′ )

(2.16)

(x′ )

Conformers and Isomers

Molecules often exist in multiple configurations. Movable bonds, such as rotatable
bonds, give rise to conformers and stereocenters give rise to symmetries and isomers.
While the SMILES and graph of bonds are unchanged, these alternative configurations
impact the 3D structure of the molecule and the representations derived from it.
One simple way to accommodate a class of configurations is to sample the class and
represent a molecule as a family of molecules, each with its own set of 3D coordinates. This approach casts our problem in the framework of multi instance problems [Dietterich et al., 1997]. We name the kernels derived from these approaches as
3.5D when applied to a family of surfaces (2.5D) and 4D when applied to a family of
3D representations. In practice, for each molecule of a data set, we generate a set of
up to 15 conformations (of minimal steric energy) using CORINA, that is to say, up
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to 225 pairs of representations.
In all cases, in order to derive a kernel, we can: (1) derive a profile vector for each
molecule by, for instance, averaging the vectors associated with the different configurations, and then apply a similarity measure to the profile vectors; or (2) use the average
kernel value among all possible pairs, as presented below. Alternative approaches to
a simple averaging as described by Ray and Page [2001] or Cheung and Kwok [2006]
could also be explored but are not presented here.
In the case of 3.5D and 4D representations based on multiple conformations, we
associate not one but several fingerprints with each molecule.
The kernel between two molecules can then be simply calculated as the average between the kernels of all possible pairs:
Kmc (x, x′ ) =

X

xc ∈C(x)

X

x′c ∈C(x′ )

1
k(φ(xc ), φ(x′c ))
|C(x)||C(x′ )|

(2.17)

where C(x) represent the set of conformations of x. To prove that Kmc is indeed
a Mercer kernel, it is sufficient to notice that if K(xi , x′j ) =< φ(xi ), φ(x′j ) > then
P
P
Kmc (x, x′ ) can be written as Km c(x, x′ ) =< i φ(xi )/|C(x)|, j φ(x′j )/|C(x′ )| >.
Thus Kmc is a dot product with respect to the embedding that transforms a molecule
P
x into φ(x) = i φ(xi )/|C(x)|. Variations on these ideas, for instance by introducing

weights on particular substructures or combining different kernels, have been explored

(results not shown) but in general do not seem to lead to any significant improvements.
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2.3.5

Kernels Training and Optimization

We use the e-SVR implementation of SVM in LibSVM [Chang and Lin, 2001]. This
implies the use of two parameters: the error/margin trade-off C and the insensitivity
ǫ. We use two nested cross-validation procedures to estimate the performance and
optimize these parameters. In the results reported we use leave-one-out cross validation for small data sets, and 10-fold cross validation for larger data sets. The choice of
optimal C and ǫ parameters is performed using an exhaustive grid search over typical
values. This simple approach avoids overfitting and is easy to parallelize since C and
ǫ are independent of each other.

2.3.6

Kernels Parametrization

The following kernel parameters are investigated:
1D Kernels: The kernel looks for all substrings of length up to k, where k is the
length of the longest possible string found.
2D Kernels: Both Tanimoto and MinMax similarities are tested; paths of depth up
to 2, 5 or 10 are considered.
Delaunay Kernels: Tanimoto, MinMax and Euclidean similarities are tested, together with the four labeling schemes previously presented (Element, XSCORE,
Element-Hybridization (denoted by EH) and Sybyl).
Paths of depth 3 or 4 are investigated. Both surface (2.5D or 3.5D with conformations)
and solid (3D or 4D with conformations) approaches are considered.
Histogram Kernels: These kernels (3D and 4D with conformations) are tested with
two, three or four atoms per tuple (pairs, triplets or quadruplets), with a binning
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(denoted by bin) of 0.05 Å, 0.1 Å or 0.5 Å.
Pharmacophores Kernel: This kernel is tested with its default parameters (edges
kernel: RBF kernel of bandwidth 1.0, atoms kernel: binary kernel based on Morgan
indices) [Mahé et al., 2006].

2.4
2.4.1

Data
Classification Data

We have tested our kernels on the following 9 classification data sets from the literature, comprising each between 200 and 400 molecules.
Mutag: The Mutag data set [Debnath et al., 1991] consists of 230 chemical compounds along with information indicating whether they have mutagenicity in Salmonella
typhimurium.
Among the 230 compounds, however, only 188 (125 positive examples and 63 negative) are considered to be learnable by Debnath et al. [1991] and thus are used in our
simulations. Kashima et al. [2003] report a leave-one-out accuracy of 89.1% on these
same 188 molecules.
BZR: This data set [Sutherland et al., 2003] contains 306 ligands for the benzodiazepine receptor together with their in vitro binding affinities. It is divided into a train
set of 181 molecules (among which 94 belong to the positive class) and a test set of 125
molecules (among which 63 are labeled positive). On the test set, Sutherland et al.
[2003] report an accuracy of 75.2% and Mahé et al. [2006]’s pharmacophore kernel
yields an accuracy of 76.4%.
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COX2: This data set [Sutherland et al., 2003] contains 303 cyclooxygenase-2 (COX2)inhibitors together with in vitro activities against human recombinant enzyme. It is
divided into a train set of 178 molecules, of which are 87 labeled positive, and a test set
of 125 molecules, 61 of which are labeled positive. On the test set, Sutherland et al.
[2003] report an accuracy of 73.6% and Mahé et al. [2006]’s pharmacophore kernel
yields an accuracy of 70.0%.
DHFR: This data set [Sutherland et al., 2003] contains 393 dihydrofolate reductase
(DHFR) inhibitors together with in vitro activities an vitro activities for P. carinii
DHFR. It is divided into a train set of 233 molecules, 84 of which are labeled positive, and a test set of 160 molecules, 42 of which are labeled positive. On the test
set, Sutherland et al. [2003] report an accuracy of 71.9% and Mahé et al. [2006]’s
pharmacophore kernel yields an accuracy of 81.9%.
ER: This data set [Sutherland et al., 2003] contains 346 ligands for the estrogen
receptor together with their binding affinities. It is divided into a train set of 166
molecules, 110 of which are labeled positive, and a test set of 180 molecules, 70 of
which are labeled positive. On the test set, Sutherland et al. [2003] report a 78.9%
accuracy and Mahé et al. [2006]’s pharmacophore kernel yields a 79.8% accuracy.

2.4.2

Regression Data

We have tested the kernels over six regression problems from the literature.
Three of them are small data sets comprising 100 to 300 molecules (Benzodiazepines,
Alkanes, Melting Points/Bergström), the other three are larger data sets comprising
between 1,000 and 4,500 molecules (Aqueous Solubility, Octanol/Water Partition,
Melting Points/Karthikeyan).
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Benzodiazepines QSAR: This data set [Hadjipavlou-Litina and Hansch, 1994] contains 72 1,4-benzodiazepine-2-one, together with their measured affinity towards the
GABAA receptor. Although it is rather small, it is characterized by good molecular
diversity, which is significant for QSAR analysis.
The best performance on this data set is reported in Micheli et al. [2001] with a
correlation coefficient of 0.999 obtained by a cascade correlation neural network.
Alkanes Boiling Point: This data set [Cherqaoui and Villemin, 1994] contains the
first 150 non-cyclic alkanes (Cn H2n+2 with n < 11), together with their boiling points
in Celsius degrees, covering the range [-164, 174].
The best performance over this data set is reported in Micheli et al. [2003] with a
squared correlation coefficient of 0.999 obtained as a mean over 4 runs of 10-fold
cross-validation.

Melting Points (Bergström): This data set [Bergström et al., 2003] contains 277
drug-like compounds together with their melting points.
When using 2/3 of these molecules for training, Bergström et al. [2003] report a
squared correlation coefficient of 0.63 and a root mean square error of 44.6◦ C over a
test set composed of the remaining 92 compounds.
These results are obtained by Partial Least Squares projection on latent structures.
Aqueous Solubility (Huuskonen): This data set [Huuskonen, 2000] contains
1026 molecules together with their aqueous solubility. Fröhlich et al. [2004] report
a squared correlation coefficient of 0.90 for an 8-fold cross-validation, using Support
Vector Machines with a RBF kernel.
Aqueous Solubility (Delaney): This data set [Delaney, 2004] is originally com38

prised of 2,874 molecules together with their aqueous solubility. The so-called “small”
subset consists of 1,144 low molecular weight organic compounds. When focusing on
this subset of small molecules, Delaney [2004] reports an average absolute error of
0.75 logM/L, obtained by linear regression.
XLOGP: XLOGP is a linear regression method developed by Wang et al. [1997]
for predicting the octanol/water partition coefficient (logP), an important index
of lipophilicity which is a key determinant of the pharmacokinetic properties of a
molecule.
The current version of XLOGP (ftp2.ipc.pku.edu.cn) comes with annotated training and testing sets with 1,853 and 138 molecules respectively. XLOGP achieves a
squared correlation coefficient of 0.947 and a root mean squared error of 0.349 on
the training set, as well as a squared correlation coefficient of 0.944 and a root mean
squared error of 0.348 on the testing set.
Melting Points (Karthikeyan): This melting point data set [Karthikeyan et al.,
2005] contains 4,173 molecules annotated with melting points and a wide range of
additional properties.
Using a large set of 2D descriptors and a fully connected neural network, the authors
reach a correlation coefficient of 0.65 and a root mean square error of 52.0◦ C over an
internal validation set of 1,042 compounds, as well as a correlation coefficient of 0.66
and a root mean square error of 41.4◦ C over an external validation set composed of
Bergström’s 277 molecules 1 .

1
After getting the original results from the authors and re-analyzing the data, the “R2 ” coefficient
they report is a simple (non squared) correlation coefficient.
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2.5
2.5.1

Results
Classification Tasks

We first evaluate newly introduced kernels by computing the leave-one-out accuracy
of the corresponding SVMs on the small classification data sets. Table 2.1 presents
the performance of the spectrum kernels and Table 2.2 presents the performance of
the decomposition kernels.
In order to compare our kernels with the state-of-the-art for the BZR, COX2, DHFR
and ER data sets, we report in Table 2.3 the accuracy of our best-performing kernel,
trained and evaluated on the splits defined in the literature, together with the best
published performance so far. On all of these data sets but COX2, the spectrum
kernel (either 1- or 2-dimensional) outperforms the state of the art.
Kernel/Method

Mutag

BZR

COX2

DHFR

ER

1D

84.6%

75.2%

66.0%

80.7%

81.2%

2D

90.4%

82.0%

76.9%

83.0%

87.0%

2.5D Delaunay
3D Delaunay

78.2%
76.2%

71.4%
72.0%

72.2%
70.5%

77.4%
79.1%

80.0%
81.2%

3D Pharmacophores
3D Histogram

80.0%
88.8%

74.2%
79.4%

74.3%
78.6%

75.8 %
82.7%

79.2%
86.1%

3.5D Delaunay
4D Delaunay
4D Histogram

78.6%
79.9%
83.5%

71.6%
73.2%
75.0%

71.6%
71.2%
74.3%

79.4%
77.0%
76.5%

83.7%
82.2%
68.6%

Literature

89.1%

-

-

-

-

Table 2.1: Leave-one-out accuracy for the classification data sets using different spectrum kernels. Best results are in bold font and second best are italicized.
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Kernel/Method Mutag

BZR

COX2

DHFR

ER

WDK

72.3%

70.9%

73.6%

68.5%

78.5%

3DDK

86.7%

78.4%

75.6%

83.2%

82.3%

Circ3DDK

83.5%

81.4%

75.2%

84.0%

82.1%

Previous best

90.4%

82.0%

78.6%

83.0%

87.0%

Table 2.2: Leave-one-out accuracy for the classification data sets using different decomposition kernels.Best results are in bold font and second best are italicized.
Data set
BZR
COX2
DHFR
ER

Best Published

Best Spectrum Kernel Performance

76.4%
73.6%
81.9%
79.8%

79.8% [2D d=2, MinMax]
70.1% [1D]
83.0% [1D]
82.1% [2D d=2, MinMax]

Table 2.3: Accuracy of the best-performing spectrum kernels on the BZR, COX2,
DHFR and ER data sets, compared to the best previously published performance,
using the training and test sets defined in the literature.

2.5.2

Regression Tasks

We conducted many experiments to compare the various classes of kernels with different parameter settings on the regression data sets. Consistent with the literature,
we assess performance using three metrics: squared correlation coefficient (r2 ); root
mean square error (RMSE); and average absolute error (AAE).
If y1 , . . . , yn are the values associated with the points x1 , . . . , xn , and ŷ1 , . . . , ŷn are the
predictions for these same data points, the squared correlation coefficient is defined
as:
P
P
P
2
(n ni=1 ŷi yi − ni=1 ŷi ni=1 yi )
P
P
P
P
r =
(n ni=1 ŷi2 − ( ni=1 ŷi )2 ) (n ni=1 yi2 − ( ni=1 yi )2 )
2
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(2.18)

The RMSE is defined as:

RM SE =

r Pn

i=1 (ŷi

n

− yi ) 2

(2.19)

and the AAE as:

RM SE =

Pn

i=1

kŷi − yi k
n

(2.20)

For each data set, the optimal parameters for each kernel are presented in the corresponding section. d denotes the depth of search for 2D and Delaunay kernels and k
the number of atoms considered per tuple in contact histogram kernels.
On the benzodiazepines data set, the 2D kernel achieves a squared correlation coefficient of 0.69. However, running the experiment over the same training and testing
split as in Micheli et al. [2001, 2003], we obtain a correlation coefficient of 0.98, which
is not significantly different from the 0.999 value reported by these authors.
This kernel is more likely to capture the global structure of the molecules and their
chemical groups. On the prediction of the boiling point of alkanes, the 1D, 2D, and
3D histogram kernels achieve results comparable to those in Cherqaoui and Villemin
[1994] and Micheli et al. [2003]. This is consistent with their observation that most
of the relevant information is captured by the knowledge of how many carbons are
attached to each carbon.
On the Bergström data set, using leave-one-out cross validation, we obtain a squared
correlation of 0.69, versus the 0.63 value reported by Bergström et al. [2003]
Detailed results on the small data sets are reported in Table 2.4 for the spectral
kernels and Table 2.5 for the decomposition kernels.
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Kernel/Method

BZD

Alkanes

Bergström

1D

0.49

0.95

0.69

2D

0.69

0.94

0.36

2.5D Delaunay
3D Delaunay

0.41
0.41

0.87
0.90

0.22
0.27

3D Pharmacophores 0.33
3D Histogram
0.58

0.77
0.97

0.13
0.30

3.5D Delaunay
4D Delaunay
4D Histogram

0.79
0.79
0.97

0.26
0.30
0.30

0.28
0.35
0.55

Table 2.4: Leave-one-out squared correlation coefficient results for the Alkanes, Benzodiazepines (BZD) and Bergström data sets using different spectrum kernels. Best
results are in bold font and second best are italicized.

Kernel/Method BZD
WDK
3DDK
Circ3DDK
Previous best

0.29
0.52
0.52
0.69

Alkanes

Bergström

0.59
0.70
0.59
0.97

0.25
0.26
0.29
0.69

Table 2.5: Leave-one-out squared correlation coefficient results for the Alkanes, Benzodiazepines (BZD) and Bergström data sets using different decomposition kernels.
Best results are in bold font and second best are italicized.
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The optimal parameters for these sets are the following:
Benzodiazepines: For 2D kernels, a depth of search up to 10 together with the
MinMax similarity.
For Delaunay kernels, a depth of search up to 3, the Element-Hybridization labeling
and the MinMax similarity For histogram kernels (3D and 4D), considering triplets
of atoms and a binning of 0.05 Å.
Alkanes: For 2D kernels, a depth of search up to 2 together with the MinMax
similarity. For Delaunay kernels, a depth of search up to 3, the Element labeling
and the Tanimoto similarity. For histogram kernels (3D and 4D), considering pairs
of atoms with a binning of 0.5 Å.
Bergström: For 2D kernels, a depth of search up to 5 together with the MinMax
similarity. For Delaunay kernels, a depth of search up to 2, the Sybyl labeling and the
MinMax similarity . For histogram kernels (3D and 4D), considering pairs of atoms
and a binning of 0.5 Å.
In our view, results derived on these very small data sets are at best somewhat
indicative of real performance. Thus, in what follows, we focus primarily on the
results derived on the three larger data sets.

Aqueous Solubility (Huuskonen)

Table 2.6 reports the 10-fold cross-validation performance of different spectrum kernels compared to the published results on the prediction of aqueous solubility on the
Huuskonen data set. Results obtained with decomposition kernels can be found in
Table 2.7. The best performance is achieved by a contact histogram kernel with pairs
of atoms (k = 2), and bins of size = 0.5 , closely followed by a 2D kernel with path
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r2

RMSE

AAE

0.82 ±0.01

0.21 ±0.00

0.16 ±0.01

Kernel/Method
1D
2D [d=2, MinMax]

0.90 ±0.00

0.15 ±0.00

0.11 ±0.00

0.84 ±0.01
0.91 ±0.00

0.20 ±0.00
0.15 ±0.00

0.14 ±0.00
0.11 ±0.00

0.90

-

-

0.86 ±0.00
0.88 ±0.00

2.5D Delaunay [d=3, EH, MinMax]
3D Delaunay [d=3, EH, MinMax]
3D Pharmacophores
3D Histogram [k=2, bin=0.5]
3.5D Delaunay [d=3, Sybyl, MinMax]
4D Delaunay [d=3, Sybyl, MinMax]
4D Histogram [k=2, bin=0.5]
Published results [Fröhlich et al., 2004]

0.86 ±0.00
0.86 ±0.00
0.91 ±0.00

0.18 ±0.00
0.17 ±0.00

0.18 ±0.00
0.18 ±0.00
0.15 ±0.00

0.14 ±0.00
0.13 ±0.00

0.14 ±0.00
0.14 ±0.00
0.11 ±0.00

Table 2.6: Prediction performance of spectrum kernels for aqueous solubility using
15 10-fold cross-validations on the 1,026 compounds of the Huuskonen data set. Best
results are in bold font and second best are italicized.
r2

RMSE

AAE

0.60 ±0.00
0.84 ±0.00
0.79 ±0.01

1.30 ± 0.01
0.82 ± 0.01
0.95 ± 0.01

0.95 ± 0.01
0.60 ± 0.01
0.71 ± 0.01

Kernel/Method
WDK
3DDK
Circ3DDK
Previous best

0.91 ±0.00

0.15 ±0.00

0.11 ±0.00

Table 2.7: Prediction performance of decomposition kernels for aqueous solubility
using 10-fold cross-validation on the 1,026 compounds of the Huuskonen data set.
Best results are in bold font and second best are italicized.
length d = 2 and MinMax similarity applied to the counts. The corresponding squared
correlation coefficient is 0.91, compared to the 0.90 value reported by Fröhlich et al.
[2004]

Aqueous Solubility (Delaney)

The performances of different spectral kernels compared to the published results on
the prediction of aqueous solubility are collected in Table 2.8; results obtained with
the decomposition kernels can be found in Table 2.9.
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Kernel/Method

r2

RMSE

AAE

1D

0.87 ±0.01

0.59 ±0.02

0.56 ±0.02

2D [d=2, MinMax]
2.5D Delaunay [d=3, EH, MinMax]
3D Delaunay [d=3, EH, MinMax]
3D Pharmacophores
3D Histogram [k=2, bin=0.5]
3.5D Delaunay [d=3, Sybyl, MinMax]
4D Delaunay [d=3, EH, MinMax]
4D Histogram [k=2, bin=0.5]
Published results [Delaney, 2004]

0.91 ±0.00

0.61 ±0.01

0.44 ±0.01

0.85 ±0.01
0.91 ±0.00

0.83 ±0.02
0.63 ±0.01

0.61 ±0.02
0.45 ±0.01

-

-

0.75

0.88 ±0.01
0.88 ±0.01

0.87 ±0.01
0.87 ±0.01
0.91 ±0.00

0.72 ±0.01
0.72 ±0.01

0.75 ±0.01
0.75 ±0.01
0.64 ±0.01

0.52 ±0.01
0.51 ±0.01

0.55 ±0.01
0.53 ±0.01
0.47 ±0.01

Table 2.8: Prediction performance of spectrum kernels for aqueous solubility using
10-fold cross-validation on the 1,144 compounds of the “small” data set of Delaney.
Best results are in bold font and second best are italicized.
Kernel/Method
WDK
3DDK
Circ3DDK
Previous best

r2

RMSE

AAE

0.61 ±0.00
0.84 ±0.00
0.79 ±0.00

1.31 ±0.01
0.85 ±0.01
0.97 ±0.00

0.96 ±0.00
0.61 ±0.01
0.71 ±0.00

0.91 ±0.00

0.61 ±0.01

0.44 ±0.01

Table 2.9: Prediction performance of decomposition kernels for aqueous solubility
using 15 10-fold cross-validations on the 1,144 compounds of the “small” data set of
Delaney. Best results are in bold font and second best are italicized.
The best performance is achieved by a 2D kernel with a path depth of 2, count
variables, and MinMax similarity measure.
The resulting KSOL kernel solubility predictor achieves an average absolute error of
0.44, compared to the 0.75 value reported by Delaney [2004], corresponding to an
improvement of about 2.5% in terms of relative absolute error.
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r2

RMSE

AAE

0.91 ±0.01

0.47 ±0.00

0.33 ±0.00

Kernel/Method
1D
2D [d=5, MinMax]
2.5D Delaunay [d=3, Sybyl, MinMax]
3D Delaunay [d=3, Sybyl, MinMax]
3D Pharmacophores
3D Histogram [k=2, bin=0.5]
3.5D Delaunay [d=3, Sybyl, MinMax]
4D Delaunay [d=3, Sybyl, MinMax]
4D Histogram [k=2, bin=0.5]

0.94 ±0.00

0.38 ±0.00

0.25 ±0.00

0.87 ±0.02
0.92 ±0.00

0.54 ±0.02
0.43 ±0.00

0.38 ±0.01
0.30 ±0.00

0.91 ±0.00
0.92 ±0.00

0.90 ±0.00
0.90 ±0.00
0.92 ±0.00

0.45 ±0.00
0.43 ±0.01

0.48 ±0.00
0.49 ±0.00
0.44 ±0.00

0.30 ±0.00
0.29 ±0.00

0.32 ±0.00
0.32 ±0.00
0.31 ±0.00

Table 2.10: Prediction performance of spectrum kernels for the logP coefficient using
10-fold cross-validation on the 1,991 compounds of the XLOGP data set. Best results
are in bold font and second best are italicized.
Octanol/Water Partition Coefficient (XLOGP)

The 10-fold cross validation average performances of the different spectrum kernels
on the prediction of logP are presented in Table 2.10; results obtained with the
decomposition kernels can be found in Table 2.11. Again the 2D kernel performs
the best with a squared correlation coefficient of 0.94, similar to what is reported
by Wang et al. [1997].
In addition, we also use the same training set of 1,853 compounds used to train
XLOGP, and the same testing set containing 138 compounds. Using this split, a 2D
kernel achieves a square correlation of 0.946 with a RMSE of 0.338, slightly above
the 0.944 and a RMSE of 0.348 reported in the literature.
Consistent results were obtained on a third validation set containing 105 organic
compounds gathered by Breindl et al. [1997].
The resulting optimal predictor is called kLOGP.
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r2

RMSE

AAE

0.82 ±0.03
0.90 ±0.00
0.90 ±0.00

0.67 ± 0.00
0.47 ± 0.01
0.55 ± 0.00

0.48 ± 0.00
0.33 ± 0.00
0.37 ± 0.00

Kernel/Method
WDK
3DDK
Circ3DDK
Previous best

0.94 ±0.00

0.38 ±0.00

0.25 ±0.00

Table 2.11: Prediction performance of decomposition kernels for the logP coefficient
using 15 10-fold cross-validations on the 1,991 compounds of the XLOGP data set.
Best results are in bold font and second best are italicized.
r2

RMSE

AAE

0.52 ±0.01

44.88 ±0.05

34.30 ±0.04

Kernel/Method
1D
2D [d=10, MinMax]
2.5D Delaunay [d=3, Sybyl, MinMax]
3D Delaunay [d=3, Sybyl, MinMax]
3D Histogram [k=2, bin=0.1]
3.5D Delaunay [d=3, EH, MinMax]
4D Delaunay [d=3, EH, MinMax]
4D Histogram [k=2, bin=0.1]
Published results

0.56 ±0.00

42.71 ±0.04

32.58 ±0.04

0.27 ±0.02

55.01 ±0.05

43.38 ±0.04

0.42

52.0

41.3

0.49 ±0.00
0.50 ±0.00

0.44 ±0.00
0.35 ±0.01
0.40 ±0.00

46.07 ±0.09
45.62 ±0.03

48.35 ±0.06
55.36 ±0.08
50.40 ±0.04

35.37 ±0.08
35.01 ±0.03

37.44 ±0.07
43.43 ±0.08
39.85 ±0.10

Table 2.12: Prediction performance of spectrum kernels for melting points using 10fold cross-validation on the 4,173 compounds in the Karthikeyan data set. Best results
are in bold font and second best are italicized.
Melting points (Karthikeyan)

Tables 2.12 and 2.13 report 10-fold cross-validation results obtained on the data
collected by Karthikeyan et al. [2005].
The 2D kernels, with a depth of 10, achieve the best performance with an average
absolute error of 32.6◦ C, which is a significant improvement over the 39.8◦ C reported
by these authors. The corresponding predictor (KMELT) has a correlation coefficient
of 0.8 and, since the average melting temperature in the data is 166◦ C, an absolute
relative error of about 20 %.
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Kernel/Method
WDK
3DDK
Circ3DDK
Previous best

r2

RMSE

AAE

0.28 ± 0.00
0.44 ± 0.00
0.46 ± 0.00

54.54 ± 0.04
48.48 ± 0.08
47.74 ± 0.09

43.04 ± 0.03
38.06 ± 0.08
37.04 ± 0.07

0.56 ±0.00

42.71 ±0.04

32.58 ±0.04

Table 2.13: Prediction performance of decomposition kernels for melting points using
10-fold cross-validation on the 4,173 compounds of the Karthikeyan data set. Best
results are in bold font and second best are italicized.
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2.6

Discussion and Conclusion

By utilizing spectral feature vectors derived from different molecular representations
(1D-4D), we have developed machine learning kernels for small molecules for the effective prediction of important properties. The quality and robustness of the predictors
is obviously related to the quality and size of the available training sets.
Using the larger training sets available to us, we have derived three predictors for
solubility (kSOL), octanol/water partition coefficient (kLOGP), and melting point
(kMELT) which are available over the web at http://cdb.ics.uci.edu, together
with all the data sets used here and any additional information. All three predictors
achieve performance superior or comparable to the best existing predictors. Solubility
and octanol/water partition coefficient prediction seem close to optimal, while there
is still room for improving the prediction of melting points.
In comparing different kernels associated with different representations, the results
obtained on the larger data sets confirm the trends previously observed in classification problems [Swamidass et al., 2005].
Overall, in the current chemoinformatics environment, the 2D spectral kernels tend
to yield the best results, sometimes closely followed by 3D contact histogram kernels.
Within the 2D kernels, as the size of the data sets increases, we expect kernels based on
MinMax similarity with count feature vectors rather than binary features, and deeper
paths rather than shallow paths, to perform the best. We also observe, with the 2D
and 2.5D kernels, that the labeling scheme including element hybridization, or the
more complex Sybyl labeling scheme, perform better than the more simple schemes.
In 2.5D, varying the α parameter from 1 to 5 Å does not noticeably improve the
results.
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These results may seem at first surprising with respect to the 1D kernels since SMILES
strings contain exactly the same information as 2D graphs of bonds. However, this
can be explained by noticing that the spectral 1D kernels used here are based on
substrings of the SMILES string. The decomposition of SMILES strings into segments
of contiguous letters does not take into account the branching (parentheses) structure
of SMILES strings and is a weaker decomposition than the decomposition of the 2D
graph of bonds into all paths up to a given length originating from all vertices. It is
possible to use a richer set of substructure for SMILES that would take into account
branching. However, this would most likely end up resembling, and hence being
redundant with, the 2D kernel approach.
The superiority of 2D kernels with respect to 2.5D surface, 3D pharmacophore, and
3.5D or 4D conformer kernels may also seem surprising since the 3D structure of a
molecule contains more information than its 2D graph of bonds. This is explained,
however, by the simple observation that the 3D structures of the molecules, which
are required to compute these kernels, are not present in the data sets, nor is any
information about stereochemistry.
Here, to compute these kernels, the coordinates of the atoms in these structures are
predicted, and the stereocenters are assigned arbitrarily. These predictions are likely
to introduce errors that affect prediction performance. This hypothesis is backed up
by the observation that 3D contact histogram kernels lead to the best predictions
on the data set composed uniquely of alkanes, the structure of which is accurately
predicted by CORINA.
Regarding 3D structures, one important new observation is that averaging several
predicted 3D conformations per molecule leads to noticeable improvement, especially
on less performant kernels involving triplets or quadruplets of atoms rather than
pairs. The various binning parameters tested did not raised significant differences in
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prediction quality. Moreover, 4D kernels perform very well for classification on the
Mutag data set presented in previous work [Swamidass et al., 2005].
Within the 3D kernels, more complex kernels such as the pharmacophores kernels
do not give better results than the simpler 3D kernels based on histograms. In
our experience, these more complex kernels applied to predicted structures are still
outperformed by the best 2D kernels, as shown in several additional experiments
that were carried on the four data sets used by Mahé et al. [2006] for classification
problems.
2D kernels with the MinMax similarity measure outperform pharmacophores kernels
on two of these four data sets whereas 1D kernels do better than pharmacophores
kernels on the two remaining sets. In general, with progress in the size and quality of
data set annotation, particularly 3D structure annotation and prediction, we expect
3D kernels to become more useful, for instance as an extra filter in virtual screening
experiments [Lin et al., 2006]. One argument in favor of this theory is that 3D contact
histogram perform at their best on the aqueous solubility and logP sets, which have
a low (about 20 %) rate of chiral molecules, whereas on the melting points data sets
(about 60 % of chiral molecules), they stay far behind 2D kernels. In the second
case, averaging over several conformations (4D contact histogram kernels) noticeably
improves the kernel performances.
Finally, while for relatively large data sets 2D kernels remain the method of choice,
performance comparison of the kernels on smaller data sets yields more variable results. On small data sets, with less than a few hundred molecules, 2D kernels do
not always yield the best performance and all performance assessments conducted on
these small data sets must be considered with some caution because of the statistical
fluctuations induced by small samples. On these small data sets, long feature vectors
are likely to lead to overfitting, thus short feature vectors, where the features are more
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or less “hand picked” using expert knowledge, may still present some advantages.
In order to improve the predictors, one possibility is to linearly combine the different
kernels so as to exploit their qualities simultaneously. We have run some experiments
to that effect using the SHOGUN implementation of the large scale multiple kernel
learning algorithm proposed by Sonnenburg et al. [2006], which is designed to learn
a convex combination of the kernels. In practice, we found that in most cases, the
convex combination learn does not improve on a simple sum of the kernels, which itself
does not outperform the best of the single kernels. However, there has been recent
progress in multiple kernel learning, as exemplified by the paper recently presented
by Cortes et al. [2010] at ICML, and this direction could be worth exploring again.
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Chapter 3
Performing Fast and Accurate
Virtual High-Throughput
Screening
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3.1

Introduction

High-Throughput Screening (HTS), the technique used to identify hits, or molecules
that bind to the target protein, is a complex process involving robotics, optical readers, liquid handlers, and control software in order to rapidly and efficiently screen
batches of hundreds of thousands of compounds against the biological target. Despite recent technological advances, HTS is still a very costly process, of the order
of at least a dollar per compound. Virtual High-Throughput Screening (vHTS) is
the cost-effective, in silico complement of experimental HTS. Unlike screening by
docking or de novo design, which require the structure of the target protein to be
known, a vHTS algorithm [Lengauer et al., 2004, Stahura and Bajorath, 2004] is a
ligand-based approach that uses data from a first exploratory HTS experiment to
predict the activity of new sets of compounds in silico. vHTS is used to facilitate the
selection of compounds for experimental screening in HTS bioassays and translates
into additional protein inhibitor, anti-cancer, and antibiotic leads, which would have
otherwise been missed.
The first algorithm applied to vHTS data was the k-Nearest Neighbor (kNN) classifier, a non-parametric method which has been shown effective in a number of other
domains [Karakoc et al., 2006, Zheng and Tropsha, 2000]. However, this algorithm,
which assigns a new molecule to the class (active or inactive) occurring most frequently among its k closest structural neighbors in the training set, does not perform optimally [Cannon et al., 2006, Geppert et al., 2008, Plewczynski et al., 2006,
Simmons et al., 2008], as it lets all the neighbors contribute equally, regardless of
their respective properties and similarity to the test chemical.
A number of researchers have attempted to rectify the deficiencies of kNN by employing alternate weighing schemes and decision rules [Hastie and Tibshirani, 1996,
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Holmes and Adams, 2003, Kozak et al., 2006, Niwa, 2003, Shang et al., 2006, Specht,
1988, 1991, Tan, 2005, Zhang et al., 2006]. In many domains, including vHTS [Niwa,
2003, Kozak et al., 2006], these modifications can substantially improve classification
performance. However, they are either somewhat ad hoc, cannot adapt to the nuances
of each data set, or do not produce probabilistic predictions. We therefore propose a
novel vHTS method, the Influence Relevance Voter (IRV), which can also be viewed
as an extension of the kNN algorithm.
Although vHTS is sometimes cast as a classification task, it is more appropriately
described as a ranking task where the goal is to rank new compounds such that the
active ones among them fall as much as possible near the top of the ranked list.
However, this task differ from the traditional machine learning meaning of ranking,
in that the goal is not to precisely order the chemicals in relation to each other,
but to globally rank as many actives as possible above the bulk of the inactives.
The experiments required to verify a hit are expensive, so it is critical that true
actives be recognized as early as possible. The Receiving Operator Characteristic
(ROC) curve, which plots true positive rates versus false positive rates, together with
the corresponding area under the ROC curve (AUC) metric, are commonly used in
statistics and machine learning to assess the performance of a classification or ranking
algorithms. However, in vHTS, where the total number of objects to be classified or
ranked tends to be very large relative to the number of objects towards the top of the
list that are useful or testable in practice due to material and financial constraints,
the ROC curve and AUC metric are of little interest.
Several metrics have been previously proposed in the literature for the purpose of
evaluating early recognition. However, none of them seems entirely satisfactory as
they either depend on an arbitrary threshold (e.g. ROC50 or enrichment factors) or on
the number of examples (e.g. pROC); metrics that address these deficiencies, such as
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BEDROC, lack flexibility and do not easily lend themselves to visual interpretations.
(Details about the metrics mentioned above can be found in Section 3.5.2). We
therefore develop a new framework, the CROC framework, which addresses these
drawbacks.
In what follows, we present two benchmark vHTS data sets from two recent open
data mining competitions. We review the state of the art vHTS algorithms, in particular the kNN and its extensions, and describe how the Support Vector Machines
developed earlier in Chapter 2 can be applied to this problem. We then present the
IRV algorithm and discuss its implementation. Before evaluating the performance of
the IRV on the benchmark data sets, we describe and study the CROC framework for
early recognition evaluation. We then show that the IRV and CROC frameworks also
apply to the domain of document retrieval. We eventually conclude with an in-depth
discussion of the IRV and the CROC framework.

3.2
3.2.1

Data
The IJCNN-07 Competition and The HIV Data

In 2007, the International Joint Conference on Neural Networks (IJCNN-07) [Guyon,
2007] organized the Agnostic Learning versus Prior Knowledge Challenge (ALvPK),
a blind prediction competition on five data sets from different fields. One of these
data sets is a vHTS problem. The HIV data set was derived from the Drug Therapeutics Program (DTP) AIDS Antiviral Screen made available by the National Cancer
Institute (NCI) [NCI, 2004].The HIV data set contains assay results for 42,678 chemicals experimentally tested for their ability to inhibit the replication of the Human
Immunodeficiency Virus in vitro.
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The conference organizers processed the raw DTP data in three steps.
First, the HIV data was randomly partitioned into a training set consisting of 10%
of the chemicals and a testing set composed of the remaining 90%, each labeled with
their activity in the screen. Second, the ‘active’ and ‘moderately active’ compounds
were combined into a single active class. This processing step, therefore, reduces the
number of classes to two.
We constructed cross-validation data sets by combining both the training and testing
data sets from the competition.
Active compounds were defined according to the competition rules. The details of
the data partitions for both the cross-validation and competition data sets are summarized in 3.1.
IJCNN-07 (HIV)
Train
Test
Full

Active

Inactive

Total

149
1,354
1,503

4,080
37,095
41,175

4,229
38,449
42,678

Table 3.1: Number of positive and negative examples in the training and testing data
sets used in the IJCNN-07 competition, based on the HIV screens. The IJCNN-07
organizers randomly selected 10% of the data for use as a training set. The last row
in the table, labeled ‘Full,’ shows the size of the data set used for the additional
cross-validation experiments.

3.2.2

The McMaster Competition and The DHFR Data

In 2005, McMaster University organized a vHTS competition using experimental data
generated in their laboratories.
They screened 99, 995 chemicals for inhibition activity against Dihydrofolate Reduc58

tase (DHFR). Inhibitors of DHFR are known to be effective cancer drugs, so this data
set has direct medical relevance. The 99,995 chemicals used in the screen were partitioned into a training and a testing sets of 49,995 and 50,000 chemicals, respectively,
all of which are available on the web [McMaster, 2005].
For each molecule, two assays were performed and the results were reported as the percentage of full DHFR activity achieved in the presence of the test chemical. Lower
percentages correspond to higher inhibition. Chemicals were then classified as inhibitors, i.e. active compounds, when both of the experimental percentages were
below 75%. According to this criterion, less than 0.2% of the data was found to be
active.
It is important to note some peculiarities of the protocol used in the McMaster competition. First, the DHFR data set contains 315 pairs of duplicate chemicals. These
duplicates correspond to identical chemicals tested in solution with, and without,
salt ions. Thus, from an experimental standpoint, these duplicate correspond to different experiments. The organizers, however, did not report which salt ions were
used in each screen. Additionally, all molecules participating in duplicate tests, irrespective of the salt ions, were classified as inactive. Hence, from a computational
standpoint, these duplicates are effectively redundant and should have been removed
from the data to accurately assess performance. Second, rather than randomly partitioning the data, the competition organizers decided to increase the task’s difficulty
by minimizing structural similarity between the chemicals in the training and testing
data [Bender et al., 2005]. At the conclusion of the competition, this decision was
criticized by the participants for artificially lowering the performance of similaritybased vHTS methods.
The submissions to this competition are evaluated in Lang et al. [2005] and Parker
[2005]. For comparison purposes, we first conduct tests using the same exact protocol
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McMaster (DHFR)
Active

Inactive

Total

66
94
160

49,929
49,906
99,520

49,995
50,000
99,680

Train
Test
Full

Table 3.2: Number of positive and negative examples in the training and testing
data sets used in the McMaster competition, based on the DHFR screens. The
McMaster organizers partitioned the DHFR data into two equal halves and attempted
to minimize chemical similarity between each partition. The last row in the table,
labeled ‘Full,’ shows the size of the non-redundant data set used for the additional
cross-validation experiments.

as the one used in the competition, keeping duplicates in the data and using the
same training/validation data split. However, we also conduct additional full crossvalidation experiments where the competition rules do not need to be strictly followed,
so we remove duplicates chemicals from the training and testing data sets.
The details of the data partitions for both the cross validation and competition data
sets are summarized in Sections 3.1 and 3.2.

3.3

State of the Art

In what follows we present three state-of-the-art algorithms for virtual high-throughput
screening: maximum similarity, k-Nearest Neighbors, and support vector machines.

3.3.1

Maximum Similarity

One of the simplest methods for vHTS is the Maximum Similarity (MAX-SIM) algorithm [Hert et al., 2004, 2005], in which each test molecule is scored by its highest
similarity to a known active compound. Molecules with higher scores (most similar
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to one of the active molecules) have a greater likelihood of being active. Formally, if
{A1 , . . . , Ap } is the set containing all known active compounds and S is a similarity
measure between two molecular fingerprints, the output of the predictor, z(X ), for
the test chemical, X , is given by
z(X ) = max S(X , A)

(3.1)

A

MAX-SIM is trivial to implement, does not require parameter tuning, has been well
studied [Hert et al., 2004, 2005], and is intuitively simple. The resulting predictions
yield a ranking and are somewhat interpretable; by examining the active compound
the most similar to the query molecule and the corresponding similarity score, one can
gain insight into the rationale behind the prediction. This method, however, takes
very little information into account since, for instance, it discards all experimental
information about inactive compounds. More refined methods, which consider all of
the training data, can be expected to perform better.

3.3.2

k-Nearest Neighbors

One of the first algorithms to be applied to vHTS is the k-Nearest Neighbor (kNN)
classifier, which had previously been somewhat successfully applied to a variety of biological and chemical problems [Zheng and Tropsha, 2000, Kauffman and Jurs, 2001,
Xiao et al., 2002, Karakoc et al., 2006, Ajmani et al., 2006, Nigsch et al., 2006].
In the kNN approach [Fix and Hodges, 1951], each new data point is classified by
integrating information from its neighborhood in the training set in a very simple
way. Specifically, a new data point is assigned to the class occurring most frequently
among its k closest structural neighbors in the training set.
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Formally, if for a test molecule X , [N1 , . . . , Nk ] are its k nearest neighbors and belong
to the classes [yN1 , . . . , yN k ] ∈ {−1, 1}k , the output of the predictor z(X ) is given by
z(X ) = sign(

k
X

yN i )

(3.2)

i=1

While the kNN algorithm has been applied to chemical data, it does not perform optimally [Cannon et al., 2006, Plewczynski et al., 2006, Geppert et al., 2008, Simmons et al.,
2008] because all the nearest neighbors contribute equally, regardless of their relative
properties and similarities to the test chemical.
Hence, important concepts – such as “the more similar a chemical is to its active
neighbors, the more likely it is to be active itself” or “the closest neighbors should
influence the prediction more than the furthest ones” – are not representable with a
kNN.
Furthermore, the kNN is usually used to classify, rather than to rank, unknown data.
The kNN output can be modified to be an integer between 0 and k by counting
the number of neighbors that are active, instead of taking a binary majority vote.
Formally, if A is the set of all known active compounds and, for a test molecule X ,
N (X ) = {N1 , . . . , Nk } are its k nearest neighbors, the output of the predictor z(X )
is given by

z(X ) =

|A ∩ N (X )|
k

(3.3)

However, even with this quantization many compounds are mapped to the same
integer value and therefore cannot be properly ranked. This is a critical deficiency
for vHTS, where economic or other reasons may dictate that only a few of the top
hits be testable, therefore requiring that one is able to accurately distinguish between
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instances. kNN, even in its quantized version, does not provide a clear ranking of its
top hits.
A number of local refinements have been recently proposed to incorporate the neighbors’ distances in the kNN algorithm. In all these approaches, the distance metric is locally modified, using, for instance, the estimated local relevance [Friedman,
1994], a Chi-square distance analysis [Domeniconi et al., 2002], or, based on linear discriminant analysis, the product of within and between sum of square matrices [Hastie and Tibshirani, 1996], so that the neighborhood is elongated parallel to
the decision boundary, that is to say along the less relevant dimensions, and flattened
orthogonally to it.
Others [Zhang and Zhou, 2005, Shang et al., 2006, Denoeux, 2008] have defined new
decision rules to replace the too simple majority voting of the original algorithm.
Eventually, other refinements weigh the nearest neighbors according to the size in the
training set of the class they belong to [Tan, 2005] or using their similarity to the
data point to classify, either directly [Hechenbichler and Schliep, 2006, Jensen et al.,
2007] or by training a Support Vector Machine on the neighborhood [Zhang et al.,
2006].
Although these modifications can substantially improve classification performance,
they are in most cases somewhat ad hoc and difficult to extend to new data sets, or
do not produce probabilistic predictions.
Another drawback of kNN is the choice of k, which must be optimized through crossvalidation on a grid or via more complex refinements of the algorithms, such as the
likelihood-based inference optimization proposed by Holmes and Adams [2003].
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3.3.3

Support Vector Machines

Alternatively, vHTS can be formulated as a machine learning classification task and
solved with a Support Vector Machines [Geppert et al., 2008, Mahé et al., 2006].
In particular, the kernels presented above in Chapter 2 can be readily applied to
this problem. Based on the conclusions of this chapter, we choose to apply twodimensional kernels based on sub-paths or sub-trees of the molecular graphs.
Two technical problems, associated with vHTS data sets, arise when attempting
to apply a standard SVM implementation. First, as it is the case with the HIV
and DHFR data sets this chapter focuses on, vHTS data sets are much larger than
typical SVM data sets. Using N as the number of examples in the training data
set, the standard formulation of SVM solved by quadratic programming, requires
O(N 2 ) memory usage and O(N 3 ) processing time, quickly becoming very slow as
data sets increase to the size of vHTS experiments. Fortunately, the SVMTorch online
implementation [Collobert and Bengio, 2001] of SVM, with memory-usage scaling like
O(N ) and training time scaling like O(N 2 ), can be successfully applied to data sets
comprising several hundreds of thousands of instances.
Second, vHTS data sets are often extremely unbalanced. The HIV data set, for instance, has about 28 times as many inactive examples as active examples. Unbalanced
data sets are not always well learned by SVM algorithms, which generally assume a
more balanced class distribution. The most straightforward strategy for dealing with
class imbalance is to control the sensitivity (the C parameter, which bounds the values of the weights αT ) of the SVM [Veropoulos et al., 1999, Shin and Cho, 2003].
Misclassified instances of the under-represented class can be more penalized by assigning a higher sensitivity to the under-represented class. In our case, however, this
method does not lead to significant improvements.
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A more complex strategy, referred to as “oversampled SVMs” in the literature, adjusts
for class imbalance by training ensembles of SVMs on class-balanced subsets of the
training data [Estabrooks et al., 2004, Orriols and Bernad-Mansilla, 2005]. In this
study, we build balanced subsets of the training data by splitting the inactive data
into partitions of about the same size as the active data. Each of these partitions is
then combined with the entire data set of active compounds to form a collection of
data sets on which to train an ensemble of SVMs. At the final stage, the predicted
classes (0 for inactive and 1 for active) of each SVM are summed to produce a final
score. The higher this score, the more likely the test molecule is to be active. The
resulting ensembles of SVMs are abbreviated as E-SVM.
A drawback of this approach, however, is that when data sets only have a very small
total number of instances in the under-represented class, E-SVM requires a high
number of individual SVMs to be trained on a very small number of data points. In
particular, the DHFR data set requires 750 individual SVMs to be trained on only
122 data points each. SVMs are likely to perform poorly on such small training sets.
Therefore, we are only able to apply this method to the HIV data set.
As shown in the Results section 3.6, the SVM-based methods yield accurate predictors. These predictors, however, are black-boxes, which are not easy to interpret
beyond the information provided by the support vectors. The SVM decision function
ignores representative examples, which are typically far from the decision boundary.
Consequently, it is difficult to tease out exactly which experimental evidence suggests
how a particular test compound should be classified. Furthermore, all the data’s
modeling power is used to learn the decision boundary; the posterior probability distribution of the data is not directly learned. Consequently, the output of an SVM,
especially far away from the decision boundary, does not always correlate well with
the confidence of a prediction [Tipping, 2001]. This deficiency is problematic in vHTS,
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where ranking active compounds at the top of the prediction list is more important
than learning a single decision boundary between classes.

3.4

The IRV

One of the most widely used tools to assess the performance of a classification or
ranking algorithm in statistics and machine learning is the ROC (Receiver Operating
Characteristic) curve, plotting true positive rates versus false positive rates, together
with the corresponding area under the ROC curve (AUC) metric. However, in many
applications, ranging from information retrieval to drug discovery, the ROC curve
and the AUC metric are not very useful. This is because the total number of objects
to be classified or ranked, such as web pages or chemical compounds, tends to be very
large relative to the number of objects towards the top of the list that are practically
useful or testable due to, for instance, financial constraints. Specifically, consider a
typical drug discovery situation where one is interested in discovering molecules that
may be “active” among a library of 1,000,000 molecules by computational virtual
screening methods, such as docking or similarity search. Depending on the financial
conditions and the details of the corresponding experimental setup, experimentalists
may be able to test in the laboratory, for instance, only the top 1,000 hits on the list.
In such conditions, the majority of the ROC curve is without much relevance and the
AUC is useless. Only the early portion of the ROC curve is of interest. Furthermore,
the precise ranking of the molecules, particularly for the bottom 999,000 molecules, is
also of minor interest. Similar observations can be made in many other areas, ranging
from fraud detection to web page retrieval. What one is really interested in across all
these cases is the notion of early enrichment/recognition/retrieval, having as many
true positives as possible within the list of top hits.
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To further drive this point, consider the following three cases from Truchon and Bayly
[2007] corresponding to an algorithm which either: (1) ranks half the positive candidates at the top of the list and half at the bottom; (2) uniformly distributes the
positive candidates evenly throughout the list; or (3) ranks all the positive candidates exactly in the middle of the list. All three cases yield an AUC of 0.5 although,
if only the top few hits can be experimentally tested, case 1 is clearly better than
case 2 which, in turn, is better than case 3. Good early recognition metrics and
visualization tools ought to easily discriminate between these cases and rank them
appropriately.
Several metrics have been suggested in the literature to address the early retrieval
problem, but none seem entirely satisfactory. Some metrics lack smoothness and require setting arbitrary thresholds, including looking at the derivative of the smoothed
ROC curve at or near the origin, or looking at the ROC curve and its area over the interval [0, t] for some threshold t (e.g. t = 0.05). However, as we will see, methods with
hard cutoffs tend to be less statistically powerful than those without them, because
they throw away meaningful differences in the performance of the classifiers just below
the cutoff. Other interesting metrics which explicitly try to avoid setting an arbitrary
threshold [Sheridan et al., 2001, Truchon and Bayly, 2007, Clark and Webster-Clark,
2008] have other limitations, such as not being adjustable, lacking good visualization
or generality, or requiring the non-principled choice of a transformation (see Discussion).
In what follows we present a novel algorithm for virtual high-throughput screening,
the Influence Relevance Voter (IRV).
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3.4.1

The Influence Relevance Voter

The Influence Relevance Voter (IRV) uses a neural network to combine information
from the neighbors of a chemical to estimate its probability of being active. The input to the network is the list of labeled nearest neighbors and their similarities to the
chemical, possibly with some variations described below. While many neural network
architecture are possible, here we propose a specific implementation which uses the
concept of weight-sharing to reduce the number of free parameters, hence avoiding
overfitting [Bishop, 1995, Baldi, 1995, Baldi and Pollastri, 2003]. This algorithm addresses deficiencies of the SVM-based algorithms by directly modeling the posterior
probability distribution of the data. Furthermore, the IRV naturally exposes the data
used to classify each test instance in an interpretable way.
z

output layer

Ii
hidden layer

Ri

si

X

Vi

ri

ci

Ni

input layer

molecule layer

∀i ∈ {1, 2, . . . , k}

Figure 3.1: The neural network architecture of the IRV using a notation similar to
the plate notation of graphical models. The structure and weights depicted inside the
plate are replicated for and shared with each neighbor i. Thick lines depicts elements
of the graph learned from the data. Dotted lines depict portions of the network
computed during the preprocessing step, during which the test chemical X is used to
retrieve a list of neighbors, {N1 , . . . , Nk } from all the chemicals in the training data.
The directed influences Ii of each neighbor are summed up to into a logistic output
node to produce the final prediction, z(X ).
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At a high-level, the IRV is defined by a preprocessing step, during which all the neighbors of a test molecule are identified, and a processing step, during which information
from each neighbor is fed into a neural network to produce a prediction. The prediction is computed from the “influence” of each neighbor, which in turn is computed as
the product of each neighbor’s “relevance,” encoding how much each neighbor should
affect the prediction, and “vote,” encoding the direction towards which the prediction
should be pushed. 3.1 shows the architecture of the IRV, using a notation similar to
the plate notation used for graphical models, which displays the local dependencies
that are replicated throughout the network, illustrating its structure and exposing
the extensive weight-sharing across the network.
Formally, we compute the IRV’s output as:

z(X ) = σ wz +

k
X
i=1

Ii

!

(3.4)

where X is the test molecule, i ranges from 1 to k over all the k nearest neighbors, Ii
is the “influence” of the ith neighbor on the output, wz is the bias of the output node,
and σ(·) is the logistic function 1/(1 + e−x ). These influences indicate exactly how
much, and in which direction, each training example contributes to the prediction
and can be used to interpret each final prediction. The influence of the ith node is
defined by

I i = Ri V i ,

(3.5)

where Ri is the relevance and Vi is the vote of the ith neighbor. For this study, the
relevance is defined as

Ri = σ (wy + ws si + wr ri )

(3.6)
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where si is the similarity S(X , Ni ) of the ith closest neighbor to the test compound, ri
is the rank of the ith neighbor in the similarity-sorted list of neighbors, ws and wr are
parameters tuning the importance of different inputs, and wy is the bias of the logistic
unit. In order to facilitate learning, all inputs are normalized into standard units
during the preprocessing step, by subtracting the corresponding mean and dividing
by the corresponding standard deviation. For this study, we define the vote by


 w0 if ci = 0
Vi =

 w1 if ci = 1

(3.7)

where w0 is the weight associated with inactive neighbors, w1 is the weight associated
with active neighbors, and ci ∈ {0, 1} is the class of the ith neighbor.
The logistic output of the IRV can be interpreted as a probability and directly encodes
the confidence of each prediction [Dybowski and Roberts, 2001, Baldi and Brunak,
2001]

z(X ) ≈ P (X is active|X ’s structure, training data)

(3.8)

In other words, the output of the network on a test molecule is approximately equal
to the probability of the test molecule being active given its structure and the training
data. This is enforced by training the network to minimize the relative-entropy or
Kullback-Leibler divergence between the true target distribution t(T ) and the predicted distribution z(T ) across all molecules T in the training set [Baldi and Brunak,
2001]. Thus the IRV is trained by gradient descent to minimize the error or, equivalently, the negative log-likelihood given by

−

X
T

t(T ) log z(T ) + (1 − t(T )) log(1 − z(T ))
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(3.9)

It is possible to use other risk functions, which have the potential to lead to subtle
performance gains. One of the advantages of the negative log-likelihood is its ability
to yield a classifier whose output can be interpreted as a probability.
It is also possible to add weight decay terms to the error function, equivalent to
defining a Gaussian prior on the weights, to prevent over-fitting during training.
In practice, overfitting is unlikely because so few parameters are optimized during
training. Three parameters, ws , wr , and wy , are shared across all k neighbors. The
model requires just three additional parameters, w1 , w0 , and wz . Therefore, a total of
only six parameters are learned from the data. Nevertheless, weight decay is included
in this implementation because it seems to further decrease the training time.
The corresponding penalized negative log-likelihood is given by

−

X
T

t(T ) log z(T ) + (1 − t(T )) log(1 − z(T )) + ws2 + wr2 + wy2 + w12 + w02 + wz2 . (3.10)

Each influence, Ii , encodes how much, and in what direction, its associated neighbor
pushes the prediction. Influences with the greatest absolute values affect the output
the most, their associated neighbors are the data upon which the prediction is made.
Those with negative values push the output towards an inactive prediction, while
those with positive values push the output towards an active prediction. Thus the
influences and the prediction are readily understandable by direct inspection and
visualization.

3.4.2

Variations on the IRV

The IRV’s performance can be fine-tuned by several variations. In this study, we
particularly consider: (1) the number of neighbors selected; (2) the class-balance of
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the neighbors; and (3) the weighing of different classes during training. More complex
variations are explored in the discussion.
The network can be presented different total numbers k of neighbors. The network’s
performance is not sensitive to the exact value of k above a certain threshold, but
sometimes small performance improvements can be realized. For the competitions,
we fixed k at 20 and were able to obtain good results with low computational cost.
Rather than presenting the IRV network with nearest neighbors irrespective of their
class, it is possible instead to present an equal number of neighbors from each class.
For example, instead of selecting the 20 nearest neighbors, one can select both the
10 nearest active and the 10 nearest inactive compounds. The latter is most effective
in situations where the number of active compounds is particularly small (e.g. the
DHFR data set).
During training, it is also possible to overweight the log-likelihood of one of the classes,
so as to increase its contribution to the training process. This can be used to address
the class imbalance in most vHTS data sets. For example, if there are 20 times more
inactive chemicals than active ones, then the error associated with each of the active
compounds can be multiplied by 20 during training to restore the balance.

3.5

Early Recognition

In what follows, we introduce and study a general framework, the CROC framework,
for both measuring and visualizing early retrieval performance in a principled way.
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3.5.1

The ROC

Classification (or ranking performance) can be assessed using single-threshold metrics. For a given threshold, one can determine the number of True Positives (TP),
True Negatives (TN), False Positives (FP) and False Negatives (FN) and use these
to compute quantities such as sensitivity, specificity, precision, recall, and accuracy
(e.g. Baldi et al. [2000]). Measuring performance at a single threshold, however, is
somewhat arbitrary and unsatisfactory.
To obviate the problem of setting a threshold and capture performance across multiple
thresholds, it is standard to use ROC or AC curves and the area under these curves.
The ROC (Receiver Operating Characteristic) curve plots the TP rate (TPR), as a
function of the FP rate (FPR). The AC (Accumulation Curve), sometimes referred to
as the Enrichment Curve, plots the TP rate as a function of the FDP, the fraction of
the data classified as positive at a given threshold and is occasionally used to assess
virtual screening methods [Seifert, 2006]. The ROC and AC curves are related by a
linear transformation of the x-axis. The area under the ROC (AUC[ROC]) or under
the AC (AUC[AC]) can be used to quantify global performance. The AUC[AC] is a
linear transform of the AUC[ROC] and the two metrics are approximately equivalent
as the size of the data set increases [Truchon and Bayly, 2007].
Within the ROC or AC framework, a classifier can be assessed by comparing its performance to the performance of a random classifier, or to the best possible and worst
possible classifiers. The random classifier randomly and uniformly distributes all the
positive candidates throughout its prediction-sorted list. This is exactly equivalent
to using a random number generator, uniform in [0, 1], to produce class membership
probabilities. For both the ROC and AC plots, averaging the performance curves of
a large number of random trials of a random classifier constructed in this manner
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yields a straight line from the origin to the point (1,1), with an area of 0.5. Classifiers
worse than random, therefore, yield an AUC[ROC] less than 0.5. Furthermore, the
variance of the random AUC[ROC] or AUC[AC] can be estimated analytically or by
Monte Carlo simulations and used, for instance, to derive a Z-score for the area. The
best and worst classifiers assume that all the positive candidates are ranked at the
top or bottom, respectively, of the prediction sorted list. These also provide a useful
baseline, especially for visualization of the AC curve by providing extremal curve
boundaries. Masking out the portion of the plot above the best possible case and
below the worst possible case curves highlights the region within which the AC curve
is confined (Figure 1).
However, despite their usefulness, the ROC and AC curves and their AUCs measure
and visualize classification performance uniformly across the entire data and therefore
are poorly suited to measure and visualize early retrieval performance. Consider for
instance a situation where one is interested in discovering molecules that may be
active among a library of 1,000,000 molecules, and where, due to financial conditions
and the details of the corresponding experimental setup, experimentalists are only
able to test 1,000 molecules in the laboratory. In such conditions, what matters is to
produce a ranked list of the 1,000,000 molecules in such a way that as many active
chemicals as possible are among the top 1,000 of the list. Only the early portion of
the ROC curve is of interest and the AUC is not very relevant. Also note that the
precise ranking of the molecules, both among the top 1,000 and among the bottom
999,000, is of minor interest. To further drive this point, consider the following three
cases from Truchon and Bayly [2007] corresponding to an algorithm which either: (1)
ranks half the positive candidates at the top of the list and half at the bottom; (2)
uniformly distributes the positive candidates evenly throughout the list; or (3) ranks
all the positive candidates exactly in the middle of the list. All three cases yield
an AUC of 0.5 although, if only the top few hits can be experimentally tested, case
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1 is clearly better than case 2 which, in turn, is better than case 3. Good vHTS
evaluation metrics and visualization tools ought to easily discriminate between these
cases. Therefore, it is necessary to keep in mind this notion of “early recognition”
(or “early retrieval”) when evaluating vHTS algorithms. We next introduce some
of the metrics or visualizations previously proposed in the literature to address this
shortcoming.

3.5.2

Early Recognition Metrics in the Literature

Enrichment Factor One of the most commonly used metrics for assessing early enrichment is the enrichment factor (EF), or Initial Enhancement (IE) [Kearsley et al.,
1996] at a given cutoff. For a given cutoff c (usually c = 1% or c = 5%), the enrichment factor EF is given as the ratio of the observed number of actives at this cutoff
to the number of actives that would be expected at the same cutoff if the actives were
randomly distributed among the list of ranked compounds:

EFc =

Pp

i=1

δ(rank(Ai ), cN )
cp

(3.11)

where δ(rank(Ai ), cN ) is 1 if rank(Ai ) < cN and 0 otherwise and {A1 , A2 , . . . , Ap }
are the active compounds.

ROC50 Another approach consist in using a low threshold cutoff for the ROC or
AC curves. In particular, Gribskov and Robinson [1996] propose to use the ROC50,
which is defined as the area under the ROC curve until 50 false negatives are found.
A major drawback of these cutoff-dependent metrics is that they are not very robust
if the total number of active compounds is small (which is generally the case in virtual
HTS), that is to say that moving one or two compounds across the active-inactive
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boundary makes a large difference in the value they take.

pROC Clark and Webster-Clark [2008] propose to apply a different logarithmic
transformation to the ROC curve by transforming its x-axis using

p(x) = log10 (max[x, 0.5/N ]).

(3.12)

In this formula, the max function is used to avoid a 0 argument in the logarithm when
x = 0. The transformed curve is called a pROC curve by these authors, and obviously
the same transformation could be used to derive a pAC curve which does not require
the zero-point correction. ROC and AC curves transformed by this equation extend
from (log10 (0.5/N ), 0) to (0, 1) (Figure 3.3).
This logarithmic transformation, however, has two deficiencies. First, the width of
the curve varies based on the number of examples. This means that performance
curves from data sets with different sizes cannot be meaningfully compared on the
same plot. Furthermore, there is no way to tune the importance of the early portion
of the curve. In some applications, only the top ten percent may be interesting or
experimentally testable, while in other applications only the top one percent may be
useful.
Ideally, a metric should be tunable to these differences.

RIE To address the drawbacks of the IE, Sheridan et al. [2001] propose the Robust
Initial Enhancement (RIE). They define a smooth count of the number of actives at
the beginning of the list, S, by

S=

p
X

e−rank(Ai )/a

(3.13)

i=1
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where and a ≪ N is a parameter. The RIE is then simply the ratio of this count to
the one that would be obtained by chance, more formally

RIE = S/hSi

(3.14)

where hSi represents the mean S calculated from 1000 trials where the ranks of the
actives are randomly reassigned a value from 1 to N while ensuring no two actives
have the same rank.
This number of 1000 trials can however not be large enough to obtain an accurate
value if N is very large, as it is the case for our data. Truchon and Bayly [2007] show
that the exact analytical formula for this average is
p
hSi =
N



1 − e−a
ea/N − 1



(3.15)

BEDROC Truchon and Bayly [2007] derive the Boltzman-Enhanced Discrimination of the Receiver Operating Characteristic (BEDROC) by normalizing the RIE. It
is defined as:

BEDROC =

RIE − RIEmin
RIEmax − RIEmin

(3.16)

Provided that a 6= 0 and ap/N ≪ 1, the BEDROC metric is the probability that
an active will be found before a compound that would come from a hypothetical
exponential probability distribution of parameter a, whereas the AUC[ROC] can be
interpreted as the probability that an active will be found before a compound that
would come fro a hypothetical uniform distribution.
RIE and BEDROC have a geometric interpretation described in Figure 3.2.
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Figure 3.2: The geometric relationship between the CAC(exp) curve and two early
recognition metrics. Each letter, from A to F, corresponds to an area delimited by
curves and the boundary of the plot. Both the Robust Initial Enhancement (RIE)
and Boltzman-Enhanced Discriminate Receiver Operating Characteristic (BEDROC)
metrics can be expressed as ratios of particular areas of the plot.
SLR Alternatively, Zhao et al. [2009] propose the Sum of Log Ranks (SLR) defined
as:

SLR = −

p
X
rank(Ai )
i=1

(3.17)

N

The particular standpoints used to derive these metrics did not lend themselves to
deriving a general magnification framework that can be extended to, for instance,
ROC curves, different magnification functions, or corresponding visualizations.
Furthermore, both the RIE and SLR metrics are larger than one and their ranges
vary with the data set to which they are applied, which is somewhat at odds with all
other commonly used metrics for classification.
The ROC framework can be extended to, for instance, account for imprecision in
targets [Provost and Fawcett, 2001] or instance-dependent cost [Fawcett, 2006]. Here
we introduce a novel extension for early enrichment, the CROC framework, which
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addresses all these issues. We use ROC curves as a starting point, but similar ideas
readily apply to accumulation curves.

3.5.3

The CROC

The CROC Framework

Here we propose a different approach whereby any portion of the ROC curve of interest
is magnified smoothly using an appropriate continuous and monotone (hence 1 to 1)
function f from [0,1] to [0,1], satisfying f (0) = 0 and f (1) = 1. Since this general
approach tends to concentrate resources on a particular portion of the ROC curve, we
call it the Concentrated ROC (CROC) approach (and CAC for Concentrated-AC).
The approach can be used to magnify the x- axis, or the y-axis, or both. Here we
focus primarily on magnification along the x-axis, since this is the most critical in
early retrieval, but the same ideas can be applied to the y-axis if necessary. Because
we are interested in the early portion of the ROC curve, we need a function that
expands the early part of the [0,1] interval, and contracts the latter part. This is
easily achieved using a function f which is concave down (∩), i.e with a negative
second derivative in the differentiable case. Many such functions are possible and it
is reasonable to further require that such functions have a simple expression, with at
most one parameter to control the overall level of magnification. Examples of natural
choices for the function f , using exponential, power, or logarithmic representations
include:

f (x) =

1 − e−αx
1 − e−α

, f (x) = x1/(α+1) ,

f (x) =

log(1 + αx)
,
log(1 + α)

(3.18)

where α > 0 is the global magnification factor. The logarithmic transformation
79

Figure 3.3: Different performance curves for a data set with 10 instances and positives ranked 1, 2, 4, 5, and 8 by a hypothetical prediction algorithm. Left column: AC curves. Right column: ROC curves. pAC and pROC use a logarithmic transformation described in Clark and Webster-Clark [2008]. For each row from
the top, the x-coordinates are: (1) untransformed; (2) transformed by logarithmic equation f (x) = log10 (max[x, 0.5/N ]); (3) transformed by logarithmic equation
f (x) = log(1 + αx)/ log(1 + α); (4) transformed by power equation f (x) = x[1/(1+α)] ;
and (5) transformed by exponential equation f (x) = (1 − e−αx )/(1 − e−α ). α is the
global magnification factor and N the total number of examples. α is chosen so that
f (0.1) = 0.5. For AC curves, areas above the best and below the worst possible curves
are shaded. Dotted lines represent the performance of the random classifier.
f (x) = [log2 (1 + x)]1/(α+1) is also possible but yields curves that are fairly similar to
the power transformation above, as can be seen with a Taylor expansion. Of course,
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the common technique of displaying the initial portion of the ROC curve is equivalent
to using the transform function:

f (x) = min [x(1 + α), 1] = min [x/t, 1] ,

(3.19)

where t, equal to 1/(1 + α), is the hard threshold after which the ranks of positive
instances are ignored. This last transform can be reparameterized to choose t– and α
in turn – to fix the number of false positives at set number for a particular data set.
For all these transformations, at a given point x, the derivative f ′ (x) measures the
local degree of magnification: a small interval of length dx near x is transformed into
an interval of length f ′ (x)dx. If f ′ (x) > 1, the region around x is being stretched.
If f ′ (x) < 1, the region around x is being contracted. Thus the functions under
consideration magnify the early part of the x axis until the point where f ′ (x) = 1
where there is no magnification. Past this point, the functions contract the x axis.
The early recognition performance of a classifier can be measured by the area under
the CROC (AUC[CROC]). This area depends on the magnification factor α and
therefore both the area and α must be reported.

Choice of Magnification Curve and Parameters

The choice of magnification curve f and magnification parameter α can be done
using additional considerations, such as “user behavior”. For instance, in a web
page retrieval application, one may know on average how often the first, second,
third, . . . records are clicked [Baeza-Yates and Tiberi, 2008]. The corresponding decreasing curve of how relevant each rank is provides valuable information for the range
and magnification levels required. While it is possible to use the empirical relevance
levels recorded in a particular application, for a more principled approach here we
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can imagine that this relevance g(r/N ) decays exponentially or as a power law, as a
function of the rank r [the scaling factor N is the total number of examples]. Thus
g(r/N ) = Ce−βr or g(r/N ) = C/(r/N )β+1 , with β > 0. It is reasonable to require
the local magnification factor to be proportional to the corresponding relevance so
that
f ′ (x) = Dg(x)

(3.20)

for some proportionality constant D, so that f (x) = DG(x) + K, where G is a
primitive of g and K is another constant. In the exponential and power-law cases,
Equation 3.20 can be solved exactly taking into account the boundary values f (0) = 0
and f (1) = 1. When g decays exponentially, a simple calculation yields precisely the
magnification function f (x) =

1−e−βx
1−e−β

thus α = β. When g decays like a power law,

one obtains precisely f (x) = x−β thus α = β − 1. Thus, in short, the magnification
function can be derived precisely from the relevance function.
In the application to be considered, an exponentially decaying relevance fits well with
the drug discovery setting. Thus, in the rest of the paper, for both theoretical and
practical reasons we use the exponential transformation f = (1 − e−αx )/(1 − e−α )
with magnification factor α. The same ideas, however, can be applied immediately
with any other transformation.
For setting the parameter α, several strategies can be used. Solving f ′ (x) = 1 yields
the point where the local magnification is 1.
For the exponential transformation, this gives
1 − e−α
log(α)
1
)≈
.
x = − log(
α
α
α

(3.21)
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the approximation being valid for large values of α. Alternatively, one could choose α
to map a particular value of x to another one in a sensible way (e.g. f (0.1) = 0.5), or
to match other particular conventions (e.g α = 20 in the exponential case corresponds
roughly to 8% enrichment).
Under smoothness assumptions, it can be shown by a Taylor expansion of the ROC
function, that in the limit of very large α the AUC[CROC] goes to 0 like ROC’(0)/α,
where ROC’(0) represents the derivative of the ROC curve at the origin. Note that if
both the x and y axis are magnified with the same transform using the same α, then
the limit is ROC’(0). Thus asymptotically the AUC[CROC] depends on the tangent
of the ROC curve at the origin, although in practice CROC curves are interesting
primarily for finite values of α.

AUC[CROC] Of Random Classifiers

Figure 3.4 displays the CROC curve of a random classifier for several values of α.
As for the AUC[ROC], the AUC[CROC] can also be compared to the same area computed for a random classifier. The ROC curve of a completely random classifier is the
straight diagonal line y = x between the points (0,0) and to (1,1). The CROC curve
of a random classifier is easily obtained by applying the magnification function f to
this line. In the case of the exponential transform, the equation of the corresponding
curve is given by

y=−

log[1 − x(1 − e−α )]
.
α

(3.22)

This curve is approximately a line y ≈ x(1 − e−α )/α when α is small. But otherwise
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the curve is far from being a line (see Figures 1 and 3.10). The AUC[ROC] of a
random classifier is 0.5. The AUC[CROC]rand of a random classifier is given by

Z

1
0

−

log[1 − x(1 − e−α )]
−αe−α − e−α + 1
1
e−α
=
=
−
α
α(1 − e−α )
α 1 − e−α

(3.23)

and so it behaves like 1/α for large values of the magnification factor α.

3.5.4

Assessing Significance

Assessing the statistical significance of the difference in performance between two
classifiers is a fundamentally more important task than establishing the significance
between a classifier’s performance and a random classifier. In most research settings, several classifiers which clearly perform much better than random are known.
The difference in performance between these classifiers, however, can be more subtle and require a statistical test. In simple terms, how significant is a difference in
AUC[ROC] for classification or AUC[CROC] for early enrichment between two different algorithms? We propose six ways of assessing the significance of the difference
between two performances, (1) an unpaired permutation test, (2) a paired permutation test, (3) an unpaired t-test, (4) a paired t-test, (5) an unpaired Wilcoxon test,
and (6) a paired Wilcoxon test.
The unpaired permutation test follows from the observation that the performance
of the algorithms being compared is exactly defined by the size N of the data set
and the exact ranks of the positive instances in this data set [Zhao et al., 2009].
Next, the ranks of the positive instances from both methods are pooled together and
randomly partitioned into equally sized sets of ranks. Once the ranks are sampled in
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this way, the difference in performance between these two randomly derived methods
is computed using, for instance, AUC[ROC] or AUC[CROC]. Several samples of this
difference in performance can be drawn by repeatedly partitioning the ranks and
compared to the observed value of interest. Significance can be assessed by estimating
a p-value corresponding to the percentage of times that the sampled differences in
performance are greater than the observed difference. Enough samples should be
drawn to establish the desired level of confidence in the p-value. For example, if the
observed difference in performance between method A and method B is 0.13, then
this difference would be considered significant at a p = 0.05 level if at most 50 out of
1000 sampled performance differences are greater than 0.13.
The paired permutation test is novel in the context and computed in a nearly identical
manner. The only difference is the way the ranks are partitioned. For the paired
permutation test, the ranks are partitioned so as to ensure that each instance’s rank
is included exactly one time in each partition. This is equivalent to flipping an
unbiased coin once for each instance in the data set. If the coin comes up heads, the
rank of this instance in the first method’s list is put in the first partition and the rank
in the second method’s list is put in the second partition. If the coin comes up tails,
the ranks are placed in opposite partitions. Once the ranks have been partitioned,
the computation proceeds without further modification to yield a p-value, with a
sufficient number of Monte Carlo samples.
The permutation tests we have described make few assumptions about the data but do
require substantial amounts of computations, especially for the reliable estimation of
small p-values. A faster approach is obtained by performing the appropriate unpaired
and paired t-tests. These t-tests rely on normality assumptions or approximations,
which may be more or less accurate, and therefore the t-tests can be expected to be
less precise than extensive permutation testing.
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The t-tests are computed by observing that the AUC[CROC] is equivalent to computing the mean of the transformed FPRs of the positives instances.
For example, if a method ranks five positive instances at ranks 1, 2, 4, 5, 7 in a list of 10
total instances, this corresponds to FPRs of {0, 0, 0.2, 0.2, 0.4}, respectively for each
positive instance, and the transformed FPR of {f (0), f (0), f (0.2), f (0.2), f (0.4)}. It
can easily be seen that the AUC[CROC] is exactly the mean of {1 − f (0), 1 − f (0),
1 − f (0.2), 1 − f (0.2), 1 − f (0.4)}. From this observation, we can compute a t-test
between the population of transformed FPRs produced by one classifier against the
similar population produced by another classifier. This approximates the results of
the unpaired permutation test. Similarly, a paired t-test between the two populations
approximates the results of the paired permutation test. An even faster approximation for the unpaired case can be obtained by using cross-validation methods to
estimate the mean and standard deviation of the performance of each classifier and
apply a t-test using those values. Likewise, the paired t-test can be computed from
the mean and standard deviation of difference between the transformed ranks by each
method. The results from the t-tests approximate the results from the corresponding
permutation test.
A parallel derivation can be constructed which shows that computing the AUC[CAC]
is equivalent to computing the mean of the transformed ranks. Using the same example, this would correspond to computing the mean of f (0.1), f (0.2), f (0.4), f (0.5), f (0.7).
From this observation, it is easy to see how a t-test approximation of the permutation
test can be constructed for the AUC[CAC] as well.
The accuracy of the t-test approximations depend on the normality of the distribution
of the transformed ranks. Clearly, there is good reason to believe that transformed
ranks are very skewed, and therefore violate the t-tests’ normality assumption. This
motivates the last two significance tests we suggest, which use either a paired or un86

paired Wilcoxon test on the same population of transformed ranks we applied the
t-test. The Wilcoxon tests are more robust to outliers and do not make normality
assumptions; however, they are not designed to analytically approximate the permutation test. Still, if they yield substantially higher significance in practice there may
be good justification for using them.

3.5.5

Maximizing Early Enrichment

An important question is whether a learning algorithm can be developed to emphasize early recognition, as opposed to classification or ranking over the entire data. A
possible approach to address this issue is to try to optimize CROC behavior, rather
than ROC behavior to, for instance, maximize the AUC[CROC] rather than the
AUC[ROC]. For this end, we propose an iterative algorithm where the training examples are reweighted after each training epoch giving, everything else being equal,
higher weights to higher ranked examples. We describe several variations on this
basic idea and explore them in the simulations. We assume that there are N training
examples. All the examples are initialized uniformly, with a weight equal to 1/N .
After each training epoch t, the weights are modified according to a polynomial or
exponential decaying scheme of the form
wr (t + 1) = Ce−γr ,

wr (t + 1) =

C
rγ+1

(3.24)

where wr (t) denotes the weight of the example with ranking r = r(t) after the first
t epochs. The constant C is used to normalize the weights so that the sum of the
weights remain constant. It can be shown that taking the gradient of AUC[CROC]
defined by different transforms corresponds to specific these weighting schemes.
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A first variation on this idea is to multiply the weight update rule by the density of
the scores that are in the neighborhood of the score of the example ranked r so that
wr (t + 1) = Ce−γr g(r),

wr (t + 1) =

C
rγ+1

g(r).

(3.25)

Here g(r) represents the empirically measured or continuously smoothed density of the
classifier scores around the score of the r-th ranked example. Intuitively, if this density
is high, slightly improving the classification score of the corresponding example ought
to have a larger effect than if the density is low. Other schemes not explored here
could use differentially the density of positive and negative examples.
A second variation on this idea, is to change the parameter γ during training, increasing it monotonically at each epoch, according to some schedule, linear or other.
As in simulated annealing, the goal is to start with low values of γ to avoid getting
stuck in early local minima.
In what follows we focus on the IRV exclusively, but in principle these ideas can
be applied to any learning method that allows for weighting the importance of the
training instances.

88

1.0
0.6
0.4
0.0

0.2

True Positive Rate

0.8

ROC
CROC α=3.3
CROC α=7
CROC α=14

0.0

0.2

0.4

0.6

0.8

1.0

f(False Positive Rate)

Figure 3.4: The CROC performance curves of a random classifier plotted multiple
times using different α values. As α grows the early portion of the curve is increasingly
magnified and the late portion of the curve is increasingly compressed to the right.
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3.6
3.6.1

Results
IRV Performance According To Traditional Metrics

Each of the vHTS algorithms we described, MAX-SIM, kNN, SVM, and IRV, outputs
a number for each chemical in the unknown data set. This number is used to rank
the data set and the ranks of the true actives are used by various metrics to quantify
performance and assess each method. We report the cross-validation performance
of the MAX-SIM, kNN, SVM and IRV methods on both the HIV and DHFR data
sets. For kNN, the number of neighbors k is set to the value between 3 and 21 which
results in the best 10-fold cross-validation performance on the training set. In order
to directly compare our methods with others, we also present the performance of each
method obtained while following the IJCNN-07 and McMaster competition protocols.

HIV Data

The IJCNN-07 competition winners were determined according to the Balanced Error
Rate (BER) metric. This metric requires to set a threshold, learned during the
training stage, to separate predicted actives from predicted inactives. Once this is
done, the BER is defined as the average of the proportion of actives mistakenly
predicted as inactives (false negatives) and the proportion of inactives mistakenly
predicted as actives (false positives). The lower the BER score, the better the method
is at separating classes.
Whenever the participants associate a list of prediction values, rather than binary
classes, with their submission, the IJCNN-07 competition also reports the area under
the ROC curve (AUC[ROC]).
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BEDROC

BER

AUC[ROC]

IJCNN-07
RANDOM

0.035

0.283
0.500

0.771
0.500

IRV
E-SVM
SVM
kNN
MAX-SIM

0.500
0.465
0.507
0.446
0.439

0.271
0.269
0.280
0.291
0.283

0.762
0.764
0.758
0.749
0.739

Table 3.3: Performance of several methods on the HIV data, trained and evaluated
on the training and test sets defined by the IJCNN-07 competition. The IJCNN-07
row shows the best performance submitted to the competition not including results
submitted by our research group. The “RANDOM” row shows the performance of a
random classifier. A value that is not available is denoted by ”-”. Best performances
are in bold, and second best performances are in italics.

We also report BEDROC values so as to evaluate the different vHTS algorithms for
early recognition using a well-established metric.
We participated in the IJCNN-07 competition by entering our E-SVM and IRV predictions for the HIV data set in the Prior Knowledge track. As the competition was
judged by BER, the E-SVM won first place with a BER of 0.269 and the IRV took
second place with a BER of 0.278. The IRV’s performance was not fully optimized at
the time, and we now report a BER of 0.271, slightly above the winning entry. Thus
again on this data set the performance of the IRV is at least equal to the performance
of the SVM-based methods. Table 3.3 reports the performance of the MAX-SIM,
SVM, and IRV methods in comparison with both a random classifier and the best
participants in the IJCNN-07 experiment.
The E-SVM performs slightly better than the IRV in terms of BER and AUC[ROC].
However, the best BEDROC of 0.507 is obtained with the SVM (while the E-SVM
ranks third with a BEDROC of 0.465). The IRV, with a BEDROC of 0.500, is a close
second. This suggests that there is a trade-off between global separation and early
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RANDOM

BEDROC

BER

AUC[ROC]

0.035

0.5000

0.5000

IRV 0.630 ±0.002
E-SVM 0.573 ±0.004
SVM 0.616 ±0.003
kNN 0.603 ±0.002
MAX-SIM 0.526 ±0.002

0.210
0.199
0.217
0.213
0.225

±0.002
±0.004
±0.002
±0.003
±0.003

0.845
0.845
0.852
0.833
0.806

±0.002
±0.002
±0.003
±0.003
±0.002

Table 3.4: 10-fold cross-validated performance of several methods on the HIV data
used in the IJCNN-07 competition. The “RANDOM” row shows the performance of
a random classifier. When available, leave-one-out cross-validation performances are
displayed between parenthesis. All other cross-validation performances are obtained
by averaging 15 10-fold cross-validations. Best performances are in bold, and second
best performances are in italics.

recognition for the SVM-based methods, while the IRV, in contrast, may optimize
both performances simultaneously.
Figure 3.5 illustrates how easy it is to interpret the IRV prediction, by tracking and
visualizing the underlying influences corresponding to the experimental evidence used
in order to make a prediction. Visualizing the IRV influence’s is much more informative than explanations derived from an SVM, which prunes most of the experimental
data from the final model.
The performance is computed by averaging 10 random 10-fold cross-validated performances, using for each fold 90% of the data for training and 10% of the data for
validation. Detailed results are described in 3.4. The SVM and E-SVM require about
1,000 seconds to train each fold, which amounts to approximately 500 CPU-days to
LOO cross-validate the full data set. Therefore, the SVM LOO performances are
excluded.
The IRV achieves the highest BEDROC of 0.630. Both SVM and E-SVM are clearly
behind the IRV in term of BEDROC performance, with values of 0.616 and 0.530
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Figure 3.5: The influences on an accurately predicted hit from the HIV data set,
obtained in the cross-validation experiment, are displayed as a bar graph. The IRV
used to compute these influences was trained using the top 20 neighbors. The experimental data both supporting and countering the prediction are readily apparent. The
structures of selected neighbors are included for inspection. Compounds on the right
are structurally similar and active. Compounds on the left are structurally similar
and inactive.
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Figure 3.6: The 10-fold cross-validated performances of various algorithms on the full
HIV data are displayed using (1) a standard ROC curve; and (2) a pROC curve. The
pROC curve plots the False Positive Rate on a logarithmic axis to emphasize the
crucial initial portion of the ROC curve [Clark and Webster-Clark, 2008].
respectively. The best BER (0.199), is however achieved by the E-SVM. The ROC
and pROC curves for the HIV data are plotted in Figure 3.6. While the SVM and
IRV are approximately equivalent in the critically relevant early part of the ROC
curve, the E-SVM, in spite of yielding the best BER, does not seem to perform as
well for early recognition.
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BEDROC

EF 1%

EF 5%

AUC[ROC]

McMaster
RANDOM

0.002

2
0.9

13
4.7

0.500

IRV
SVM
kNN
MAX-SIM

0.100
0.084
0.065
0.045

3
1
1
0

13
4
8
3

0.577
0.585
0.517
0.487

Table 3.5: Results obtained on the DHFR data set used in the McMaster competition.
The “RANDOM” row shows the performance of a random classifier. A value that
is not available is denoted by ’-’. Best performances are in bold and second best
performance are in italics.

DHFR Data

In the McMaster competition, performance is assessed according to the number of
active compounds retrieved in the top 1% and top 5% of the prediction-ranked test
data. This is equivalent to looking at the Enrichment Factor (EFf % ), which is the
proportion of active compounds retrieved in the first f percent of the ranked list of
chemicals.
We did not enter any of our predictors in the McMaster competition, which took place
before the beginning of this work, but we do retrospectively compare our results,
following the competition rules, to published results. For this competition, even the
winner was only able to correctly retrieve a small fraction of the active chemicals in
the test set: 2 in the top 1% and 13 in the top 5% of the prediction-ranked output.
A detailed comparison of the performances obtained while following the competition
rules are presented in Table 3.5.
For the IRV, optimal results are achieved by presenting the 10 nearest active neighbors and 10 nearest inactive neighbors to the network. Furthermore, for all the
classifiers, optimal results are obtained using the relaxed criterion to label actives
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during training. For the relaxed criterion, instead of labeling active compounds when
both experimental scores are less than 75%, we label compounds active if at least
one score is below 75%. This increases the pool of positive examples during training,
feeding the classifiers additional information. Actives are assigned by the relaxed criterion only during training; test performance are computed using the more stringent
competition criterion to ensure our results are comparable with the literature.
Both the SVM and the MAX-SIM method perform worse than random, retrieving
only 4.2% and 3.1% of the actives respectively, in the top 5% of their predictionranked lists. This performance is similar to most submissions to the competition, as
29 out of 32 participants also retrieved 4.2% of hits in the top 5% of their ranked list,
and only one of them also found more than 1.1% of hits in the top 1%.
The IRV, in contrast, detects almost 14% (13 out of 94) of the actives in the top 5%
of the ranked list, which is as good as the best entry in the competition. Moreover,
the IRV detects one more active in the top 1% of the prediction-sorted data than
this best entry. Altogether, these results show that the IRV performs much better
than the SVM and slightly better than the best methods in the community on this
challenging data set.
Although the results from the McMaster competition provide a useful basis of comparison for performance, the organizers did not maintain information about the exact
methods used by each participant. It is impossible to determine retrospectively, for
example, the method that led to the best entry.
We also cross-validate our methods on the DHFR data set. Performances are computed by averaging the results of ten random 10-fold cross-validations. We also report
the LOO cross-validation performance of both the MAX-SIM and IRV methods.
The performance of our methods on the full, non-redundant data is reported in 3.6.
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BEDROC EF 1%
RANDOM

0.002

1.6

IRV
SVM
kNN
MAX-SIM

0.251 ± 0.005
0.200 ± 0.002
0.177 ± 0.002
0.062 ± 0.007

20 ±2
22 ±1
20 ± 1
4±0

EF 5%

AUC[ROC]

8.0

0.500

±2
±2
±1
±1

0.714 ± 0.002
0.585 ± 0.004
0.588 ± 0.004
0.540 ± 0.002

40
33
29
13

Table 3.6: 10-fold cross-validated performance on the DHFR data set used in the
McMaster competition. The “RANDOM” row shows the performance of a random classifier. When available, leave-one-out cross validation performances are displayed between parenthesis, all other cross validation performances are 10-fold crossvalidations. Best performances are in bold and second best performance are in italics.

The optimal performances are reached using the relaxed criteria for assigning actives
and presenting the IRV with the 10 nearest active neighbors and 10 nearest inactive
neighbors. Retrieving 20.6% of the actives in the top 5% of the ranked list, the
SVM performs much better than both the random classifier and MAX-SIM, which
retrieves only 8.8% of the actives in the same fraction. The IRV performs much
better, retrieving 25% of the active compounds in the top 5% of the prediction-sorted
data. The superiority of the IRV over the SVM is also apparent in its BEDROC
performance of 0.251 for the IRV versus 0.200 for the SVM. Furthermore, of the top
20 IRV predictions, nine were true actives. The top twelve hits are listed in 3.7. The
nearly ideal ranking of the top hits was not duplicated by the SVM.
The cross-validated ROC and pROC curves for the DHFR data are displayed in
Figure 3.8. Consistent with the performance metrics, these curves clearly show the
superiority of the IRV, both for class separation and in terms of early retrieval, on
this particularly challenging data set.
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Figure 3.7: Top twelve accurately predicted hits by an IRV cross-validated on the
DHFR data set. Prediction-sorted rankings are in bold and the IRV outputs are
in parenthesis. Strikingly, the top hits are ranked at the very top of the predictionsorted list. Although they exhibit a high degree of similarity, the top hits have several
different scaffolds.
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Figure 3.8: The 10-fold cross-validated performances on the DHFR data. (a) ROC
(b) pROC curve. The pROC curve plots the FPR on a logarithmic axis to emphasize
the crucial first portion of the ROC curve [Clark and Webster-Clark, 2008].
IRV Hyperparameters

Table 3.7 reports the best performing similarity measure in terms of labeling scheme,
substructures (paths vs trees), depth, and similarity metric. In practice, the performance does not widely vary between different labeling schemes or number of neighbors.

IRV Performance Estimation

The fact that the output of the IRV is probabilistic can be used to estimate the
number of hits retrieved by the algorithm in a given fraction of the data set. If the
IRV was an ideal classifier, active compounds would be given a prediction value 1
and inactive compounds a prediction value of 0; therefore the sum of the prediction
values over a subset of the data would be exactly the number of active compounds in
this subset. In practice, summing the prediction values of the IRV over a subset of
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the data does approximate the number of hits in this subset well enough, as shown
by the results in Table 3.8, which reports the actual and estimated number of actives
in the top 1% and 5% as well as the entirety of both the HIV and DHFR data sets.
Furthermore, Figure 3.6.1 displays the estimated versus actual enrichment factor at
each possible cutoff for both data sets.
Competition Rules

Cross-Validation

HIV

DHFR

HIV

DHFR

E
Trees (d ≤ 2)
MinMax
20

EC
Paths (d ≤ 8)
Tanimoto
10+10

EC
Trees (d ≤ 2)
Tanimoto
20

EC
Paths (d ≤ 8)
MinMax
10+10

Table 3.7: Hyperparameters, in terms of similarity schemes (labeling, graph substructures, and depth), similarity measures, and class-balance of the nearest neighbors in
the IRV, that gave optimal performance in each experiment. For 20 nearest neighbors,
the class-balance is indicated as “20” if they were picked independently of their class
and “10+10” if the 10 nearest active neighbors and the 10 nearest inactive neighbors
were chosen. The optimal scheme is always consistent across all methods and across
all folds of the cross-validation experiments.

HIV
Top 1%
Top 5%
Entire data

DHFR

Estimated

Actual

Estimated

Actual

376
797
1510

346
842
1503

12
33
161

20
40
160

Table 3.8: Actual and estimated number of active compounds in the top 1%, top 5%,
and entire data set for (a) the HIV data and (b) the DHFR data.
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Figure 3.9: Estimated versus actual enrichment factor at each possible cutoff for (a)
the HIV and (b) the DHFR data sets.
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3.6.2

CROC Metric and Visualization

Let us first compare the ROC and CROC frameworks by examining how they assess
the early retrieval performance of the classifiers. Figure 3.10 shows the ROC curves of
the various classifiers on the HIV data. It is virtually impossible to disentangle their
performances in terms of early recognition using the ROC curves. In contrast, Figure
2b, 2c, and 2d obtained by using exponential CROC curves with different global magnification factors α, show immediately that the CROC framework disambiguates the
early retrieval performance of the classifiers. In these plots, increasing magnification
factors α = 7, 14, and 80 are used, corresponding to magnification functions that
send the points x = 0.1, 0.05, and 0.0086 onto x = 0.5 respectively. The value of
0.0086 is chosen because it is the false positive rate obtained by looking at the 1, 000
compounds that are top-ranked by the IRV.
With the magnification, it becomes immediately apparent that in this case the IRV
has better early recognition performance, followed by the kNN, SVM, and MAX-SIM
in that order, although there is a range of low values where MAX-SIM may be slightly
better than the SVM.
Furthermore, the results are consistent at all magnification scales.
These visual interpretations are confirmed numerically in Table 3.6.2 which reports
the AUC[ROC] and AUC[CROC] of the various algorithms, for different values of
α. While the SVM has a slightly better AUC[ROC] than the IRV (0.852 versus
0.845), both the BEDROC and the CROC metrics confirm the advantage of the IRV
algorithm for this task in terms of early recognition. For example, for α = 80, the
IRV achieves an AUC[CROC] of 0.400, compared to 0.310 for the SVM.
In addition, we report in Table 3.10 the enrichment factors at a cutoff of 100 and
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AUC[ROC]
RANDOM
MAXSIM
kNN
SVM
IRV

0.500
0.806 ± 0.002
0.742 ± 0.003
0.852 ± 0.004
0.845 ± 0.002

α=7

AUC[CROC]
α = 14

α = 80

0.142
0.592 ± 0.002
0.638 ± 0.004
0.644 ± 0.003
0.656 ± 0.003

0.071
0.497 ± 0.003
0.559 ± 0.005
0.557 ± 0.002
0.584 ± 0.003

0.013
0.237 ± 0.004
0.365 ± 0.005
0.310 ± 0.006
0.400 ± 0.004

Table 3.9: AUC[ROC] and AUC[CROC] achieved by the 5 classifiers obtained using
10-fold cross-validations on the HIV data. Best performances are in bold and secondbest performances are in italics.
First 100

First 1,503

3
58
94
90
97

53
590
731
750
764

RANDOM
MAX-SIM
kNN
SVM
IRV

Table 3.10: Number of active hits retrieved among the top 100 and 1,503 compounds
of the prediction-sorted list for various vHTS algorithms on the HIV data, which
contains 1,503 actives. Best performances are in bold and second-best performances
are in italics. The IRV performs best.

1,503 and confirm once that the IRV indeed has better early recognition performance
on the HIV data set, despite its AUC[ROC] being smaller than the one of the SVM
algorithm.
Table 3.6.2 and Figure 3.11 present the cross-validated CROC curves and area under
the CROC curves for several magnification parameters, compared to standard ROC
and AUC[ROC], on the DHFR data set. The superiority of the IRV on this data set
in terms of early recognition is once more apparent; however in this case the contrast
between the IRV and the SVM based second-best method is sharp enough that this
superiority is apparent even when using the standard ROC framework.
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Figure 3.10: 10-fold cross-validated performance of the MAX-SIM, kNN, SVM, and
IRV algorithms on the HIV data displayed using: (a) standard ROC curves; (b) CROC
curves with α = 7 (f (0.1) = 0.5); (c) CROC curves with α = 14 (f (0.05) = 0.5); and
(d) CROC curves with α = 80 (f (0.0086) = 0.5), displaying the first 1, 000 hits for
the IRV on the first half of the curve).

RANDOM
MAXSIM
kNN
SVM
IRV

AUC[ROC]
α=7

α = 14

AUC[CROC]
α = 80

0.500
0.540 ± 0.002
0.588 ± 0.004
0.585 ± 0.004
0.714 ± 0.002

0.142
0.167 ± 0.002
0.258 ± 0.004
0.290 ± 0.003
0.406 ± 0.002

0.071
0.086 ± 0.001
0.202 ± 0.003
0.222 ± 0.002
0.307 ± 0.003

0.013
0.012 ± 0.001
0.110 ± 0.002
0.137 ± 0.003
0.166 ± 0.004

Table 3.11: AUC[ROC], BEDROC and AUC[CROC] achieved by the 5 classifiers
obtained using 10-fold cross- validations on the DHFR data. Best performances are
in bold and second-best performances are in italics.
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Figure 3.11: 10-fold cross-validated performance of the MAX-SIM, kNN, SVM, and
IRV algorithms on the DHFR data displayed using: (a) standard ROC curves; (b)
CROC curves with α = 7 (f (0.1) = 0.5); (c) CROC curves with α = 14 (f (0.05) =
0.5); and (d) CROC curves with α = 80 (f (0.0086) = 0.5), displaying the first 1, 000
hits for the IRV on the first half of the curve).
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3.6.3

Significance of the Difference in Performance

Although the IRV is clearly superior to all the other algorithms presented here on
the DHFR data set, the differences in performance metrics between the best methods
(IRV, SVM and kNN) on the HIV data set are small. We therefore apply the significance tests presented in 3.5.4 to the AUC[ROC] and AUC[CROC] metrics in order
to determine whether the IRV can indeed be called superior to either the SVM (Table 3.12) or the kNN (Table 3.13) on the HIV data set. For comparison purposes, we
also include several other metrics (AUC[AC], AUC[CAC], AUC[pROC], AUC[pAC]
and AUC[ROC] computed up to a fixed false positive cutoff) in Table 3.13 and Table 3.12. The cutoffs for the AUC[ROC] computed to the left of a fixed number of false
positive are chosen to correspond with general practice (FP=50 corresponds to the
ROC50) and the exponential magnification function with the alpha values we tested:
a false positive rate FPR=0.0086 corresponds to α = 80, FPR=0.1 corresponds to
α = 14, and FPR=0.5 corresponds to α = 7.
These significance tests indicate that the methods with hard cutoffs (AUC[ROC]
to the left of the cutoff) are generally less powerful than the methods that do not
eliminate all data above a pre-determined threshold (AUC[pROC] and AUC[CROC]).
Consistently with the study of Zhao et al. [2009] on the statistical power of early
recognition metric, the AUC[pAC] has better power than the AUC[pROC], itself
more powerful than AUC[ROC]. Eventually, we observe that the AUC[CROC] is
more discriminative than the AUC[CAC], the AUC[pROC], and the AUC[ROC]. In
particular, the difference between IRV and SVM can be established with a higher
confidence when using the AUC[CROC(exp)] than when using the AUC[ROC].
Finally, the unpaired permutation test is the most powerful method for assessing significance; while the t-test and Wilcoxon methods produce reasonable approximations,
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Permutation
unpaired paired

t-test
unpaired paired

Wilcoxon
unpaired paired

AUC[ROC]
AUC[AC]

0.094
0.096

0.008
0.008

0.220
0.235

0.042
0.045

0.210
0.396

0.028
0.103

AUC[pROC]
AUC[pAC]

0.016
0.011

0.019
0.008

0.090
0.437

0.086
0.054

0.028
0.395

0.085
0.067

AUC[ROCFP=50 ]
AUC[ROCFPR=0.0086 ]
AUC[ROCFPR=0.1 ]
AUC[ROCFPR=0.5 ]

0.059
0.189
0.012
0.092

0.051
0.148
0.150
0.248

0.116
0.149
0.432
0.395

0.017
0.005
0.113
0.179

0.202
0.263
0.255
0.248

0.060
0.053
0.059
0.040

AUC[CACα=7 ]
AUC[CACα=14 ]
AUC[CACα=80 ]

0.003
0.001
0.000

0.003
0.003
0.008

0.450
0.457
0.580

0.050
0.034
0.019

0.396
0.394
0.447

0.110
0.064
0.026

AUC[CROCα=7 ]
AUC[CROCα=14 ]
AUC[CROCα=80 ]

0.001
0.002
0.002

0.002
0.003
0.005

0.400
0.371
0.241

0.037
0.016
0.002

0.211
0.394
0.244

0.024
0.008
0.002

Table 3.12: The calculated p-values of the difference in 10-fold cross-validate performance between the SVM and IRV on the HIV data set. Permutation tests were
sampled 10,000 times. P-values less than 0.01 are in bold and p-values between 0.01
and 0.05 are in italics.

they are both somewhat different than the permutation tests and also less powerful.

107

Permutation
unpaired paired

t-test
unpaired paired

Wilcoxon
unpaired paired

AUC[ROC]
AUC[AC]

0.094
0.083

0.010
0.011

0.164
0.182

0.137
0.140

0.015
0.087

0.073
0.112

AUC[pROC]
AUC[pAC]

0.025
0.027

0.020
0.014

0.285
0.225

0.201
0.210

0.157
0.184

0.185
0.193

AUC[ROCFP=50 ]
AUC[ROCFPR=0.0086 ]
AUC[ROCFPR=0.1 ]
AUC[ROCFPR=0.5 ]

0.016
0.015
0.055
0.136

0.057
0.028
0.148
0.237

0.022
0.030
0.619
0.309

0.020
0.013
0.617
0.300

0.028
0.140
0.291
0.135

0.141
0.129
0.279
0.659

AUC[CACα=7 ]
AUC[CACα=14 ]
AUC[CACα=80 ]

0.050
0.030
0.011

0.013
0.010
0.015

0.264
0.165
0.244

0.258
0.161
0.024

0.431
0.080
0.189

0.263
0.208
0.021

AUC[CROCα=7 ]
AUC[CROCα=14 ]
AUC[CROCα=80 ]

0.055
0.022
0.010

0.011
0.009
0.004

0.215
0.100
0.016

0.206
0.091
0.014

0.135
0.324
0.039

0.147
0.106
0.025

Table 3.13: The calculated p-values of the difference in 10-fold cross-validated performance between the kNN and IRV on the HIV data set. Permutation tests were
sampled 10,000 times. P-values less than 0.05 are in bold and p-values between 0.01
and 0.05 are in italics.
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3.6.4

Maximizing Early Retrieval

We apply the weighting schemes presented in Section 3.5.5 to the IRV algorithm on
the HIV data.
Table 3.14 and Figure 3.12 show the AUC[ROC], AUC[CROC] values and CROC
curves for α = 80, for an exponentially weighted IRV, as compared to the nonweighted version. In addition, we also report results obtained when multiplying the
weight by the density of examples. The application of a weighting scheme does not
improve the performance, but greatly speeds up the convergence of the algorithm,
by a factor up to 20. Four to five epochs of training with exponential weighting
of the examples is sufficient to reach convergence. In contrast, the unweighted IRV
requires 101 epochs. Although the final results obtained with exponential weighting
are slightly inferior to those obtained without any weighting, the weighted IRV still
outperforms the SVM and kNN algorithms. When a multiplicative factor associated
with the density of the classifier scores around a given example is introduced into the
weighting scheme, the speed-up associated with the weighting scheme is conserved;
mixed effects on the final performance are observed.
As shown in Table 3.15 and Figure 3.13, the 1/r power-law weighting scheme performs
the best in this case, converging 3 times faster than the unweighted IRV, and reaching
a set of weights that gives the same level of performance, in terms of early enrichment
or AUC[CROC], as in the unweighted case. Convergence takes 42 epochs, and only 33
epochs if multiplied by the density g(r), as opposed to 101 epochs in the unweighted
case. Although after convergence the AUC[ROC] in the weighted and unweighted
cases seem identical (0.849), the compounds are ranked similarly but not identically.
Indeed, the non-weighted and g(r)/r weighted IRVs can be differentiated by the
AUC[CROC] at α = 7, which are 0.660 and 0.661, respectively, suggesting that the
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wr = 1
AUC[ROC] AUC[CROC]
After 1 iteration
After 3 iterations
After convergence

0.771
0.819
0.849

Number of iterations

0.348
0.368
0.404
101

wr = e−γr /N
AUC[ROC] AUC[CROC]
0.815
0.820
0.819

0.370
0.374
0.383
5

wr = g(r)e−γr /N
AUC[ROC] AUC[CROC]
After 1 iteration
After 3 iterations
After convergence
Number of iterations

0.819
0.822
0.818

0.370
0.383
0.385
4

Table 3.14: Comparison of the AUC[ROC] and AUC[CROC] (α = 80) of the regular
IRV and the IRV with weights updated by wr = e−γr /N multiplied or not by the
output density g(r), presented after 1 and 3 iterations and after convergence of the
algorithm. The number of iterations to convergence are given in the last row. Results
are 10-fold cross-validated on the HIV data set. Best performances are in bold and
second-best performances are in italics.

ranking given by the weighted IRV is very slightly superior to the one given by the
non-weighted one. In any case, on this data set, we see that for the power (1/r)
weighting scheme, multiplication by the density g(r) slightly improves both the speed
of convergence and the quality of the final classifiers. Using a scheduled weighting
scheme ((i + 1)/r) where the weights increase after each iteration does speed up the
convergence dramatically; however the resulting classifier slightly underperforms the
non-weighted version.
Table 3.15 also indicates that using a weighting scheme indeed optimizes for early
recognition rather than for global separation; indeed, after 3 iterations, the IRV
weighted by g(r)/r has already reached its final AUC[ROC] of 0.849, but after 30
more iterations, the AUC[CROC] (α = 80) has increased from 0.386 to 0.404.
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Figure 3.12: Comparison of the CROC curves (α = 80) of the IRV, presented after
3 iterations and after convergence of the algorithm, for the exponential weighting
scheme wi = e−ri /N . Results are 10-fold cross-validated on the HIV data set.
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Figure 3.13: Comparison of the CROC curves (α = 80) of the IRV, presented after 3
iterations and after convergence of the algorithm, for the power-law weighting scheme
wi = 1/ri . Results are 10-fold cross-validated on the HIV data set.
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wr = 1
AUC[ROC] AUC[CROC]
After 1 iteration
After 3 iterations
After convergence

0.771
0.819
0.849

Number of iterations

After 1 iteration
After 3 iterations
After convergence
Number of iterations

0.348
0.368
0.404

wr = 1/r
AUC[ROC] AUC[CROC]
0.788
0.846
0.849

0.365
0.380
0.403

101

42

wr = g(r)/r
AUC[ROC] AUC[CROC]

wr = (i + 1)/r
AUC[ROC] AUC[CROC]

0.796
0.849
0.849

0.366
0.386
0.404
33

0.818
0.821
0.850

0.371
0.372
0.402
5

Table 3.15: Comparison of the AUC[ROC] and AUC[CROC] (α = 80) of the regular
IRV and the IRV with weights updated by wr = (i + 1)/r where i is the number of
iterations, or wr = 1/r multiplied or not by the output density g(r), presented after 1
and 3 iterations and after convergence of the algorithm. The number of iterations to
convergence are given in the last row. Results are 10-fold cross-validated on the HIV
data set. Best performances are in bold and second-best performances are in italics.
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3.7
3.7.1

Applications to Information Retrieval
Learning to Rank in Document Retrieval

Learning to rank is a problem encountered in various domains outside of drug discovery, in particular in information retrieval (IR), where it is relevant to many applications from product recommendation to spam detection. One of the central IR
problems, usually referred to as document retrieval, is to determine, given a user query
and a large corpus of documents, which of these documents contain information relevant to the query. In practice, this is handled by computing a ranking function which
orders documents according to their degree of relevance to the query. Developing machine learning techniques to generate this ranking function presents similarities with
the vHTS screening problem addressed above, in that the total number of instances
(whether documents or molecules) to rank can be extremely large, for instance in the
context of web search engines, and that the user will only be able to further investigate a very small fraction of these instances. However, unlike in vHTS, it is also
important to accurately rank the top relevant instances, as ideally the first documents
presented to the user are all highly relevant to her query.
Learning to rank for document retrieval has received a lot of interest from the computer science research community in the past ten years and many methods have
been proposed and applied to this problem. Most of these approaches take object
pairs as instances for learning, and reduce the problem of ranking to the one of
classifying these pairs as either correctly or incorrectly ordered. Various traditional
machine learning techniques can then be applied, leading to methods such as Ranking
SVM [Herbrich et al., 1999, 2000], RankBoost [Freund et al., 2003], RankNet [Burges et al.,
2005], or RankRLS [Pahikkala et al., 2007]. While most of these methods only focus
on optimally classifying individual pairs, Ranking SVM and, more generally, ordinal
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regression [Herbrich et al., 1999, 2000] optimize the mapping of each individual object
with an ordinal rank. However, it is not generally meaningful to associate a different score to each document so as to create a unique ranking; consequently, although
regression approaches are possible [Zheng et al., 2007], they do not translate well to
the situation we describe here.
Formally, a document retrieval learning to rank task is set as follows. Assume we have
i
N queries Q1 , . . . , QN , each of which is associated with Ni documents D1i , . . . , DN
.
i

Each document Dji is given a relevance grade g(Dji ), which is an integer between 0
and gmax that characterizes how relevant to the query Qi the document Dji is. In
practice, gmax is a small integer, usually between 1 and 5. The goal is to create a
ranking function z which, for each query, orders the documents in the same manner
as the relevance function.
i
} is the ranking of the docuIn what follows, for clarity, we assume that {D1i , . . . , DN
i

ments associated with query Qi produced by the ranking function f being evaluated,
i
that is to say that z(D1i ) ≥ z(D2i ) ≥ · · · ≥ z(DN
).
i

3.7.2

Performance Metrics

Among the most popular performance metrics for the evaluation of document retrieval
ranking algorithms, the discounted cumulative gain and its normalized version both
emphasize quality at the top of the ranked list, therefore evaluating capacity for early
recognition. They are both computed at a threshold K.
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Discounted Cumulative Gain The cumulative gain (CG) at threshold K is defined as follows:

CG@K =

N
K
X
1 X
g(Dki )
N
i=1
k=1

(3.26)

The discounted cumulative gain (DCG) at threshold K [Järvelin and Kekäläinen,
2000] has been developed so as to penalize highly relevant documents appearing lower
in the list of search results, using a logarithmic reduction factor, and is defined as
i
N
K
X
1 X 2g(Dk ) − 1
DCG@K =
N k=1 log2 (1 + k)
i=1

(3.27)

Normalized Discounted Cumulative Gain The normalized discounted cumulative gain (NDCG) at threshold K [Järvelin and Kekäläinen, 2000] compares the DCG
to the ideal DCG (IDCG) that would be obtained if all the documents were correctly
ordered by decreasing relevance. It accounts for the fact that the DCG depends on
the number of documents associated with a query.
N
X
1 DCG@K(i)
N DCG@K =
N IDCG@K(i)
i=1

(3.28)

Expected Reciprocal Rank A drawback of the discounted cumulative gain is
that it considers that the usefulness of a document at a given position is independent
of the usefulness of the documents shown before it. In fact, the likelihood that a user
examines a document ranked at position i depends on how satisfied she was with
the documents presented previously. To account for this difficulty, Chapelle et al.
[2009] propose a metric for graded relevance, called the Expected Reciprocal Rank
(ERR) and defined as the expected reciprocal length of time that the user will take
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to find a relevant document. In their experiments, Chapelle et al. [2009] observe that
the ERR correlates better with the number of user clicks than the NDCG, therefore
supporting the hypothesis that the ERR is a better metric to evaluate document
retrieval algorithms in view of their end usage.
The ERR is defined as:

ERR =

Ni
N X
X
1
i=1 j=1

j

P (user stops at position j)

(3.29)

In accordance with the definition of the gain function in the DCG, the probability of
relevance of a document with relevance grade g is defined as

R(g) =

2g − 1
2gmax

(3.30)

For the query Qi , the probability that the user stops at position j is computed as
the probability that none of the documents Dki for k = 1 . . . (j − 1) is relevant, unlike
document Dji , which satisfies the user:

P (user stops at position j) =

R(g(Dji ))

j−1
Y

(1 − R(g(Dki )))

(3.31)

k=1

Eventually the ERR can be computed as:

ERR =

j−1
Ni
N X
X
R(g(Dji )) Y
i=1 j=1

j

(1 − R(g(Dki )))

k=1
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(3.32)

3.7.3

LETOR MQ2008 data

LETOR [Qin et al., 2009] is a benchmark collection for learning to rank in information
retrieval. It uses the Gov2 web page collection [Craswell, 2004], which contains about
25 million pages, and two query sets from the Million Query track of TREC 2007 and
TREC 2008 [TREC, 2008]. In what follows we test our methods on the second of
these sets, called MQ2008, which is more recent and slightly smaller with about 800
queries with labeled documents.
MQ2008 is split into 5-fold partitions, each of them divided in a training set (composed
of three parts), a validation set (composed of one part), and a test set (composed of
the remaining part). Each of the roughly 16, 000 query-document pair is assigned
an integer relevance score between 0 (irrelevant) and 2 (very relevant) and is represented by a 46-dimensional feature vector. The list of features is made available
online [Qin et al., 2009].

3.7.4

Weighted ListNet

Rather than applying a pairwise approach to the learning to rank problem, Cao et al.
[2007] adopt a listwise approach in which the entire list of ranked documents is considered an instance for learning. For that purpose, they define a listwise loss function
for learning, based on the top k probability, defined as the probability of documents
{Dji1 , . . . , Djik } to be ranked at the top k positions, given the scores of all the objects.
Let the top k subgroup πki (j1 , . . . , jk ) be the subgroup of permutations of 1, 2, . . . , Ni
containing all the permutations such that the top k documents are exactly Dji1 , . . . , Djik .
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The top k probability can be computed as:

Pz (πki (j1 , . . . , jk ))

=

k
Y
l=1

exp(z(Djit ))
P Ni

m=t

(3.33)

exp(z(Djim ))

Let Πik be the collection of all top k subgroups for query Qi :
Πik = {πki (j1 , . . . , jk ), jl = 1, . . . , Ni , ∀l ∈ [1, . . . , k], and ju 6= jv ∀u 6= v}
Using cross entropy, the top k probability listwise loss function is defined as

L=−

N X
X
i=1

Py (π) log Pz (π)

(3.34)

π∈Πik

In practice, Cao et al. [2007] use the listwise loss function derived from the top 1
probability:

L=−

Ni
N X
X

Py (Dji ) log Pz (Dji )

(3.35)

i=1 j=1

that is to say:

L=−

Ni
N X
X
i=1 j=1

exp(g(Dji ))
PNi

i
k=1 exp(g(Dk ))

log

exp(z(Dji ))
PNi

i
k=1 exp(z(Dk ))

!

(3.36)

For each parameter w the scoring function z depends on, the gradient of L with
respect to w can easily be computed as
∂L
=
∂w

Ni
X
i=1



Ni
X

∂z(Dji )
i
−
g(Dj )
+
∂w
j=1


i
i ∂z(Dj )
exp(z(D
))
j
j=1
∂w 
PNi
i
j=1 exp(z(Dj ))

PNi

(3.37)

Cao et al. [2007] observe experimentally that a decrease in the listwise loss correlates
with an increase in NDCG@K, while this is not necessarily the case using pairwise
119

loss functions.
The weighting schemes described in Section 3.5.5 can be directly applied to the ListNet algorithm [Cao et al., 2007], a perceptron using the listwise loss function.
In addition, we derive a new weighting scheme, directly inspired from the ERR, as
follows:

wr = errγ (r) = 1 +

3.7.5

i−1
γR(g(Dr ) Y
(1 − R(Dj ))
r
j=1

(3.38)

IRV for Document Retrieval

We can also apply the kNN and IRV algorithms to the LETOR data. The main
concern is to derive an appropriate similarity measure between query-document pairs
for the computation of nearest neighbors.
Each query-document pair is represented by several types of features: tf-idf scores,
which are a statistical measure used to evaluate how important and specific a word
from the query is to the document (the importance increases proportionally to the
frequency of the word in the document and is offset by its frequency in the whole
corpus); scores obtained using classic document retrieval algorithms such as Okapi
BM25 [Jones et al., 2000] or LMIR [Ponte and Croft, 1998]; and eventually descriptive features of the document, such as URL length or the number of pages linking to
and being linked from the page. All features are normalized between 0 and 1.
A number of measures of similarity can be defined on such features; in particular
one can use a dot product, a Gaussian RBF kernel, or the minmax kernel defined by
Eq. 2.6 in Section 2.3.2. In addition, it is traditional in IR to use the cosine similarity
between tf-idf scores. For that reason, we decompose each query-document pair x as
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a couple (x1 , x2 ) where x1 is a vector composed of the tf-idf scores of x and x2 is a
vector composed of the remaining features and compute the similarity between two
query-document pairs as a decomposition kernel (see 2.3.3) over:

K(x, x′ ) = Ktf −idf (x1 , x′1 ) × Kothers (x2 , x′2 )

(3.39)

For Ktf −idf , we use the cosine similarity measure Kcosine defined as
Kcosine (x1 , x′1 ) =

x1 .x′1
||x1 ||.||x′1 ||

(3.40)

Once again, Kothers can be a dot product, a Gaussian RBF kernel, or the minmax
kernel.
Early experiments with the kNN algorithm yield the best results in terms of ERR
when using this decomposition kernel with Kothers = Kminmax to compute neighbors,
and we therefore use this similarity measure for our implementation of the IRV.
In addition, we use the listwise loss function defined for ListNet as the loss function
for the IRV.

3.7.6

Results

Table 3.16 presents the ERR, NDCG@1 and NDCG@5 obtained on the LETOR test
sets when applying the exponential (wr = e−γr/M ) and power-law (wr = 1/rγ ) weighting schemes to ListNet trained on the corresponding train sets. For each fold, the value
of the parameter γ is optimized on the validation set. The non-weighted ListNet per-
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formance we report (wr = 1) is obtained with our own implementation of ListNet and
can in some cases slightly differ from the values made publicly available [Qin et al.,
2009]. For comparison, we report the best NDCG@1 and NDCG@5 on the testing
sets made available on the LETOR website [Qin et al., 2009]. These state-of-the-art
values are obtained with AdaRank-NDCG [Xu and Li, 2007], a boosting algorithm
designed to directly optimize NDCG.
As previously for the weighted IRV for vHTS, we observe that the use of weighting
schemes during training speeds up the convergence, which requires up to 10 times
less iterations. Moreover, the performance, whether in terms of ERR or in NDCG, is
almost aways improved by the usage of a weighting scheme. However, the state-ofthe-art AdaRank-NDCG algorithm still outperforms the weighted ListNet in most of
the cases.
The new scheme, developed specifically with ERR optimization in mind, leads to the
best ERR among all weighting schemes.
Table 3.17 presents the ERR, NDCG@1 and NDCG@5 obtained on the LETOR test
sets with the kNN algorithm (k optimized on the validation set) and IRV algorithm
trained on the corresponding set, as compared to the state-of-the-art benchmarks.
Although it only outperforms AdaRank-NDCG on a single one of the folds, the IRV
consistently outperforms kNN and compares favorably with ListNet, which it outperforms on all folds but one, therefore leveraging the power of both the nearest
neighbors representation and the listwise loss function.
Table 3.18 presents the ERR, NDCG@1 and NDCG@5 obtained on the LETOR data
when applying various weighting schemes to the IRV, as compared to the state-ofthe-art benchmarks. As previously, we observe an improvement in quality and speed
of the neural network when applying weighting schemes aiming at optimizing early
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Fold 1

Fold 2

Fold 3

Fold 4

Fold 5

Average

ERR
wr
wr
wr
wr

=1
= e−γr/M
= 1/rγ
= errγ (r)

Ideal classifier

0.303
0.308
0.310
0.311

0.258
0.259
0.266
0.268

0.291
0.298
0.294
0.299

0.356
0.350
0.354
0.359

0.300
0.304
0.306
0.306

0.302
0.304
0.306
0.308

0.423

0.404

0.452

0.505

0.468

0.450

NDCG@1
wr
wr
wr
wr

=1
= e−γr/M
= 1/rγ
= errγ (r)

0.355
0.365
0.378
0.374

0.319
0.321
0.333
0.355

0.355
0.352
0.363
0.363

0.418
0.406
0.412
0.423

0.355
0.369
0.382
0.380

0.360
0.363
0.374
0.379

AdaRank-NDCG

0.359

0.331

0.372

0.444

0.408

0.383

NDCG@5
wr
wr
wr
wr

=1
= e−γr/M
= 1/rγ
= errγ (r)

0.454
0.460
0.460
0.461

0.418
0.416
0.431
0.423

0.455
0.455
0.439
0.452

0.525
0.525
0.525
0.529

0.507
0.507
0.494
0.491

0.472
0.473
0.470
0.471

AdaRank-NDCG

0.471

0.420

0.451

0.537

0.532

0.482

Number of iterations
wr
wr
wr
wr

=1
= e−γr/M
= 1/rγ
= errγ (r)

178
79
38
84

222
151
20
22

232
22
25
24

203
47
22
18

236
76
20
21

214
75
25
34

Table 3.16: ERR, NDCG@1 and NDCG@5 obtained when applying the ERR weighting scheme to ListNet on the LETOR data, as compared to the state of the art
AdaRank-NDCG algorithm. As the state-of-the-art ERR is not available, we report
for reference the optimal ERR that would be yielded by an ideal classifier. We also
report the number of iterations before reaching convergence for each algorithm. Best
performance is in bold and second best in italics.
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Fold 1

Fold 2

Fold 3

Fold 4

Fold 5

Average

0.302
0.304
0.300
0.468

0.289
0.305
0.302
0.450

0.353
0.367
0.355
0.408

0.341
0.371
0.360
0.383

0.483
0.497
0.507
0.532

0.443
0.469
0.472
0.482

ERR
kNN
IRV
ListNet
Ideal classifier

0.292
0.310
0.303
0.423

0.249
0.260
0.258
0.404

0.277
0.304
0.291
0.452

0.324
0.346
0.356
0.505

NDCG@1
kNN
IRV
ListNet
AdaRank-NDCG

0.327
0.370
0.355
0.359

0.316
0.323
0.319
0.331

0.357
0.389
0.355
0.372

0.352
0.412
0.418
0.444

NDCG@5
kNN
IRV
ListNet
AdaRank-NDCG

0.446
0.467
0.454
0.471

0.384
0.416
0.418
0.420

0.416
0.460
0.455
0.450

0.488
0.510
0.525
0.537

Number of iterations
IRV
ListNet

120
178

126
222

177
232

132
203

88
236

129
214

Table 3.17: ERR, NDCG@1 and NDCG@5 obtained with the kNN and IRV algorithms on the LETOR data sets, as compared with the state-of-the-art AdaRankNDCG and our implementation of ListNet. As the state-of-the-art ERR is not available, we report the optimal ERR that would be yielded by an ideal classifier. We also
report the number of iterations before reaching convergence for the IRV and ListNet
algorithms. Best performance is in bold and second best in italics.
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retrieval. Moreover, the weighting scheme derived from the ERR performance metric
consistently leads to the best ERR performance. In addition, the weighted IRV now
compares favorably with the state of the art in terms of NDCG.
In particular, the average NDCG@1 obtained with the weighted IRV is slightly better
than the one obtained with AdaRank-NDCG, meaning that the IRV, when optimized
for early retrieval, is better than the state of the art at retrieving the topmost document for a query.
In conclusion, we have shown that both the IRV and our weighting schemes for
early enrichment optimization can be applied to information retrieval. Although the
IRV does not consistently outperform the state of the art, it is worth noting that
once paired with a weighting scheme designed to optimize the ERR, it does better
at retrieving the topmost document. In addition, applying this weighting scheme
consistently speeds up both ListNet and the IRV while improving their performance
according to all three investigated measures.
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Fold 1

Fold 2

Fold 3

Fold 4

Fold 5

Average

ERR
wr
wr
wr
wr

=1
= e−γr/M
= 1/rγ
= errγ (r)

Ideal classifier

0.310
0.313
0.305
0.318

0.260
0.259
0.266
0.268

0.304
0.302
0.295
0.305

0.346
0.347
0.347
0.350

0.304
0.312
0.311
0.311

0.305
0.307
0.305
0.310

0.423

0.404

0.452

0.505

0.468

0.450

NDCG@1
wr
wr
wr
wr

=1
= e−γr/M
= 1/rγ
= errγ (r)

0.370
0.383
0.355
0.395

0.323
0.321
0.333
0.355

0.389
0.354
0.363
0.395

0.412
0.408
0.408
0.418

0.367
0.374
0.374
0.374

0.371
0.368
0.367
0.387

AdaRank-NDCG

0.359

0.331

0.372

0.444

0.408

0.383

NDCG@5
wr
wr
wr
wr

=1
= e−γr/M
= 1/rγ
= errγ (r)

0.467
0.469
0.467
0.467

0.416
0.416
0.431
0.423

0.460
0.461
0.457
0.456

0.510
0.509
0.505
0.516

0.497
0.517
0.515
0.518

0.469
0.474
0.475
0.476

AdaRank-NDCG

0.471

0.420

0.450

0.537

0.532

0.482

Number of iterations
wr
wr
wr
wr

=1
= e−γr/M
= 1/rγ
= errγ (r)

120
131
11
74

126
151
20
22

177
117
11
45

132
27
16
17

88
22
22
17

129
90
16
35

Table 3.18: ERR, NDCG@1 and NDCG@5 obtained when applying various weighting
schemes to the IRV on the LETOR data sets, as compared to the state of the art
AdaRank-NDCG. As the state-of-the-art ERR is not available, we report for reference
the optimal ERR that would be yielded by an ideal classifier. We also report the
number of iterations before reaching convergence for each version of the IRV. Best
performance is in bold and second best in italics.
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3.8

Discussion and Conclusion

We presented a novel virtual high-throughput screening algorithm, the IRV, which
uses a low-parameter neural network to extend the kNN algorithm. It compares
favorably with state-of-the-art methods, and is preferable to the SVM algorithm,
which performs comparably on the HIV data set and clearly worse on the DHFR
data set, because (1) it is trained much more quickly; (2) it provides a framework
which easily allows the incorporation of additional information, beyond the chemical
structures; (3) its predictions are interpretable; and (4) it is possible to estimate its
performance. We showed on an information retrieval example that it can be also be
satisfyingly applied to problems outside of the field of drug discovery.
In order to better analyze and compare the IRV and the SVM algorithms for vHTS, a
problem for which is crucial to perform particularly well at the top of the ranked list
of compounds, we have developed the CROC framework, an extension of the ROC
framework that allows for the visualization, quantitative evaluation, and optimization
of early recognition.

3.8.1

The IRV Algorithm

Training Time A first advantage of the IRV is that it is quickly trained, once the
nearest neighbors have been computed.
Learning the weights is efficient, with both space and time complexity scaling approximately as O(N · k). This complexity is assessed under the conventional assumption
that the number of steps to convergence is a constant value. The training complexity
then becomes equivalent to the complexity of the computation of the gradient. In
the case of the IRV, computing the gradient scales like O(N · k). Each chemical is
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represented using only a small number of informative features, allowing the neural
network to be trained in minutes rather than hours or days, and making leave-one-out
cross-validation possible, even on very large data sets.
Finding the nearest neighbors requires much more time than learning the weights;
however, it is trivially parallelizable and less expensive than training an SVM. Naively
using a full pairwise comparison of the training data, requires O(N 2 log k) time. The
pruning search algorithms described in Swamidass and Baldi [2007b] can reduce the
complexity to approximately O(N 1.6 log k). Furthermore, finding the nearest neighbors is trivially distributed across an arbitrary number C of computers, with negligible overhead. The complexity of the parallelized algorithm for finding neighbors,
therefore, can be approximated as O(N 1.6 /C · log k).
Alternatively, Locality-Sensitive Hashing (LSH) could be used to find most of the
nearest neighbors in only O(N · log N ) time, enabling predictions in O(log N ) time,
further reducing the complexity [Dutta et al., 2006]. LSH, however, is an approximate
algorithm, and is not guaranteed to find all the neighbors exactly. In principle,
the IRV may be able to tolerate the noise introduced by inexact nearest-neighbor
algorithms, but this possibility is beyond the scope of this dissertation and currently
untested.
Although the weights can be trained quickly by gradient descent, the IRV requires the
manual selection of a few hyperparameters, such as the number of nearest neighbors
and the way they are pooled and ordered. The IRV, however, does not appear to
be highly sensitive to these parameters. Selecting the 20 nearest neighbors seems
to be about right for the two data sets studied. There still remains some reason
to believe information may be hidden among distant neighbors, especially when one
class is particularly rare [Holmes and Adams, 2003]. In principle, information from
the distant neighbors can be included by setting k = ∞, and the arbitrariness inherent
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in picking k can be entirely removed, by presenting the network with all instances in
the training set instead of just the top few. Unfortunately, this does increase the time
and space complexity of training and classification. This variation is also beyond the
scope of this dissertation and left for future work.

Incorporation of Additional Information A second advantage of the IRV is that
it can naturally be extended to cohesively integrate additional types of information.
Several of these extensions are visually depicted in Figure 3.8.1. In the case of the
HIV data set, compounds classified as active for IJCNN-07 are in fact known to be
either “active” or “moderately active”, the distinction between which is ignored. We
can, however, learn the predictive value of the chemicals belonging to the “moderately
active” class by adding another class of neighbors to the IRV model. This amounts
to redefining Vi as



w0 if ci = 0



Vi =
w1 if ci = 1




 w2 if ci = 2

(3.41)

where, for the neighbors, w0 , w1 and w2 , corresponding to ‘inactive’, “moderately
active” or “active” compounds. Of course, if the aim is to find active compounds as
defined by the competition, the likelihood function used during training would remain
unchanged, with the “moderately active” compounds labeled as active compounds.
The IRV can be modified in similar ways to use the raw inhibition data, ai , reported
in the DHFR data set, by using

V i = w a ai + w c ,

(3.42)
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where wa and wc are learned from the data. More generally, one could define

Vi = f (ai , ci ),

(3.43)

where f (·) is a parametrized function–with parameters to be learned from the data–of
both the inhibition data and the assigned class of each neighbor. Initial experiments
indicate that these modifications can further optimize performance.
Instance-level data, also, can easily be integrated in the IRV framework. For example,
solubility is known to be an important property that can affect the ability of an HTS
experiment to measure the activity of a compound. Feeding the test compound’s
predicted solubility into the output node could improve prediction accuracy. Likewise,
in situations where the structure of the target protein is available, as for the McMaster
competition, performance gains could be realized by feeding the docking energy of
the test compound directly into the output node, naturally integrating docking and
similarity data into the same predictor.
Similarly, it is possible to replace portions of the IRV with neural networks of arbitrary
complexity, thereby increasing the modeling power. This comes of course at a cost of
increasing the number of parameters which must be learned, requiring the model to
be trained on increasing amounts of data.

Interpretability A third advantage of the IRV is that its predictions are transparent. The exact experimental data used to make a prediction can be extracted from
the network by examining each prediction’s influences. Thus, although the IRV is
composed of a neural network, it should be considered a “white-box” method. In
contrast, the predictions of an SVM are more difficult to interpret. Along the same
lines, the IRV’s output is probabilistic and directly encodes each prediction’s uncer-
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z

output layer

Ii
hidden layer

Ri

d

X

si

Vi

ri

ci

Ni

ai

input layer

molecule layer

∀i ∈ {1, 2, . . . , k}

Figure 3.14: Examples of IRV architectural extensions. The variable d denotes the
docking score derived by fitting each test chemical, X , into the binding pocket of a
known protein target, depicted as a cloud in the figure. The grayed out rectangle
delimits a portion of the network which could be trivially replaced with an arbitrarily
complex neural network to generate an IRV with increased modeling power; additional
replaceable portions can be imagined. The variable ai denotes the real-valued activity
of each neighbor, Ni , in the HTS screen.
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tainty, enabling reasonably accurate estimation of the number of hits in an arbitrary
set of test molecules. Although an SVM output can be rescaled onto a probability
scale [Smola et al., 1999, Sollich, 1999, Kwok, 1999], SVMs can exhibit a tendency to
predict with overly high confidence in regions where the training data is sparse.
Often, there is a trade-off between understandable models and high performing models [Szafron et al., 2004, Karakoc et al., 2006], requiring researchers to choose if interpretability is more important than accuracy. The IRV seems to solve this dilemma by
yielding high performance on HTS data using an easily understandable framework.

Performance Estimation We have shown that the fact that the output of the
IRV is probabilistic can be used to estimate the number of hits retrieved by the
algorithm in a given fraction of the data set. In practice, this can be very useful to
let experimentalists know approximately how many hits they are likely to find in the
subset of the compounds they can afford to test. This can also be further extended to
estimate false positive and true positive rates and therefore other performance metrics,
such as the AUC[ROC] and AUC[CROC], that can be computed as a function of them.

3.8.2

Early Recognition

CROC Curve The CROC framework we have presented is a general principled
approach for “putting a microscope” on any portion of the ROC (or AC) curve,
particularly the early part, to amplify events of interest and disambiguate the performance of various classifiers by measuring the relevant aspects of their performance.
The magnification is mediated by a concave-down transformation f with a global
magnification parameter α that allows one to smoothly control the level of magnification. Rational approaches for choosing the transformation and magnification factors
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have been proposed.
This magnification approach is sensitive to the rank of every positive candidate and
therefore should be preferred over all single threshold metrics. At the same time, the
approach is sensitive to early recognition performance and can discriminate between
the cases where standard methods fail, as seen with the HIV data set studied. Unlike
some of the previous visualizations and metrics (RIE, pROC, and SLR), the CROC
and CAC are both normalized to fit within the unit square and lead to an efficient
visualization and measurement of early retrieval performance; the magnification is
robust and can be flexibly adapted to the problem at hand. The overall approach
has been demonstrated on the HIV data set, a standard, publicly available, drug
discovery benchmark data set on which the ROC framework does not allow to easily
discriminate between the two leading algorithms (IRV and SVM).
Our data also suggests that the CROC(exp), the variant we propose for general use
in early recognition, has better statistical power than other commonly used metrics
(ROC, pROC, SLR, REI, BEDROC). It is tempting to perform more exhaustive
benchmarks of statistical power on simulated data sets. However, exhaustive testing
requires simulated data and the best strategy for modeling the distribution of ranks
given the theoretical accuracy of a hypothetical classifier is unclear. The strategy
suggested by Truchon and Bayly [2007] assumes that the cumulative distribution of
ranks is exactly the exp transform. This assumption is made without clear justification and could introduce some circularity and artificially bias tests of power towards
metrics based on the exp transform. Although less exhaustive, direct comparisons of
metrics on real, rather than simulated, data are expected to provide unbiased insight
into the utility of early retrieval performance metrics.
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Maximizing Early Enrichment We proposed a variety of schemes to reweigh
the training instances after each iteration of the learning algorithm according to their
rank, aiming at putting more emphasis on the top-ranked instances. In practice,
these learning schemes dramatically speed up the training of a model by gradient
descent, which is important for many applications, including virtual high-throughput
screening and document retrieval, in which the data sets are very large. Although we
did not observe much improvement of the performance on the vHTS data set, this
technique allowed to improve both NDCG@1, which characterizes the quality of the
topmost ranked document, and ERR, a more global metric of early enrichment, on
the information retrieval data set.
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Chapter 4
Toward the Prediction of Organic
Reactions: Predicting Sites of
Reactivity
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4.1

Introduction

The ability to anticipate the course of a reaction is essential to the practice of chemistry. Chemoinformatics methods emulating this skill could vastly increase the productivity of chemists, by assisting them in anticipating, analyzing, and understanding
their results. Moreover, the automation of the prediction of reactions is a necessary step toward making the exploration of the virtual space of unknown potential
molecules possible.
Several attempts have been made to create reaction prediction systems, pioneered
by CAMEO [Jorgensen, 1990] and EROS [Hollering et al., 2000] and expanded upon
by several projects such as Beppo [Sello, 1992], SOPHIA [Satoh et al., 1999], ToyChem [Benko et al., 2003], or ROBIA [Socorro et al., 2005]. However, most of these
are no longer being supported. The need for a reliable expert system capable of
predicting courses of reactions remains an important unsolved problem in chemoinformatics [Gasteiger and Engel, 2003, Hemmer, 2007].
The reaction prediction problem is formulated as follows: considering a system composed of several starting materials in known quantities, under given conditions, how
can we predict what reaction will take place? Previous approaches include identifying structural features of the reactants and matching them to pre-established
rules [Jorgensen, 1990, Hollering et al., 2000, Socorro et al., 2005], modeling the breakability and formability of bonds [Sello, 1992, Satoh et al., 1999], or representing reactions as transformations on molecular graphs [Benko et al., 2003].
Inspired by human chemists, we choose to focus on elementary mechanistic steps,
which we view as the movement of electrons from an occupied molecular orbital to
an unoccupied one. Studying elementary mechanistic steps allows to derive many
reaction patterns, including ones that have not been used to create the model. This
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ability to generalize cannot be achieved with current techniques, where patterns and
rules are designed to reflect overall reactions from starting materials to final products.
We envisage the following process: (1) identify the sites of reactivity, where the
molecular orbitals that are most likely to be reacting are localized; (2) list all possible
elementary reactions, defined as interactions between a reactive occupied molecular
orbital and a reactive unoccupied one; (3) rank this list of elementary reactions by
favorability; (4) apply the most favorable elementary reaction to the system; (5)
repeat these steps until the system is stable.
The ranking of elementary reactions by favorability is left to future work; we will
however discuss possible approaches to this problem. In what follows, we focus on
the first stage and the identification of sites of reactivity, where the molecular orbitals
that are most likely to be reacting (and on which we should therefore concentrate)
are localized.
We differentiate between donor sites of reactivity, where occupied reacting molecular orbitals are localized, and acceptor sites of reactivity, where unoccupied reacting
molecular orbitals are localized.
Rather than trying to classify molecular orbitals as reactive or not, we take a higher
level view and classify atoms according to whether or not they belong to a site of
reactivity. This approach simulates more closely the behavior of human chemists
solving a reaction prediction problem.
The most important property of the classifiers we build to address this problem is
that they must have a very low false negative rate; in other words, whereas it is
acceptable to classify as reactive a site at which no reaction occurs, it is crucial not
to reject the molecular orbitals actually involved in the most favorable reaction.
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Before developing feature representations and algorithms specific to this problem, we
first need to collect data relative to elementary mechanistic steps and their favorability. Unfortunately, existing databases of chemical reactions are incomplete in terms
of balanced and atom-mapped reaction equations and almost universally lack the desirable level of mechanistic level [Gasteiger and Engel, 2003]. We therefore create a
database of mechanistic steps by leveraging previous work on the rule-based expert
system Reaction Explorer [Chen and Baldi, 2008]. We call this database OrbDB as
the mechanistic steps are represented as interactions between an occupied and an
unoccupied molecular orbitals. For any given system, we list all such possible interactions and label them as favored and unfavored elementary steps. Furthermore, we
also order the favored elementary steps by favorability. Eventually, we leverage the
list of favored and unfavored elementary steps to label the atoms of a molecule as
either belonging to a donor (resp. acceptor) site of reactivity or not.
In what follows we describe how we create OrbDB, partially rank the contained elementary steps by relative favorability, and create data sets for the prediction of sites
of reactivity. We then present the algorithm we use to classify atoms according to
whether or not they belong to a site of reactivity. Eventually, we discuss possible
methods for the ranking of elementary steps by favorability. We conclude with a discussion on the implications of this work and the future research necessary to develop
a fast and accurate reaction prediction system.

4.2

Creation of the OrbDB Database

The first stage of our work is to leverage the models and data of the expert system
behind Reaction Explorer [Chen and Baldi, 2010] to create a database of elementary
steps, partially ordered by favorability.
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Reaction Explorer is a rule-based expert system [Chen and Baldi, 2008] covering all of
the standard undergraduate organic chemistry curriculum and driving an online chemistry tutorial. The system is composed of 1,516 rules organized by reagent in a partial
priority ordered manner. Each rule encapsulates an elementary step, described with
a SMIRKS pattern [James et al., 2004] to represent topological rearrangement and
the electron flow “arrow-pushing” specifying the mechanism of this rearrangement.
The electron flow representations are further formalized into the pair of interacting
molecular orbitals as a core reaction unit model. These patterns are grouped in a
hierarchical model of common reagents allowing priority ordering of potential rules
to apply at each step of a multistep reaction. Given a particular set of reactants and
a reagent, Reaction Explorer identifies the rules matching the starting materials and
applies the one with the highest priority to produce the first intermediate compounds.
This is repeated until no more rules apply, which signifies that the system has reached
stability and final products have been obtained, allowing the expert system to output
the most likely set of products, along with detailed mechanisms and all intermediate
products.
Consider for example the hydrobromination of amylene described in Figure 4.1(a).
Table 4.1 presents an excerpt of rules from Reaction Explorer relative to alkene hydrobromination. The rule with priority 1 (protic addition to primary alkene) is the one
matching the starting materials with highest priority and is therefore applied, leading
to the first step and intermediate compound described on Figure 4.1(b). Then the
rule with priority 7 (anion addition to the carbocation), being the one with highest
priority to match the intermediate compounds, is applied, leading to the second step
and final product described on Figure 4.1(b).
As it is done in Reaction Explorer, we represent an elementary mechanistic step as a
pair of a (source) occupied and a (sink) unoccupied molecular orbitals, interacting in
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H3C

H3C

Br

H

CH3

(a) Starting Material

(b) Steps

Figure 4.1: Hydrobromination of Amylene.

SMIRKS
[H:10][CH1:1][C+;!H0:2]>> [C+:1][C+0:2][H:10]
[C:10][CH0:1][C+;!H0:2]>> [C+:1][C+0:2][C:10]
[H:10][CH2:1][CH2+:2]>> [C+:1][C+0:2][H:10]
[C+:1].[-:2]>> [C+0:1][+0:2]
[C:1]=[C;$(*O):2].[H:3][Cl,Br,I,$(OS=O):4]>> [H:3][C:1][C+:2].[-:4]
[C:1]=[C;$(*a):2].[H:3][Cl,Br,I,$(OS=O):4]>> [H:3][C:1][C+:2].[-:4]
[C:1]=[C;$(**=*):2].[H:3][Cl,Br,I,$(OS=O):4]>> [H:3][C:1][C+:2].[-:4]
[C:1]=[CH0:2].[H:3][Cl,Br,I,$(OS=O):4]>> [H:3][C:1][C+:2].[-:4]
[C:1]=[CH1:2].[H:3][Cl,Br,I,$(OS=O):4]>> [H:3][C:1][C+:2].[-:4]
[C:1]=[C:2].[H:3][Cl,Br,I,$(OS=O):4]>> [H:3][C:1][C+:2].[-:4]

Description
carbocation, hydride shift from tertiary
carbocation, methyl shift from quaternary
carbocation, hydride shift from secondary
carbocation, anion addition
alkene, protic acid addition, alkoxy
alkene, protic acid addition, benzyl
alkene, protic acid addition, allyl
alkene, protic acid addition, tertiary
alkene, protic acid addition, secondary
alkene, protic acid addition

Priority
10
9
8
7
6
5
4
3
2
1

Table 4.1: Reaction Explorer rules that match the starting materials in Figure 4.1(a).
Each item in brackets corresponds to an atom in the reaction equation. The ≫ symbol
delimits reactants from products. The numbers following colons are atom-map indices
used to specify which reactant atoms correspond to which product atoms. Further
details about Reaction Explorer can be found in Chen and Baldi [2009]. We refer
the reader to James et al. [2004] for a more elaborate specification of the SMIRKS
language.
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such a way as to necessitate only a single transition state.
Molecular orbitals are in turn represented as a tuple, containing a base atom, the
number of electrons contained in the orbital, the type of the orbital (p, sp, π, σ,
. . . ) and, for bonding orbitals, a neighbor atom. For non-bonding molecular orbitals,
the base atom is the atom from which the corresponding atomic orbital comes. For
bonding molecular orbitals, the base and neighbor atoms form the corresponding
bond; the base atom indicates, for occupied molecular orbitals, the atom which will
lose an electron during the elementary reaction step, and for unoccupied molecular
orbitals, the atom which will gain an electron during the elementary reaction step.
This is a simplified way of modeling which atomic orbitals contribute the most to the
molecular orbital being described.
This representation of molecular orbitals is very coarse; however, we are not trying
to implement complex calculations, but rather to capture the trends and intuition
human chemists base most of their reasoning on.
We call “most favorable” the elementary reaction that corresponds to the matching
rule of highest priority. Note that it is not always the elementary reaction with
the lowest energy of activation, but rather the one that will ultimately lead to the
product expected under the given conditions. For instance, in the situation described
in Figure 4.2, the 1,2 addition (Figure 4.2(b)) would be considered favorable over
the 1,4 addition (Figure 4.2(a)) in terms of energies of activation and reaction rates;
however, the rules from Reaction Explorer anticipate that ultimately, as these are
reversible reactions, the final equilibrium will favor the thermodynamic 1,4 product,
and we therefore call the 1,4 addition more favorable than the 1,2 one.
Over 4,500 complete multi-step test cases of input reactants, reagents, and expected
products have been developed as consistency and accuracy checks for the expert
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Figure 4.2: Both addition reactions are possible and are encoded by rules in the expert
system. However 1,4 addition, leading to the thermodynamic product, is favored over
the kinetic 1,2 addition of the enolate with an the α-β unsaturated carbonyl.

system. For each test case, we can retrieve, at each step of the mechanism, not only
the rule that had the highest priority and was therefore applied, but also all the other,
lower priority rules matching the corresponding intermediates. This partial ordering
of mechanistically defined reactions encompasses a large amount of direct and implied
information about relative reaction favorability.
First, we use the priorities associated with the rules in the expert system to directly
generate favorability-ordered lists of elementary steps: given identical starting materials and under the same conditions, a reaction with a lower priority is less favorable
than a comparable reaction with a higher priority.
Consider for instance the tetrahedral intermediate of an acyl substitution reaction
involving an alkoxide nucleophile with acetic ethenoic anhydride. The two rules in
the expert system that match the starting materials are (a) the elimination of the
carboxylate (as depicted in Figure 4.3(a)) and (b) the elimination of the alkoxide (as
depicted in Figure 4.3(b)). The rule that corresponds to the alkoxide elimination has
a priority of 6975, while the rule that corresponds to the carboxylate elimination has
a priority of 6983. We therefore add these two elementary mechanistic steps to the
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OrbDB database, as well as the fact that reaction (b) is less favorable than reaction
(a).

(a) Higher Priority

(b) Lower Priority

O

–

O

H3C

O

O

CH2

CH3

(c) No Matching Rule

Figure 4.3: Two possible eliminations each corresponding to a rule in the expert
system. However the carboxylate is a weaker base and a better leaving group. Thus
(a) is favored over (b). In addition, (c) does not correspond to any rule in the expert
system and is therefore less favorable than either (a) or (b)

The partial ordering of elementary steps also provides a lot of implied information.
Given a reactant and the corresponding set of rule-matched reactions, one can assume that any electron movement on the same starting materials that is not listed
in the rule-matched reactions is not favorable. Therefore, we enumerate all occupied/unoccupied molecular orbital interactions that do not correspond to a reaction
rule match. These “disfavored” elementary steps are considered to have lower priority
than any rule-matching interaction.
For instance, the reaction depicted in Figure 4.3(c), which does not match any rule
in the expert system, is stored in OrbDB together with the information that it is less
favorable than either the carboxylate or the alkoxide eliminations.
This procedure does not allow us to order the disfavored elementary steps with respect
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to each other; therefore our ranking of elementary steps is only partial. This, however,
is only a minor inconvenience as a refined ordering of the unreasonable elementary
mechanisms is of little practical use for our overall goal of identifying the most favored
reaction.

4.3

Identifying Sites of Reactivity

Our goal here is to identify the molecular orbitals that are not involved in reactions
so as to avoid including them when creating the list of the elementary reactions
that can potentially take place. Instead of directly analyzing molecular orbitals, we
take a higher-level view and classify atoms according to whether or not they belong
to a reactive site. We say an atom belongs to a site of reactivity if it is the base
atom of a molecular orbital that is either the origin or end point of an elementary
reaction. More specifically, we distinguish between atoms that belong to a donor site
of reactivity, which are the base atoms of a reacting occupied molecular orbital, and
those that belong to an acceptor sites of reactivity, which are the base atoms of a
reacting unoccupied molecular orbital. In what follows we denote as oAtoms the base
atoms of reacting occupied molecular orbitals, and uAtoms the base atoms of reacting
unoccupied molecular orbitals.
The more atoms our classifiers allow us to disregard, and the less elementary reactions
they will be to order by favorability, therefore facilitating the second stage of the
reaction prediction process. However, it is crucial that we avoid eliminating any
atom involved in the most favorable reaction.
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Data

By labeling, for each elementary reaction of OrbDB, the base atom of the source
occupied molecular orbital as positive and all the other atoms as negative, we create
a data set on which to learn to which atoms belong to donor sites of reactivity.
Similarly, by labeling as positive the base atom of the sink unoccupied molecular
orbital of each elementary reaction, we create a data set on which to learn which
atoms belong to acceptor sites of reactivity.

Feature Representation of Atoms

In order to represent atoms in a way that allows us to predict whether or not they
are at sites of reactivity, we need to capture the following properties:

• immediate neighborhood of the atom;
• charge effects;
• steric effects;
• π-systems
We represent the immediate neighborhood of an atom A using fingerprints similar to
those described in Section 2.2.2. Each dimension of these fingerprints corresponds to
a subpath of length 3 of the labeled molecular graph, containing the atom A. The
vertices of the molecular graph are simply labeled by the element of the atom they
represent and the edges are labeled by the type (single, double, triple or aromatic) of
the bond they represent.
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In order to capture π-systems, we also include all the subpaths that belong to a πsystem containing the atom A or containing at least one atom within two bonds from
atom A.
To capture charge effects, we add the following 10 real-valued features to the fingerprints: the partial and formal charges of atom A, and the minimal and maximal partial and formal charges of the atoms connected to A and two bonds away from A. The
partial charges are computed with the OEChem [OpenEye Scientific Software, 1997]
implementation of the Marsili-Gasteiger [Gasteiger and Marsili, 1980] algorithm.
The steric effects are captured by a single number used to estimate the steric bulk
of substituent groups. It is computed as a weighted sum of the radii of the atoms
situated at most three bonds away from the atom under consideration. The weight
associated with a given neighboring atom is an exponential decay of the number of
bonds between itself and the root atom.
We also need to capture the conditions under which the atoms are being compared
and therefore add three features: the temperature in Kelvin and the anion and cation
solvation potentials of the system. The anion cation solvation potentials are discrete
number represent the acidity and basicity, respectively, of the solvent.

Machine Learning Algorithms

Support Vector Machines We apply a support vector machine with a classical
Gaussian Radial Basis Function (or RBF) kernel to the reactive atom data. For each
train/test split, the features are normalized to a mean of 0 and a standard deviation
of 1 using the mean and standard deviation on the training set. The Gaussian RBF
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kernel between two vectors x and x′ is defined as:
KRBF (x, x′ ) = exp(−

||x − x′ ||2
)
2σ 2

(4.1)

As the data sets we have are moderately imbalanced (of the order of 7 times as many
negative as positive examples), we use the oversampled SVM technique described in
Section 3.3.3 and create balanced subsets of the training data by splitting the negative
instances into partitions of about the same size as the set of positive instances and
combining each of these negative data subsets with all of the positive instances. An
ensemble of SVMs is trained on this collection of balanced data sets, and their outputs
are summed to create a final prediction.

Neural Network We also implement two neural networks that use the normalized
features as inputs. The first neural network is a perceptron and approximates the
probability of an atom A = [a1 , . . . , aM ] to belong to the positive class as
f (A) = σ(w0 +

M
X

w i ai )

(4.2)

i=1

σ is the logistic function σ : x 7→

1
1+e−x

The second neural network has a single hidden layer of H nodes and approximates
the probability of A to belong to the positive class as
f (A) = σ(w0 +

H
X

wj hj )

(4.3)

j=1

147

where

hj = σ(

M
X
i=1

wji ai ) ∀j ∈ [1, . . . , H]

(4.4)

The weights w are optimized by back-propagation using stochastic gradient descent
on a cross-entropy loss function. In practice, we stop the back-propagation after 200
iterations; we observe that this is sufficient for the loss to have steadily decreased and
reached asymptotic behavior.
For the second architecture, the number of weights is high relative to the number of
training examples we have in practice; we therefore add a L2 weight decay term to
the loss function to avoid overfitting.
Integrating all π-systems subpaths to our list of features means that the dimensionality of our representation of atoms is high (over 6, 000 features in practice). As these
features are sparse, this is not an issue for the SVM; however, for the neural networks,
this negatively affects the learning speed while increasing the risk of overfitting. For
that reason, we eliminate all π-systems subpaths of length greater than 4. In practice
this reduces the size of the feature set by a factor 3 or so.

4.4

Results

4.4.1

OrbDB

At first, we limit ourselves to reactions involving only atoms composed of carbon,
hydrogen, oxygen, nitrogen, or halide atoms, as well as lithium carbanions, under
ionic conditions. This leaves a set of 1,427 test cases, which yields 11,856 distinct
starting materials matching 47,834 elementary reaction rules. Listing unmatched
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occupied to unoccupied molecular orbital interactions creates hundreds of millions of
unfavorable elementary steps. We do not explicitly list all these steps, and enumerate
them on the fly when they are needed.

4.4.2

Learning Sites of Reactivity

By labeling the base atoms of the source occupied molecular orbitals of the most
favorable elementary reactions of OrbDB as oAtoms and those of the sink unoccupied
molecular orbitals as uAtoms, we leverage a data set of 28,771 atoms, of which 3,248
are oAtoms and 3,252 are uAtoms.
We run 10 repeats of 10-fold cross-validation experiments on this data. We measure
the average area under the ROC curve AUC[ROC]. Moreover, as our final goal is to
eliminate as many negative examples as possible while keeping all the positive ones,
we measure the true negative rate TNRopt for a false positive rate of 0 (or a sensitivity
of 1); in other words this is the proportion of negative instances ranked below the
worst-ranked positive instance, and it indicates the proportion of atoms that can be
safely disregarded. We report the average, minimum and maximum TNRopt over our
10 repeats of 10-fold cross-validations. Table 4.2 reports the performance of the SVM
and both neural networks for the classification of atoms as oAtoms. Table 4.3 reports
the same numbers for the classification of atoms as uAtoms.
Although the SVM has a much better AUC[ROC] than either of the neural networks,
its worst-case TNRopt is worse. The best worst-case TNRopt is obtained with the
perceptron. In particular, for the prediction of oAtoms, the minimum TNRopt of
0.002 is driven by a single example; the second worse-ranked positive atom is ranked
much higher and corresponds to a TNR of 0.170. However, this oAtom that is not
identified as such by the SVM is correctly classified by the neural networks; more
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SVM
Perceptron
NN (1 hidden layer)

AUC[ROC]

Min TNRopt

Average TNRopt

Max TNRopt

0.987
0.971
0.978

0.002
0.336
0.301

0.642
0.489
0.607

0.925
0.721
0.798

Table 4.2: Performance of the SVM, the perceptron and the neural network with one
hidden layer of 5 nodes for the classification of atoms between those that are oAtoms
and those that are not. The performance is reported as the average AUC[ROC]
and minimum, average and maximum proportion TNRopt of negative atoms ranked
below the worst-ranked positive atoms, over 10 repeats of 10-fold cross-validation
experiments. The best performance is highlighted in bold and the second best in
italics.

SVM
Perceptron
NN (1 hidden layer)

AUC[ROC]

Min TNRopt

Average TNRopt

Max TNRopt

0.978
0.930
0.947

0.120
0.136
0.007

0.549
0.319
0.400

0.850
0.560
0.689

Table 4.3: Performance of the SVM, the perceptron and the neural network with one
hidden layer of 5 nodes for the classification of atoms between those that are uAtoms
and those that are not. The performance is reported as the average AUC[ROC]
and minimum, average and maximum proportion TNRopt of negative atoms ranked
below the worst-ranked positive atoms, over 10 repeats of 10-fold cross-validation
experiments. The best performance is highlighted in bold and the second best in
italics.
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SVM + NN
Previous best

Min TNRopt

Average TNRopt

Max TNRopt

0.116
0.336

0.729
0.642

0.902
0.925

Table 4.4: Performance of the combination of the SVM and the neural network for the
classification of atoms between those that are the base atom of a reacting occupied
molecular orbital and those that are not. The performance is reported as the average
AUC[ROC] and minimum, average and maximum proportion TNRopt of negative
atoms ranked below the worst-ranked positive atoms, over 10 repeats of 10-fold crossvalidation experiments. The best performance is highlighted in bold.

SVM + NN
Previous best

Min TNRopt

Average TNRopt

Max TNRopt

0.385
0.136

0.551
0.549

0.813
0.850

Table 4.5: Performance of the combination of the SVM and the neural network for the
classification of atoms between those that are the base atom of a reacting unoccupied
molecular orbital and those that are not. The performance is reported as the average
AUC[ROC] and minimum, average and maximum proportion TNRopt of negative
atoms ranked below the worst-ranked positive atoms, over 10 repeats of 10-fold crossvalidation experiments. The best performance is highlighted in bold.

generally, the positive atoms ranked worse by the SVM and either neural network are
not exactly the same ones. We therefore average the ranks given by the SVM and the
perceptron to create two new classifiers. The performance of these new classifiers in
terms of minimum, average and maximum proportion of negative atoms ranked below
the worst-ranked positive atom over 10 repeats of 10-fold cross-validation experiments
is given in Table 4.4 for the classification of oAtoms and Table 4.5 for the classification
of uAtoms.
Combining the SVM and the perceptron indeed drastically improves the minimum
proportion of negative instances that can be rejected for uAtoms, from 13.6% to
38.5%. For oAtoms, the perceptron remains the best, allowing us to disregard at
least 33.6% of the negative instances. Eventually, using SVM+NN for predicting
uAtoms and the perceptron for predicting oAtoms allows us to filter out as much as
151

59% of the elementary reactions for future consideration without losing any of the
most favorable reactions.

4.5

Future Work: Learning Elementary Reaction
Favorability

On any given system, we can use our classifiers to identify donor and acceptor sites
of reactivity. Then, we can pair all the occupied molecular orbitals at a donor site of
reactivity with all the unoccupied molecular orbitals at an acceptor site of reactivity
to create a list of potential elementary mechanistic steps. The next stage is to determine which of these elementary reactions will occur, or, in other words, is the most
favorable.
This is essentially a ranking problem. However, it differs from the ones we examined
in Chapter 3 in that the favorability ordering is only partially known, as comparing
among themselves clearly disfavored processes that will never occur makes little sense.
Moreover, the ultimate goal here is to identify the most favorable elementary step,
that is to say that only the very first element of the ranked list is really important.
In vHTS, the relative ordering of the active and the inactive compounds is irrelevant
as long as the active compounds are ranked before the inactive ones. Similarly, in
document retrieval, there can be several documents belonging to the highest relevance
class and there is no need to discriminate among them. Here, while the accurate
separation of likely and unlikely elementary reactions is still desirable, it is crucial to
accurately learn the actual ranking of the favorable ones so as to correctly identify
the topmost mechanistic step.
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Data Representation

For each elementary step, we propose to generate a vector of real valued features for
representation in a machine learning framework.
We can first define features at the molecular level, describing the reactant and product compounds of the reaction. Enthalpy and entropy are example of descriptors
that are relevant to the prediction of reactivity. Enthalpy can itself be recursively
characterized as a function of several sub-features including bond-dissociation energies, bond polarities, ring strain, aromaticity, and steric penalties. In addition, or
alternatively, the two-dimensional molecular fingerprints presented in Chapter 2 can
also be used to represent the reactant and the product. It is likely that capturing the
changes between the product and the reactant, rather than both separately, is what
matters most. This can easily be done by subtracting the reactant fingerprint from
the product one.
We can further define features at the orbital level, i.e., properties of the source or
sink orbitals known to chemists to be more or less favorable for a reaction. Examples of such features include steric repulsion scores, ionic scores, and HOMO/LUMO
compatibility.
Finally, we can define features at the reaction level, to describe the compatibility of
given source and sink orbitals as well as condition features such as temperature and
approximate solvation potentials.

Machine Learning

We propose a custom neural network architecture to score possible elementary steps
through a pairwise classification approach. Let xi be a vector representation of a
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learning instance and s(xi ) be the scoring function we are trying to infer, that is to
say in this case the favorability of an elementary step. While we do not directly have
quantitative favorability scores to regress on, we label pairs of instances with their
relative score order: ((xi , xj ), sign(s(xi ) − s(xj ))).
We directly model the score function ŝ(x) ≈ s(x) as a basic regression problem and
calculate it with a neural network. We then simply connect two copies of this same
network into a bigger neural network by linking their respective outputs through a
single sigmoid output node with hard-coded weights of +1 and -1. We can then train
the entire machine on the ordering data derived from the expert system. Training
can be performed with simple back-propagation using stochastic gradient descent
on an L2-regularized squared error cost function. This architecture is illustrated in
Figure 4.4.
At first, the sub-networks can be designed to have either zero (a perceptron) or one
hidden layers. In the second case, we suggest to focus on a layer composed of 100
nodes as a good compromise between performance and computational complexity.
A high pairwise classification accuracy does not necessarily translate into a systematically good identification of the topmost elementary reaction, as a single misclassification involving the actually most reactive elementary step results in a mistake.
Alternatively, one could therefore try a single neural network, with the listwise error
function presented in Section 3.7.4 as cost function. The early enrichment optimization schemes presented in Section 3.5.5 could also be applied.
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Figure 4.4: Two identical sub-machines learn to score individual instances. Their
outputs then enter a comparison layer, that classifies pairs of instances according to
whether or not they are correctly ordered.
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4.6

Discussion and Conclusion

The ability to identify, among a list of possible elementary reaction steps, the most
favorable one, is in our opinion quintessential to the prediction of organic reactions.
To the best of our knowledge, however, no highly curated data set of mechanistically
detailed organic reactions annotated with favorability information has ever been made
publicly available. We therefore leveraged the Reaction Explorer expert system and a
relatively small source of complete mechanisms to generate orders of magnitude more
annotated elementary reaction steps, partially ordered by favorability, and stored in
a database called OrbDB. Although our data only cover a restricted domain of the
chemical space, as we limited the reactions to those involving molecules composed only
of carbon, hydrogen, oxygen, nitrogen and halide atoms, as well as lithium carbanions,
under ionic conditions, the method used to generate them can be extended to other
types of compounds or reactions. In particular, we plan to include sulfur, phosphorus
and silicon chemistries in the next version of the database.
Currently, OrbDB does not contain pericyclic nor radical reactions. They can however
be easily included. Note that for pericyclic reactions, all atoms along the cycle of the
transition state will need to be considered as belonging to both a donor and an
acceptor site of reactivity; similarly, for bonds dissociations, both atoms forming the
bond will belong to both a donor and an acceptor site of reactivity.
We then developed a module to identify sites of reactivity. More specifically, we built
a classifier to separate atoms that belong to a donor site of reactivity (or oAtoms,
which are the base atoms of reacting occupied molecular orbitals) from those that do
not. A similar classifier separates atoms that belong to an acceptor site of reactivity
(or uAtoms, which are the base atoms of reacting unoccupied molecular orbitals)
from those that do not. The data on which these classifiers are trained are directly
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derived from OrbDB. Using the 2D fingerprints presented in Chapter 2 to represent
the neighborhood of an atom and additional atomic descriptors relevant to reactivity,
we built strong uAtoms and oAtoms classifiers. More importantly, the proportion of
negative examples ranked below the worse-ranked positive atom is 33.6% for oAtoms
classification and 38.5% for uAtoms classification. This module therefore allows us to
disregard 59% of the elementary reactions without losing any of the most favorable
ones.
The positive atoms found in the second half of the ranked list by either classifier are
few and far-between; looking at the specific chemistries of each of these instances will
without a doubt allow us to improve the worst-case TNRopt and therefore disregard
even more irrelevant elementary reactions.
Many of these errors involve phenol rings, and it is possible that the strong similarity
between subpaths of the rings and carbon chains (which are usually associated with
atoms not belonging to sites of reactivity) confuses the classifiers. One possible correction would be to use another labeling scheme (such as SYBYL [Tripos, 2005]) to
differentiate between sub-paths of aromatic rings and sub-paths of chains.
Several other errors are linked to carbocation chemistry; including 6 binary features
capturing the presence or absence of a carbocation within k bonds of the atom for
k = 1 . . . 6 could likely solve this issue.
Eventually, applying other kernels than the Gaussian RBF one could also lead to
improvements; in particular, using a minmax kernel as presented in Chapter 2 for
comparing the neighborhoods of atoms is a direction worth exploring.
If these classifiers were ideal, we could pair the molecular orbitals derived from the
topmost ranked oAtom and uAtom to obtain the most favorable elementary reaction
step. However, some atoms can be the base of more than one occupied or unoccupied
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molecular orbital, and some further refinement would still be required. Along these
lines, we could envision a module that identifies the single most reactive occupied and
unoccupied orbitals on a given base atom. This could be implemented by following the
principles of frontier molecular orbital theory and favoring lone pairs over π orbitals
over σ orbitals for occupied orbitals and p over π ∗ over σ ∗ orbitals for unoccupied
orbitals.
In any case, the classifiers we proposed do not allow for this level of refinement,
and should be used as a pre-filtering step for a module dedicated to the ordering
of elementary reactions by favorability. We described how such a module could be
implemented, and early experiments not reported here indicate, despite requiring
further investigation, that our approach leads to promising results.
One could also consider using such an elementary reaction favorability predictor directly without the pre-filtering of molecular orbitals. This would entail naively listing
all the elementary steps resulting from the interaction of any occupied orbital with
any unoccupied orbital available on the starting materials before ordering them by
favorability. However, even without considering the trivially impossible elementary
reactions between overlapping orbitals, the number of such elementary steps explodes
combinatorially, which would make the reaction predictor impractically slow. Moreover, our approach simulates more closely the behavior of human chemists, who restrict themselves to the sites they estimate to be reactive before thinking at the
molecular orbital level.
Although the work we presented can only be considered as exploratory, we believe
that by moving away from traditional rule-based decision systems and implementing
machine learning solutions to infer reactivity and favorability, it holds many promising
possibilities for the implementation of robust reaction predictors.
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Chapter 5
Summary and Conclusion
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In this dissertation we have demonstrated how machine learning techniques can successfully be applied to chemoinformatics problems with direct application to drug
discovery.
Our study of molecular data representation showed the superiority of structure-based
approaches. In particular, two-dimensional representations based on substructures of
the appropriately labeled molecular graphs are particularly powerful, and consistently
lead to the best performing algorithms, both for the prediction of biological, physical,
and chemical properties of small organic molecules, and in virtual high-throughput
screening. They can also be successfully leveraged to represent atoms’ neighborhoods
with the purpose of predicting sites of reactivity.
Three-dimensional representations are promising as well, although currently none of
them systematically outperforms the two-dimensional ones. Capturing the connectivity information from the molecular graph appears to be essential to many applications.
This is reinforced by the observation that 2D spectral kernels are generally much more
powerful than their 1D counterparts, meaning that the breaking of SMILES strings
into substructures that do not reflect the branching information of the molecular
graph leads to a weaker decomposition. We therefore think that three-dimensional
representations should not ignore the connectivity information. We have explored
this idea with the application of the 3DDK and Circ3D decomposition kernels. Unfortunately, in practice, the decomposition kernels we have studied perform worse
than their spectral counterparts; but we believe that this direction is worth exploring, for instance by developing labeling schemes that encapsulate information about
bond length and angle.
One of the difficulties of working with three-dimensional representations is that the 3D
structures of the molecules are hard to obtain. In our experiments, the coordinates
of the atoms are predicted, and the stereocenters are assigned arbitrarily. With
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progress in the quality of 3D structure annotation and prediction, we expect 3D
kernels to become more useful. This expectation is backed up by the observation that
3D contact histograms perform best on the data sets which have the lowest rate of
chiral molecules.
Another issue is that molecules are flexible and do not, for the most part, have a single
three-dimensional configuration. Averaging several predicted 3D conformations per
molecule leads to noticeable improvement of the quality of our predictors, especially
on less powerful kernels. This is however a rather simple approach, and implementing
one of the more elaborate techniques for multiple-instance learning, such as those proposed by, for instance, Ray and Page [2001] or Cheung and Kwok [2006], could lead
to further improvement. In particular, multi-instance kernels [Gärtner et al., 2002]
or, alternatively, the multi-instance extension of the SVM algorithm [Andrews et al.,
2003], are promising directions to explore for further work.
In order to improve the predictors, another possibility is to linearly combine the
different kernels so as to exploit their qualities simultaneously. While our first exploratory experiments in that direction have proved inconclusive, it is possible that
recent progress in the domain of multiple kernel learning provides a successful way of
combining kernels based on different data representations.
In addition to the classification and regression problems behind the prediction of biological and physicochemical properties of small molecules, we addressed another important problem specific to drug discovery, virtual high-throughput screening. vHTS
is a ranking problem that differs from traditional ranking in that the relative ranks of
active (resp. inactive) compounds among themselves have little importance compared
to ranking the bulk of the actives above the bulk of the inactives. This is also different
from the related problem of class separation, in that solutions in which the classes are
equally poorly separated can satisfy this early enrichment property differently. We
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have developed a novel algorithm for virtual high-throughput screening, the Influence Relevance Voter, which outperforms the state-of-the-art for vHTS, and exhibits
several advantages such as interpretability, speed of training, and a low risk of overfitting. Trying to properly compare algorithms for their early enrichment capabilities
led us to develop the CROC framework, which extends the popular concept of ROC
curves and allows for the visualization, quantitative evaluation, and optimization of
early retrieval.
Eventually, we devoted effort to the prediction of organic chemistry reactions, focusing on the prediction of elementary reaction steps. Our first contribution is the
generation of OrbDB, a highly curated database of elementary reactions, viewed as
the interaction of a filled and an unfilled molecular orbitals, and partially ordered by
favorability. We then addressed the prediction of sites of reactivity and outlined a
possible solution for learning this favorability ordering.
Although these problems and the solutions we propose stem from molecular orbital
theory, we do not try to accurately model wave functions nor to make use of complex
quantum mechanical calculations. Rather, we try to reproduce the behavior of human
chemists by concentrating on the more intuitive concepts of “site of reactivity” and
“favorability”. The advantage of this approach is two-fold: the predictors can be fast
as no intensive calculations are required, and generalization to reactions not previously
encountered, which traditional pattern-based solutions to reaction prediction do not
enable, is still possible.
Sites of reactivity, defined as the localization of the molecular orbitals involved in
elementary reactions, are approximated by the atoms contributing the most to said
molecular orbitals. Being able to identify these atoms allows us to dramatically reduce
the number of molecular orbitals and, therefore, elementary reactions to consider. We
showed how to use the molecular features previously discussed to create representa162

tions of the neighborhoods of the atoms of a molecule and successfully solve this first
problem, which allows us to list the molecular orbitals most likely to react and create a corresponding list of elementary reactions. We also suggested implementations
of additional features that could help further improve the quality of our solution,
therefore allowing to pre-filter even more elementary reactions.
The next step, which we leave to future work, is to order this list of elementary
reactions so as to determine the most favorable one, or, in other words, the one that
ultimately leads to the expected final product under the given conditions. This is
another ranking problem which once more differs from traditional ranking. As in
vHTS, it is important to rank the favored reactions above the disfavored ones and
the relative ranking of disfavored reactions is not relevant (in fact, it is not even
meaningful). However, it is crucial to accurately compare favored reactions between
themselves. We suggest taking inspiration from the methods discussed in Chapter 3
to develop an elementary step ranking algorithm that optimizes the topmost element.
As far as the representation of elementary steps itself is concerned, we proposed a way
to define features at three different levels: the molecular orbital level, the molecular
level, and the reaction level.
Our work on reaction prediction should be seen as exploratory; few approaches focus
on elementary mechanisms and none of them are actually machine learning methods,
trying to infer notions of reactivity and favorability from a learning data set. This
work can easily be extended to cover more chemistries, and we see many promising
possibilities of refining the current learning algorithms or developing alternative techniques on the learning data sets we created, to ultimately lead to a fast and robust
predictor of the course of entire reactions.
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